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1 FIT/IoT-lab

You will be using the experimental platform FIT/IoT-lab (https://www.iot-lab.info).
What is it? Read the answer here: https://www.iot-lab.info/what-is-iot-lab/.

To familiarize yourself with the use of the platform, go to the page of tutorials:

https://www.iot-lab.info/tutorials/

and do the following tutorials (First steps):

• Configure your SSH access;

• Submit an experiment with Web portal: M3 nodes;

• Get and compile a firmware code for a M3 node.

• Configure the authentication for server tools
Open a terminal, run the following command and type your password

ssh -t <username>@grenoble.iot-lab.info "auth-cli --user \$USER"

Password:

Retype password:

"Written"

2 Practical implementation details

You are given an already-written firmware that allows you to interact with the nodes, and
which has two modes, either synchronous or gossip. In synchronous mode, at each iteration,
all communications take place, then all local computations are done. In gossip mode, at
each iteration a random node is selected to send its state; all neighbors having received such
message immediately proceed to do a local computation and update local state.

There are python scripts already written for you; the thing you will need to do is to open
some C file and modify it, so as to write the suitable functions for the required computations.

You should:

• Follow the instructions in the tutorial to configure your ssh access

• Open a terminal, do ssh, to arrive at <username>@grenoble:~ and then change direc-
tory:
cd ~/iot-lab/parts/openlab/appli/education/distributed_algorithm

This is where the files are sitting, that can be modified by you.

Use ls to see which files are there. The ones you need are the following:
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– Mainly, you will need to modify computing.c to add the functions for computing
(more details below)

– In the file config.h, you will need to modify:

∗ The number of values (i.e., how many scalars there are in the state of each
node). This is the constant NUM_VALUES defined quite at the beginning of the
file. You will need 1 when doing scalar consensus, you will need more when
doing max-consensus for node-counting. Choose an integer between 1 and 14.

∗ The channel: to avoid interfering with other groups, set the constant CHANNEL
to different numbers, group x will take channel 10 + x, e.g., group 2 gets
channel 12

∗ Possibly, you might need to modify another thing in this file: the transmis-
sion power MIN_RSSI in case the graph is too sparse (disconnected) or too
dense (too many communications, not an interesting example of distributed
computing). This signal strength is in dB, and there is a minus sign before
the value, so putting a higher value means decreasing strength.

You can open and modify the files directly on the server, without downloading them
to your local computer, just use nano <filename>.c to open a file in a text editor (to
save the file after having modified it, follow instructions to quit and then you will be
prompted with the question where you wish to save it)

• About the functions in computing.c

– init_value() does random initialization; this is for a scalar value, then it is
called multiple times if NUM_VALUES≥ 2 (remember, this parameter is set in the
file config.h)

– compute_value_from_neighbours has to be used only in the synchronous mode.
It allows a node to compute its new state given: its own old state (my_value),
its own degree (my_degree), and a structure received from neighbors, contain-
ing their state and degree. Notice: if you are able to add the contribution of
each neighbor incrementally, you can use the already-written code to parse the
structure of received values, so that you do not need to worry about that: at iter-
ation i, which concerns the neighbor i, neighbour_degree is the degree of i and
neighbour_value is the value (the state) of i. Also notice: when there is more
than one state per node (NUM_VALUES≥ 2), this function is called many times, one
per each state (it operates on a scalar state, not vector).

– compute_value_from_gossip has to be used only in gossip mode. It allows a
node to compute its new state, given its old state and the received state (received
from a neighbor having done the gossip broadcast transmission).

– compute_final_value is needed when computing the estimated number of nodes,
after the gossip max-consensus algorithm

• Book the nodes for your experiment: follow a similar procedure as in the tutorial, to
select some nodes from the Grenoble lab; choose m3 nodes; differently from the tutorial,
do not associate (yet) any firmware with the nodes. Suggestion: take 30 nodes, and
book then for a quite long time, e.g., one or two hours.

• Compile from the directory <username>@grenoble:~/iot-lab/parts/openlab/build.m3$

simply type

– make distributed_algorithm
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• After having compiled, you need to flash your executable file to all nodes. From the
same directory <username>@grenoble:~/iot-lab/parts/openlab/build.m3$ run

– node-cli --update bin/distributed_algorithm.elf

• Run your experiment: in a terminal where you are at
<username>@grenoble:~/iot-lab/parts/openlab/appli/iotlab_tests/distributed_algorithm/

Type:

– mkdir ~/ex_1/ (create a folder for your results, give it your favorite name)

– ./management_script.py -n 50 -o ~/ex_1/results

The option -n gives the number of iterations, the option -o describes the folder
and filename for the results files (only one filename, from which the various files
will be named according a specified rule; the suggestion is to change folder name
only)
The option -a chooses the algorithm to use, by default syncronous is used.
-a gossip tells to use gossip mode; -a num_nodes says to use gossip mode and
to make a calculation at the end (to be used to compute the number of nodes).

• Download the results: open another terminal, on which you are not going to do ssh,
just stay on your home. Type
scp -r <username>@grenoble.iot-lab.info:~/ex_1/ ./

where ex_1 needs to be replaced by the suitable name you had chosen for your results
folder while launching the experiment, with the option -o ~/ex_1/results

• The results are the following:

– There is a png file where the graph is drawn (this is the graph at initialization
step, but it is almost invariant in time).

– Then there is, for each node, a .csv file, with a first column indicating the iteration
number, and next columns containing the value(s) of the state(s) at such time;
the number of such columns is determined by NUM_VALUES (in file config.c),
while the number of iterations is chosen with the option -n when running the
experiment. You can either use these individual files (one per node), or use the
file results_all.csv where results from all nodes are collected: this one has a
first column with the node label, then a column with the iteration number, and
then next columns containing the value(s) of the state(s) of such node at such
iteration.

– In case you are running with option -a num_nodes, then additional output files
are produced, containing the estimated number of nodes. You can just look at file
results_final_all.csv where on the first column there is the node label and
on second column there is the estimated number of nodes computed there; there
are also individual files, one per node, with just the computed estimate at such a
node, but you can ignore them.

3 Synchronous consensus

You are given a setup where communications are synchronized (at each iteration, all com-
munications take place, then all local computations are done) and follow a static graph. You
will implement some consensus algorithm (as described in class and in the tutorial [1]).
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3.1 Synchronous Metropolis LTI average consensus

Algorithm to be implemented: Initialize x(0) with some values (the goal is to compute
the average of such initial values). Run linear consensus algorithm x(k + 1) = Px(t) where
the matrix P is a doubly-stochastic matrix consistent with the given communication graph;
to construct a P satisfying these requirements, use the Metropolis-Hastings weights.
Suggestion: use 30 nodes and 100 iterations (or better, first run once with very few itera-
tions, just to check the graph construction works correctly, then run again with 100 iterations)

As a reminder, the Metropolis-Hastings weights are defined as follows: denoting with di
the number of neighbors of i and with Ni the set of such neighbors,

Pij =


1

1+max{di,dj} if j ∈ Ni,
1−

∑
k∈Ni

Pik if j = i,

0 otherwise.

Notice that the state-update xi(k+ 1) =
∑
j Pijxj(k) with the above-defined weights can be

equivalently done as follows:

xi(k + 1) = xi +
∑
j∈Ni

1

1 + max{di, dj}
(xj − xi) .

Results analysis:

• Plot the trajectories of the states of all nodes: do they converge? if so, do they converge
to a common value, and is this value in accordance with theoretical prediction (looking
at the initial values in x(0))?

• Look at the graph, and check if it is undirected (all edges bi-directional) and connected.
Also check if the graph seems to be static, by looking e.g. at the degrees of some nodes
(degrees are transmitted at each time, and they are supposed to be time-invariant).
Explain why there is no problem about aperiodicity. Explain the above-observed con-
vergence to average consensus (of lack thereof) with these checks being satisfied or not.
Hint: use results from Perron-Frobenius theory (or equivalently from Markov Chains
theory), about convergence of powers of stochastic matrices.

3.2 More synchronized LTI consensus algorithms, if time permits

If there is some time left, play around with linear synchronous consensus, by using different
matrix, and do the same results analysis as above, so as to compare the final values and the
rapidity of convergence. Examples of matrix:

• Simple random walk: P = (I +D)−1(I + A), where A is the adjacency matrix (of the
graph without self-loops), and D the diagonal matrix of in-degrees.

• Discretized Laplacian: P = I − αL, for some α ∈ (0, 1
dmax

), dmax being the maximum
of the nodes’ degrees (so that diagonal entries of P are ensured to be positive), and
where L = D −A is the Laplacian of the graph.

Hint: write down the entry-wise version of the equation x(k + 1) = Px(k) with the above-
defined choices of P .
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4 Broadcast gossip

You are given a setup where at each iteration one sensor (picked at random, according to in-
dependent uniform r.v.s) broadcasts its value to all its neighbors; the neighbors update their
state using the received value, while all other sensors (including the one having transmitted)
keep their previous state. The graph describing the neighbors is static.

Comments:

• Differently from the synchronous case, here only one sensor communicates at each
iteration. Hence it is natural that convergence takes much longer number of iterations.
What would be a re-scaling of the time axis to have a fair comparison?

• This broadcast-gossip setup, where at each iteration one sensor at random transmits
(the sensor being selected with uniform probability on the set of all sensors, indepen-
dently from past selections), is simulated in a way that involves a central scheduler.
However, this same probabilistic setup can be obtained in a fully local way, without
any centralized scheduler nor time-synchronization algorithm, by the use of indepen-
dent local randomized clocks. Give a short description of the ‘Poisson clock’ gossip
setup, after reading the paragraph ‘Asynchronous time model’ in Sect. I-A of the paper
[2].

4.1 Broadcast-gossip consensus (averaging or maximizing)

When a sensor i broadcasts its value, each of its neighbors updates its state, say neighbor
j computes an updated state xj(k + 1) using the received xi(k) and the local value xj(k).
Consider the following two update rules:

averaging for some fixed α ∈ (0, 1), xj(k+1) = (1−α)xj(k)+αxi(k), or, equivalently, xj(k+1) =
xj(k) + α(xi(k)− xj(k));

maximizing xj(k + 1) = max{xi(k), xj(k)}.

First, consider the averaging rule (fix a same value α for all nodes, although this is not a
crucial point).

Algorithm to be implemented:
Initialize x(0) with some values (the goal is to compute the average of such initial values).
Run broadcast gossip with the above-described averaging update.
Suggestion: use 30 nodes and 5000 iterations, and α = 1

2 .
Results analysis:

• Plot the trajectories xi(k), for all nodes i. Do they converge? if so, do they converge
to a common value, and what is this common value?

• Look at the graph, and check if it is undirected and connected; also check if it seems
to be static (e.g. if the degrees of some nodes remain constant)

• Compare the obtained results with theory.

Comments about the relevant theoretical results:

• The state update is x(k+ 1) = P (k)x(k), with P (k) a realization of a random variable.
P (k) are i.i.d., uniformly extracted in a finite set of matrices P (1), . . . , P (n), where a
matrix P (i) corresponds to a node i being extracted and the averaging update being
done by i’s neighbors. Write explicitly the entries of P (i) for a given i (already done in
class).
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• For given initial values x(0), the trajectories of x(k) will be realizations of a random
variable, depending on the random sequence in which nodes are activated to commu-
nicate. The expected value x̄(k) := Ex(k) will have the dynamics x̄(k + 1) = P̄ x̄(k),
where P̄ := EP (k) (the expected value is the same for all k, since P (k)’ s are identically
distributed). Compute P̄ (hint: P̄ =

∑n
i=1

1
nP

(i)); try to find a neat expression for P̄ ,
involving the Adjacency or the Laplacian matrix of the graph, and of course also the
parameter α.

• Theory about the expected trajectory x̄(k). Notice that P̄ is a weighted adjacency
matrix of the graph describing neighbors; if the graph is rooted (contains a rooted
spanning tree), theory predicts convergence of all entries x̄(k) to a consensus value
π̄Tx(0), where π̄T is the left dominant eigenvector of P̄ , namely π̄T P̄ = πT and

∑
i π̄i =

1. Look at P̄ : what can you say about π̄T ? What can you say about the consensus
value, in the case where the graph is undirected and connected?

• Theory about the random trajectory x(k).

– The fact that the expected value x̄(k) converges to consensus does not imply
that the random trajectories x(k) will converge. It actually happens that random
trajectories do converge with high probability to a consensus (i.e., a common
value) (see theorem below), but this value needs not to be the average of initial
values. About convergence of random trajectories, the following theorem holds:
Theorem 1 ([3], Coroll. 3.2 )
Assume that:

∗ For all node i, Pii(k) > 0 almost surely,

∗ the graph associated with P̄ is strongly connected.

Then, x(k) achieves probabilistic consensus, i.e.:

∗ If the initial condition is already a consensus x(0) = a1 for some scalar a,
then x(k) = a1 for all k;

∗ given any initial condition x(0), there exists a scalar random variable x∞
(depending on the initial condition), such that x(k) converges almost surely
to x∞1.

�
Verify that the assumptions of this theorem are satisfied by the broadcast gossip
consensus that we are considering.

– Theorem 1 guarantees almost sure convergence to a common consensus value.
However, in general the consensus value x∞ is a random variable: for given initial
values, it can vary depending on the random sequence P (k). For the broadcast
gossip averaging algorithm, if the graph is undirected, in expectation we have P̄
which is doubly-stochastic, so that the expectation x̄(k) will converge to average
consensus, but each random realization x(k) needs not to do so. The following
theorem guarantees that the error between the random final value x∞ and the
correct expected final value 1

n

∑
i xi(0) cannot be too bad, there is an ensured

upper bound for it, described below (read it, for your information, but you will
not need to put it in the report).
Denote by x̄(k) := Ex(k) the expectation of the state, and denote by xave(k) :=
1
n

∑
i xi(k) the scalar random value obtained as the average of the states xi(k)

at a given time k; notice that xave(0) is not random, and is the desired average
of the initial values. Define V (0) = 1

n

∑
i(xi(0) − xave(0))2; this is a measure of

dispersion of the initial values (it is natural to expect that the smaller V (0) is, the
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easier it is to go to average consensus, since initial values are already near to it).
Define γ := α

1−αdmax, where α is the parameter used in the averaging broadcast
gossip update and dmax is the maximum of the out-degrees of all nodes (out-degree
being the number of neighbors to which a node can broadcast).
Theorem 2 ([4], Theorem 3 and Coroll. 8)
For the averaging broadcast gossip algorithm and with the above definitions, the
following bound holds true:

E[(xave(k)− xave(0))2] ≤ γ

n
V (0) .

If the graph associated with P̄ is strongly connected, then Theorem 1 ensures
that x(k) converges almost surely to x∞1 for some random variable x∞ and x̄(k)
converges to xave(0)1; the random variable x∞ satisfies the following bound:

E[(x∞ − xave(0))2] ≤ γ

n
V (0) .

�

4.2 Broadcast-gossip node-counting algorithm

Consider the maximizing rule: provided that the random activation of nodes activates, at
some times increasingly ordered but not necessarily contiguous, all paths from the node hav-
ing the maximum to any other node (and this happens almost surely, if the graph is strongly
connected), this algorithm clearly allows each node to compute the maximum of the initial
values. We will use this algorithm as a constituent block for another algorithm.

Reminder about node-counting algorithm (as described in class, also see the paper [5]
where this technique was proposed).

• Maximum Likelihood (ML) estimation. You are given a random variable Z, whose pdf
fZ(z; θ) is parametrized by θ (this means you know which shape the density function
has, but you do not know one parameter; for example, you know it is Gaussian with
zero mean but you do not know the variance). You can look at some samples, i.e.,
at some values z(1), . . . , z(M) obtained by i.i.d. realizations of Z. From these values
you want to infer θ. Consider the joint pdf of these M i.i.d. realizations of Z: due to
independence, this is the product. The likelihood function is such a joint pdf, which is
still parametrized by θ: define

`(z(1), . . . , z(M); θ) =

M∏
m=1

fZ(z(m); θ) .

The idea is that if you knew θ this would describe the probability of M i.i.d. samples
of Z taking some values z(1), . . . , z(M); conversely, now you see from an experiment the
values z(1), . . . , z(M), and you try to guess which was θ, by taking θ that maximizes the
likelihood of the observed z(1), . . . , z(M):

θ̂ML := arg max
θ

`(z(1), . . . , z(M); θ) .

Since the natural logarithm is monotone increasing, equivalently one can consider

θ̂ML := arg max
θ

log(`(z(1), . . . , z(M); θ)) = arg max
θ

∑
m

log(fZ(z(m); θ)) .
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• ML estimation of the number of nodes (introduced in [5]). Consider a r.v. Z defined
by

Z = max
i=1,...,n

Xi Xi i.i.d. U ,

i.e., Z is the maximum of n independent random variables X1, . . .Xn each uniform in
the interval [0, 1]. The pdf of Z is the following:

fZ(z;n) = nzn−1 .

We want to infer the parameter n by maximum likelihood, from M samples of Z: the
likelihood function is

`(z(1), . . . , z(M);n) =

M∏
m=1

fZ(z(m);n) = nM
M∏
m=1

(z(m))n−1 ,

so that

n̂ML = arg max
n

log(`(z(1), . . . , z(M);n)) = arg max
n

[M log(n) + (n− 1)

M∑
m=1

log(z(m))] .

If you allow your estimate n̂ML to be any real number, the maximization problem can
be solved by simple calculus techniques (taking derivative), obtaining the following
explicit expression

n̂ML =
M

−
∑M
m=1 log(z(m))

.

If you take the maximization only over natural numbers (since n is known to be natural
in the definition of Z), then you get

n̂ML =

⌊
M

−
∑M
m=1 log(z(m))

⌋

where b·c is the floor function, which rounds to the nearest integer from below.

The quality of the ML estimate n̂ML = M
−

∑M
m=1 log(z(m))

is described in [5], Eq. s(9)–(10):

– En̂ML = M
M−1n; notice that if M → ∞ (large number of samples) this estimator

becomes asymptotically unbiased (En̂ML → n);

– E[(n̂ML − n)2] = n2 M+2
(M−1)(M−2) .

• How can we use this estimate of n from Z = maxi=1,...,nXi for distributed node-
counting? Let n be the number of nodes. Each node i, locally, generates M i.i.d

samples x
(1)
i , . . . , x

(M)
i uniform in the interval [0, 1]. For m = 1, . . . ,M define z(m) =

maxi=1,...,n x
(m)
i . This makes z(1), . . . , z(M) be independent realizations of Z, from

which n can be inferred with the above-described ML technique. The maxima z(1), . . . , z(M)

can be obtained by running in parallel M distributed algorithms for maximization, e.g.,
by using the broadcast-gossip maximizing rule.

Algorithm to be implemented:

• At each node i, initialize M variables (choose M = 14) x
(1)
i (0) = x

(1)
i , . . . , x

(M)
i (0) =

x
(M)
i with x

(1)
i , . . . , x

(M)
i i.i.d. random variables, uniform in the interval (0, 1)
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• Run, in parallel, M iterations of the broadcast gossip maximization algorithm

• At the end (when supposedly each node hasM values x
(1)
i (kend) = z(1), . . . , x

(M)
i (kend) =

z(M), the above-defined maxima), let each node compute the estimate n̂ML =
⌊

M
−

∑M
m=1 log z(m)

⌋
.

Suggestion: use 30 nodes and 1000 iterations.

Results analysis:

• Plot the trajectories xi(k), for all nodes i. Do they converge to the desired maxima?

• Check connectivity of the graph and explain the convergence or lack thereof; adjust the
number of iterations if needed.

• Look at the estimates n̂ML and compare them with the true n (if the graph is not
connected, do so separately per each component).

• With the same file of results for the maximization, try computing n̂ML using a smaller

M (disregard the x
(m)
i ’s for some values ofm), and comment on how the quality depends

on M

• Time permitting, repeat the experiment more times, and study statistical properties of
n̂ML: find sample average and variance, and compare with theoretical ones.

• Time permitting, play around with a few different experiments with smaller or larger
numbers of nodes.
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