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Gradient descent variants

Batch Gradient Descent(BGD)
Stochastic Gradient Descent(SGD)

Mini-Batch Gradient Descent(MBGD)
* Which is called SGD in Deep learning

About batch size:

» Batchsize=1 (SGD)
» Maybe reach best testing accuracy
» Sometimes can’t converge
» Training speed: slow

 Batch size = oo (BGD)
» Can get best training accuracy, bad testing accuracy
 Training speed: fast

 Batch size = a reasonable number ?
 can get good performance
» Training speed: depend on batch size
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About batch size (LeNet on CIFAR-10)

Name
lenet_a_1
lenet_b_10
lenet_c_32
lenet_d_64

lenet_e_128

lenet_f_256

lenet_g_512
O lenet_h_1024

Smoothed Value

0.09986
0.09972
0.7127
0.7436
0.7588
0.7519
0.7467
0.6945

0.09986
0.09930
0.7136
0.7449
0.7593
0.7533
0.7470
0.6944

Time

Fri Mar 9, 02:54:31
Fri Mar 9, 12:48:45
Fri Mar 9, 08:01:40
Fri Mar 9, 09:55:10
Fri Mar 9, 06:02:26
Fri Mar 9, 06:58:13
Fri Mar 9, 08:56:40
Fri Mar 9, 03:50:06

Relative
11m 8s
3m 48s
Th3m 11s
58m 13s
55m 40s
55m 32s
o4m 46s
53m 32s




About batch size (LeNet on MNIST)

Batch_Size 5000 2000 1000 500 256 100 50 20 10 5 2 1
Total Epoches 200 200 200 200 200 200 200 200 200 200 200 200
Total Iterations 1999 4999 9999 19999 38999 99999 199999 | 499999 999999 | 1999999
Time of 200 Epoches 1 1.068 116 138 175  3.016 | 5.027 8.513 13.773 24.055
Achieve 0.99 Accuracy at Epoch - - 135 78 41 45 24 9 9 -
Time of Achieve 0.99 Accuracy B - 212 1.48 | 1.874 1.7 1.082 1.729 -
———— cannot converge
Best Validation Score 0.015 0.011 0.01 0.01 0.01 0.009 0.0098 0.0084 0.01 0.032
Best Score Achieved at Epoch 182 170 198 100 93 111 38 49 51 17
Best Test Score 0.014 001 0.01 001 0.01 0.008 0.0083 0.0088 0.008 0.0262
Final Test Error (200 epoches) 0.0134 0.01 0.01 0.01 0.01 0.009 0.0082 0.0088 0.008 0.0662




Gradient Descent Optimization Algorithms

« SGD
« SGD with Momentum(SGDM, default use in many projects)
« SGD with Nesterov Accelerated Gradient (NAG)

« Adaptive optimization algorithms:
« AdaGrad
« AdaDelta / RMSProp
« Adam
« Nadam
. etc.




Gradient Descent Optimization Algorithms
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SGD

« SGD
0=0-—a-GJ0))

0: weights
a:learnig rate [: momentum term
G(-): gradient J(-):loss function
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SGD(cont.)

* SGD
v=0-v+a-G(JO))
6 =0—v

« SGDM

v=pBv+a-G(J(O))
0=0—-v

0: weights
a:learnig rate [: momentum term
G(-): gradient J(-):loss function
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SGD(cont.)
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SGD(cont.)
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SGD(cont.)
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SGD(cont.)

« SGD
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SGD(cont.)
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SGD(cont.)
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Adaptive optimization

« Adagrad
e a

S =: * Gt
E\/Z;{ﬂ(gi,i) + €

0: weights

a: learnig rate

f: momentum term
G(-): gradient
J(+):loss function

gti = G(](Ht,i))



Adaptive optimization(cont.)

+ Adagrad 0: weights
a: learnig rate
<= a g f: momentum term
\/Zt (g2,)+e€ bt G (-): gradient
k=1\Ik,i J(+):loss function
6 =0—s Jei = G(](Ht,i))
* Adadelta
04
S = "G

\/E[gz]t,i + €
0=0-s



Adaptive optimization(cont.)

« Adam
« Adam use estimates of first and second moments of the gradients.
m = B1v+ (1 - B1)G'J(0)) §: weights
v=Bv+(1-B,)G*(J(0)) a: learnig rate
a f1 2: momentum term
S = N -m G (-): gradient

0=0—s J(+):loss function



SGD vs. Adam

Pros and Cons of Adam
SWATS: Adam+SGD
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Pros and Cons of Adam

« Advantages:
 Fast convergence
» Good Performance than other adaptive optimization algorithms
* Needn't to change learning rate by yourself

 Disadvantages:
* More memory usage

 Generalize worse (often significantly worse) than SGD, even when these
solutions have better training performance
« The Marginal Value of Adaptive Gradient Methods in Machine Learning



Pros and Cons of Adam

« Advantages:
* Fast convergence
» Good Performance than other adaptive optimization algorithms
* Needn't to change learning rate by yourself

 Disadvantages:

* More memory usage

« Generalize worse (often significantly worse) than SGD, even when these solutions
have better training performance
« The Marginal Value of Adaptive Gradient Methods in Machine Learning

 Another Problem:

« May not converge to the optimal solution
* ICLR2018: On the Convergence of Adam and Beyond
« Many proofs in appendix



VGG+BN+Dropout network for CIFAR-10

[— SGD — HB — AdaGrad — RMSProp — Adam —— Adam (Default)‘
20 . : : : 20
| 18}
o 15}
>~ o 16}
= X
E -
o O 14}
c’:lo' 0
o 4~
= o 12
- "l . __RMSProp: 9.60+0.19
i I 7\
. HB: 7.74+0.25
: . == | 8 SGD: 7.65+0.14 —— p——
0 50 100 150 200 250 0 50 100 150 200 250
Epoch Epoch
(a) CIFAR-10 (Train) (b) CIFAR-10 (Test)

Figure 1: Training (left) and top-1 test error (right) on CIFAR-10. The annotations indicate where the
best performance is attained for each method. The shading represents &+ one standard deviation computed

across five runs from random initial starting points. In all cases, adaptive methods are performing worse on
both train and test than non-adaptive methods.
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Learning Rate Clip

V1 -k o Mgy
1 — Biﬂ VVk—1 T €’

W = Wkp—1 — -1

: The function clip(x, a, b) clips the vector x element-wise such that
Chp(x” a, b) ' the output is constrained to be in [a, b].
W = Wg—1—

/1 — (% _
clip EQ sl
1 —B7 /Uk—1+€

y P Xsgdyq - asgd) mp—1.
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Testing Error
o
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Training the DenseNet architecture on the
CIFAR-10 data set with four optimizers

1. Adam’s testing error decrease faster than SGD
2. SGD converges to the expected testing error of
~ 5% while Adam stagnates in performance at
around = 7% error.

3. Adam(with clip)’s performance are better than
Adam(default)
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25.0

22.51

20.0+1

Testing Error
o
o

SGD —— Clip-(1, )
Adam — Clip-(0,1)
NI L e kR

i SYWRE ’ui‘;*-\(-;)'d

0 25 50 75 100 125 150 175 200

Epochs

Training the DenseNet architecture on the
CIFAR-10 data set with four optimizers

1. Adam’s testing error decrease faster than SGD
2. SGD converges to the expected testing error of
~ 5% while Adam stagnates in performance at
around = 7% error.

3. Adam(with clip)’s performance are better than
Adam(default)
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SWATS: Adam+SGD

* Why not combine Adam and SGD?
« Use Adam first
e Then switch to SGD

* Questions:
* When to switch Adam to SGD?
* What learning rate to choose for SGD after the switch?

 ANSwer:
e SWATS



SWATS: Adam+SGD

Algorithm 1 SWATS

Inputs: Objective function f, initial point wyg, learn-
ing rate o = 1072, accumulator coefficients (3. 3s) =
(0.9,0.999), e = 1077, phase=Adam.

1: Initialize k < 0, my < 0, ap < 0, A\ « 0

2: while stopping criterion not met do

3:

[ —

= a

18:
19:
20:
21:
22:
23:
24:

Tee RN

E=k+1
Compute stochastic gradient g; = ﬁf{u:;,._L}
if phase = SGD then
U = B1vg—1 + gk
wr = we—1 — (1 — B1)Avg
continue
end if
my = Bimg_1 + (1 — B1) g
ap = Baag_1 + (1 — B2)gi

\ 1“‘%‘ TIL )

Pk = —ORT5F Jaite
Wy = Wi + Pk
if p] g. # 0 then
. P Pk
Ak = BaAp—1 + (1 — B2)vk
if £ > 1 and |“+;r — 7| < € then

phase = SGD }
Vg = 0
A= M/(1-p35)
end if
else
Ak = Ak—1
end if

25: end while
return w;g




SWATS: Adam+SGD

« What learning rate to choose for SGD
after the switch?

Figure 3. Illustrating the learning rate for SGD () estimated by
our proposed projection given an iterate wy, a stochastic gradient
g and the Adam step py.

Algorithm 1 SWATS

Inputs: Objective function f, initial point wyg, learn-
ing rate o = 1072, accumulator coefficients (3. 3s) =
(0.9,0.999), e = 1077, phase=Adam.

1: Initialize k < 0, my < 0, ap < 0, A\ « 0

2: while stopping criterion not met do

20:
21:
22:
23:
24:

E=k+1
Compute stochastic gradient g; = f"!f[:ﬂ.‘ﬁ-_]_}
if phase = SGD then
U = B1vg—1 + gk
wr = we—1 — (1 — B1)Avg
continue
end if
my = Bimg_1 + (1 — B1) g
ap = Baag_1 + (1 — B2)gi

\ 1-3; TIL )

Pk = TOk T8 Japte
W = Wi + P
if pTq. # 0 then
=
P pE_.}.Jg_-
Tk = Ty,

Ak = PaAp—1 + (1 — B2)vk
if £ > 1 and |.:1%’}ra — 7| < € then
phase = SGD
e =10
A= M/(1-p35)
elrd-if
else
Ak = Ak—1
end if

25: end while
return w;g




SWATS: Adam+SGD

* \When to switch Adam to SGD?

Testing Error
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Algorithm 1 SWATS

Inputs: Objective function f, initial point wy, learn-
ing rate o = 1072, accumulator coefficients (3;,32) =
(0.9,0.999), e = 10~?, phase=Adam.

1: Initialize k < 0, my «+ 0, a; + 0, A < 0

2: while stopping criterion not met do

3:

[ —

= a

18:
19:
20:
21:
22:
23:
24:

Tee RN

E=k+1 )
Compute stochastic gradient g, = V f(wp_1)
if phase = SGD then

U = B1vg—1 + gk

wr = we—1 — (1 — B1)Avg

continue
end if
my = Bime_1 + (1 — B1)gs
ap = Baag_1 + (1 — B2)gi

Ny = —cy 1-43 e
Pk = =k TgF Jarte

Wy = Wi + Pk
if p] g. # 0 then

T
A=A g L (] — .'{'J’-'J.i":u,
ﬁk}lmﬂﬁﬁﬁ—ngemm
pITase = SGD
. =0
A= M/(1-p35)
end if
else
Ak = Ak—1
end if

25: end while
return wy
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Figure 4. Numerical experiments comparing SGD(M), Adam and SWATS with tuned learning rates on the ResNet-32, DenseNet, Pyra-
midNet and SENet architectures on CIFAR-10 and CIFAR-100 data sets.
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Cholce of optimizer



Choice of optimizer

 The two recommended updates to use are either
SGD+Nesterov Momentum or Adam

« Use Adam to check algorithm’s correctness.

» Use SGD to training
« Determine a good learning rate schedule
« Adam may have lowest training error/loss, but not val.

« Use Adam first, then switch to SGD.(such as SWATS)
 Consider when to switch and learning rate after switch



