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We introduce Dreamer

G Scalable reinforcement learning from pixels using a world model

a Learn actor and value in imagination for long-sighted behaviors

e Efficiently update actor by backprop through imagined sequences
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World Model with Latent States
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World Model with Latent States
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Behaviors Learned by Dreamer

Sparse Cartpole Acrobot Swingup  Hopper Hop Walker Run Quadruped Run
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Boxing Freeway Frostbite Collect Objects Watermaze




Large-Scale Evaluation for Control from Pixels

Model-free:

Model-based:

23 days of interaction

28 hours of interaction
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Large-Scale Evaluation for Control from Pixels

Model-free:

Model-based:
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Large-Scale Evaluation for Control from Pixels

Model-free:

Model-based:
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Large-Scale Evaluation for Control from Pixels

Model-free:

B Dreamer (823)
B PlaNet (332)

Model-based:

Bl A3C (243)
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Large-Scale Evaluation for Control from Pixels
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Google Al Blog

Introducing Dreamer: Scalable Reinforcement Learning Using World Models

tificial agents
large part due to the use of reinforcement earring (RL). Mode-free approaches to RL. which leam
play Atari
piti q
environment interaction,imiting their usefulness for real-vorld scenarios.
In contrast, he: a
potential Jlowing it
play , thus reducing
ary. Inthe past,
1d mod such as our
i
Tod Mind, we present Dreamer, an RL
from images and uses
By leaming to
thous just one GPU.
AL
Source code to the research community.
How Does Dreamer Work?
Dreamer consists typical for
del, I behaviors
Dreamer uses a value
netw

ted

unt the agent has achieved its goas:

World Model Learning Value and Environment
Learning Actor Netwarks Interaction

Leaming the World Model
o

andthe
ctions, and

o
interaction of o

as shown.

I ® & @

@ computestates oQ——0——0
7\ AN\ 2\

® ~w AAAAAA

A DEESEE

oda fom exerence. Usingpast mges(01-03) 0 es  sequence of

Compactodelstates(ree cie) fom wh<h GCORSILCH the mage o1 - and preicts e rewac (19

"
works,
images, as shown below for atask of the Deepind Control Suite and for  task of the DeepMind
Lab environment

Model True Model Troe

E]

P st o conpt i s sl g e e s S v

Efficient Behavior Learming

a simulator

id model

Dreamer overcomes

predictions of its world model,

approaches.
inthe fu
most. To

actor network to select improved actions:

. encode images
2, imegneancad

predict rewards

predict values

ofeathstte, and-

vars fom

R o

ing them through the

Dreamer. For Plaet
In contrast,
Dreamer side-steps this expensive search by decoupling planning and acting. Once ts actor

the

In addit

Performance on Control Tasks.
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Blog post, code, videos, paper:
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