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A Survey of Embodied Al: From Simulators
to Research Tasks

Jiafei Duan

Abstract—There has been an emerging paradigm shift from the
era of “internet AI” to “embodied AL where Al algorithms and
agents no longer learn from datasets of images, videos or text
curated primarily from the internet. Instead, they learn through
interactions with their environments from an egocentric perception
similar to humans. Consequently, there has been substantial growth
in the demand for embodied AI simulators to support various
embodied Al research tasks. This growing interest in embodied AL
is beneficial to the greater pursuit of Artificial General Intelligence
(AGI), but there has not been a contemporary and comprehensive
survey of this field. This paper aims to provide an encyclopedic
survey for the field of embodied Al, from its simulators to its
research. By evaluating nine current embodied Al simulators with
our proposed seven features, this paper aims to understand the
simulators in their provision for use in embodied Al research and
their limitations. Lastly, this paper surveys the three main research
tasks in embodied AI - visual exploration, visual navigation and
embodied question answering (QA), covering the state-of-the-art
approaches, evaluation metrics and datasets. Finally, with the new
insights revealed through surveying the field, the paper will provide
suggestions for simulator-for-task selections and recommendations
for the future directions of the field.

Index Terms—Embodied Al, computer vision, 3D simulators.

I. INTRODUCTION

ECENT advances in deep learning, reinforcement learn-
R ing, computer graphics and robotics have garnered grow-
ing interest in developing general-purpose Al systems. As a
result, there has been a shift from “internet AI” that focuses
on learning from datasets of images, videos and text curated
from the internet, towards “embodied AI” which enables arti-
ficial agents to learn through interactions with their surround-
ing environments. Embodied Al is the belief that true intelli-
gence can emerge from the interactions of an agent with its
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environment [1]. But for now, embodied Al is about incorpo-
rating traditional intelligence concepts from vision, language,
and reasoning into an artificial embodiment to help solve Al
problems in a virtual environment.

The growing interest in embodied Al has led to significant
progress in embodied Al simulators that aim to faithfully repli-
cate the physical world. These simulated worlds serve as virtual
testbeds to train and test embodied Al frameworks before de-
ploying them into the real world. These embodied Al simulators
also facilitate the collection of task-based dataset [2], [3] which
are tedious to collect in real-world as it requires an extensive
amount of manual labor to replicate the same setting as in the
virtual world. While there have been several survey papers in
the field of embodied Al [4]-[6], they are mostly outdated as
they were published before the modern deep learning era, which
started around 2009 [7]-[10]. To the best of our knowledge,
there is only one survey paper on the evaluating embodied
navigation [11].

To address the scarcity of contemporary comprehensive sur-
vey papers on this emerging field of embodied Al, we pro-
pose this survey paper on the field of embodied Al, from its
simulators to research tasks. This paper covers the follow-
ing nine embodied AI simulators that were developed over
the past four years: DeepMind Lab [12], AI2-THOR [13],
CHALET [14], VirtualHome [15], VRKitchen [16], Habitat-
Sim [17], iGibson [18], SAPIEN [19], and ThreeDWorld [20].
The chosen simulators are designed for general-purpose in-
telligence tasks, unlike game simulators [21] which are only
used for training reinforcement learning agents. These em-
bodied Al simulators provide realistic representations of the
real world in computer simulations, mainly taking the config-
urations of rooms or apartments that provide some forms of
constraint to the environment. The majority of these simulators
minimally comprise a physics engine, Python API, and arti-
ficial agent that can be controlled or manipulated within the
environment.

Embodied Al simulators have given rise to a series of potential
embodied Al research tasks, such as visual exploration, visual
navigation and embodied QA. We will focus on these three tasks
since most existing papers [11], [22], [23] in embodied Al either
focus on these tasks or make use of modules introduced for these
tasks to build models for more complex tasks like audio-visual
navigation. These three tasks are also connected in increasing
complexity. Visual exploration is a very useful component in
visual navigation [22], [24] and used for realistic situations [25],
[26], while embodied QA further involves complex QA
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TABLE I
SUMMARY OF EMBODIED Al SIMULATORS. ENVIRONMENT: GAME-BASED SCENE CONSTRUCTION (G) AND WORLD-BASED SCENE CONSTRUCTION (W). PHYSICS:
BASIC PHYSICS FEATURES (B) AND ADVANCED PHYSICS FEATURES (A). OBJECT TYPE: DATASET DRIVEN ENVIRONMENTS (D) AND OBJECT ASSETS DRIVEN
ENVIRONMENTS (O). OBJECT PROPERTY: INTERACT-ABLE OBJECTS (I) AND MULTI-STATE OBJECTS (M). CONTROLLER: DIRECT PYTHON API CONTROLLER (P),
VIRTUAL ROBOT CONTROLLER(R) AND VIRTUAL REALITY CONTROLLER (V). ACTION: NAVIGATION (N), ATOMIC ACTION (A) AND HUMAN-COMPUTER
INTERACTION (H). MULTI-AGENT: AVATAR-BASED (AT) AND USER-BASED (U). THE SEVEN FEATURES CAN BE FURTHER GROUPED UNDER THREE SECONDARY
EVALUATION FEATURES; REALISM, SCALABILITY AND INTERACTIVITY

Year Embodied Al | Environment Physics Object Type Object Controller Action Multi-agent

Simulator (Realism) (Realism) (Scalability) Property (Interactivity) (Interactivity) (Interactivity)
(Interactivity)

2016 DeepMind Lab G - - - P, R N -

2017 AI2-THOR G B [@) LM P, R A, N U

2018 CHALET G B [e) LM P A, N -

2018 VirtualHome G - [6) I, M R A, N -

2019 VRKitchen G B [0) LM PV A, N, H -

2019 Habitat-Sim w - D - - N -

2019 iGibson w B D 1 . R A, N U

2020 SAPIEN G B D I, M P, R A, N -

2020 ThreeDWorld G B, A [@) 1 PR,V A, N, H AT

capabilities that builds on top of vision-and-language navigation.
Since language is a common modality and visual QA is a popular
task in Al, embodied QA is a natural direction for embodied Al.
These three tasks discussed in this paper have been implemented
in at least one of the nine proposed embodied Al simulators.
However, Sim2Real [27]-[29] and robotics in the physical world
will not be covered in this paper.

These simulators are selected based on the embodied Al simu-
lators from the Embodied AI Challenge in the annual Embodied
Alworkshop [30] at Conference on Computer Vision and Pattern
Recognition (CVPR). The research tasks are then sourced from
direct citations of these simulators.

To this end, we will provide a contemporary and compre-
hensive survey of embodied Al simulators and research through
reviewing the development of the field from its simulator to
research. In Section I, this paper outlines the overview struc-
ture of this survey paper. In Section II, this paper benchmarks
nine embodied Al simulators to understand their provision for
realism, scalability, interactivity and hence use in embodied
Al research. Finally, based upon the simulators, in Section III,
this paper surveys three main research tasks in embodied Al
- visual exploration, visual navigation and embodied question
answering (QA), covering the state-of-the-art approaches, eval-
vation, and datasets. Lastly, this paper will establish intercon-
nections between the simulators, datasets and research tasks and
existing challenges in embodied Al simulators and research
in Section IV. This survey paper provides a comprehensive
look into the emerging field of embodied Al and further un-
veils new insights and challenges of the field. Furthermore,
through this paper, we seek to avail Al researchers in select-
ing the ideal embodied Al simulators for their research tasks
of interest.

II. SIMULATORS FOR EMBODIED Al

In this section, the backgrounds of the embodied Al simulators
will be presented in the supplementary material, and the features
of the embodied Al simulators will be compared and discussed
in Section II-A.

Environment

18]

Game-based scene (G)

World-based scene (W)

Fig. 1. Comparison between game-based scene (G) and world-based scene
(W). The game-based scene (G) focuses on environment that are constructed
from 3D object assets, while the world-based scene (W) are constructed based
off real-world scans of the environment.

A. Embodied Al Simulators

This section presents the backgrounds of the nine embodied
Al simulators: DeepMind Lab, AI2-THOR, SAPIEN, Virtu-
alHome, VRKitchen, ThreeDWorld, CHALET, iGibson, and
Habitat-Sim. Readers can refer to the supplementary material
for more details on the respective simulators. In this section,
the paper will comprehensively compare the nine embodied Al
simulators based on seven technical features. Referencing [13],
[20], [31], these seven technical features are selected as the
primary features to evaluate the embodied Al simulator as they
cover the essential aspects required to replicate the environment
accurately, interactions and state of the physical world, hence
providing suitable testbeds for testing intelligence with embodi-
ment. Referring to Table I, the seven features are: Environment,
Physics, Object Type, Object Property, Controller, Action, and
Multi-Agent.

1) Environment: There are two main methods of constructing
the embodied Al simulator environment: game-based scene con-
struction (G) and world-based scene construction (W). Referring
to Fig. 1, the game-based scenes are constructed from 3D as-
sets, while world-based scenes are constructed from real-world
scans of the objects and the environment. A 3D environment
constructed entirely out of 3D assets often has built-in physics
features and object classes that are well-segmented when com-
pared to a 3D mesh of an environment made from real-world
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Physics
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Basic physics (B) Advanced physics (A)

Fig. 2. Comparison between basics physics features such as rigid-body and
collision (B) and advanced physics features (A) which includes cloth, soft-body,
and fluid physics.

scanning. The clear object segmentation for the 3D assets makes
it easy to model them as articulated objects with movable joints,
such as the 3D models provided in PartNet [32]. In contrast, the
real-world scans of environments and objects provide higher
fidelity and more accurate representation of the real-world,
facilitating better transfer of agent performance from simulation
to the real world. As observed in Table I, most simulators other
than Habitat-Sim and iGibson have game-based scenes, since
significantly more resources are required for world-based scene
construction.

2) Physics: A simulator has to construct not only realistic
environments but also realistic interactions between agents and
objects or objects and objects that model real-world physics
properties. We study the simulators’ physics features, which
we broadly classify into basic physics features (B) and ad-
vanced physics features (A). Referring to Fig. 2, basic physics
features include collision, rigid-body dynamics, and gravity
modelling while advanced physics features include cloth, fluid,
and soft-body physics. As most embodied Al simulators con-
struct game-based scenes with in-built physics engines, they are
equipped with the basic physics features. On the other hand, for
simulators like ThreeDWorld, where the goal is to understand
how the complex physics environment can shape the decisions
of the artificial agent in the environment, they are equipped with
more advanced physics capabilities. For simulators that focus
on interactive navigation-based tasks, basic physics features are
generally sufficient.

3) Object Type: As shown in Fig. 3, there are two main sources
for objects that are used to create the simulators. The first type
is the dataset driven environment, where the objects are mainly
from existing object datasets such as the SUNCG [33] dataset,
the Matterport3D dataset [34] and the Gibson dataset [35]. The
second type is the asset driven environment, where the objects
are from the net such as the Unity 3D game asset store. A
difference between the two sources is the sustainability of the
object dataset. The dataset driven objects are more costly to
collect than the asset driven objects, as anyone can contribute
to the 3D object models online. However, it is harder to ensure

Object Type

Object assets driven environment

o T B e s @ O

SUNCG dataset Matterport3D dataset Replica dataset

Fig. 3. Comparison between dataset driven environment (D) which are con-
structed from 3D objects datasets and object assets driven environment (O) are
constructed based 3D objects obtain from the assets market.

Controller

Virtualrobot controler (R) Vietual reality controller (V)

Fig. 4. Comparison between direct Python API controller (P), robotics em-
bodiment (R) which refers to real-world robots with a virtual replica and lastly
the virtual reality controller (V).

the quality of the 3D object models in the asset driven objects
than in the dataset driven objects. Based on our review, the
game-based embodied Al simulators are more likely to obtain
their object datasets from asset stores, whereas the world-based
simulators tend to import their object datasets from existing 3D
object datasets.

4) Object Property: Some simulators only enable objects with
basic interactivity such as collision. Advanced simulators enable
objects with more fine-grained interactivity such as multiple-
state changes. For instance, when an apple is sliced, it will
undergo a state change into apple slices. Hence, we catego-
rize these different levels of object interaction into simulators
with interact-able objects (I) and multiple-state objects (M).
Referring to Table I, a few simulators, such as AI2-THOR and
VRKitchen, enable multiple state changes, providing a platform
for understanding how objects will react and change their states
when acted upon in the real world.

5) Controller: Referring to Fig. 4, there are different types
of controller interface between the user and simulator, from
direct Python API controller (P) and virtual robot controller(R)
to virtual reality controller (V). Robotics embodiment allows for
virtual interaction of existing real-world robots such as Universal
Robot 5 (URS5) and TurtleBot V2, and can be controlled directly
using a ROS interface. The virtual reality controller interfaces
provide more immersive human-computer interaction and fa-
cilitate deployment using their real-world counterparts. For in-
stance, simulators such as iGibson and AI2-THOR, which are
primarily designed for visual navigation, are also equipped with
virtual robot controllerfor ease of deployment in their real-world
counterparts such as iGibson’s Castro [36] and RoboTHOR [37]
respectively.
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6) Action: There are differences in the complexity of an arti-
ficial agent’s action capabilities in the embodied Al simulator,
ranging from being only able to perform primary navigation
manoeuvers to higher-level human-computer actions via virtual
reality interfaces. This paper classifies them into three tiers of
robotics manipulation: navigation (N), atomic action (A) and
human-computer interaction (H). Navigation is the lowest tier
and is a common feature in all embodied Al simulators [38].
It is defined by the agent’s capability of navigating around its
virtual environment. Atomic action provides the artificial agent
with a means of performing basic discrete manipulation to an
object of interest and is found in most embodied Al simulators.
Human-computer interaction is the result of the virtual reality
controller as it enables humans to control virtual agents to
learn and interact with the simulated world in real time [16].
Most of the larger-scale navigation-based simulators, such as
AI2-THOR, iGibson and Habitat-Sim, tend to have navigation,
atomic action and ROS [13], [17], [35] which enable them
to provide better control and manipulation of objects in the
environment while performing tasks such as Point Navigation
or Object Navigation. On the other hand, simulators such as
ThreeDWorld and VRKitchen [16], [20] fall under the human-
computer interaction category as they are constructed to provide
a highly realistic physics-based simulation and multiple state
changes. This is only possible with human-computer interaction
as human-level dexterity is needed when interacting with these
virtual objects.

7) Multi-Agent: Referring to Table I, only a few simulators,
such as AI2-THOR, iGibson and ThreeDWorld, are equipped
with multi-agent setup, as current research involving multi-agent
reinforcement learning is scarce. In general, the simulators need
to be rich in object content before there is any practical value of
constructing such multi-agent features used for both adversarial
and collaborative training [39], [40] of artificial agents. As a
result of this lack of multi-agent supported simulators, there have
been fewer research tasks that utilize the multi-agent feature in
these embodied Al simulators.

For multi-agent reinforcement learning based training, they
are still currently being done in OpenAI Gym environments [41].
There are two distinct multi-agent settings. The first is the avatar-
based (AT) multi-agents in ThreeDWorld [20] that allows for
interaction between artificial agents and simulation avatars. The
second is the user-based (U) multi-agents in AI2-THOR [13]
which can take on the role of a dual learning network and learn
from interacting with other artificial agents in the simulation to
achieve a common task [42].

B. Comparison of Embodied Al Simulators

Constructed on the seven features and a study from the Allen
Institute of Artificial Intelligence [31] on embodied Al, we
propose a secondary set of evaluation features for the simu-
lators. It comprises of three key features: realism, scalability
and interactivity as shown in Table 1. The realism of the 3D
environments can be attributed to the environment and physics
of the simulators. The environment models the real world’s
physical appearance while the physics models the complex

Increasing
Complexity <

Visual Navigation

Fig. 5. A pyramid hierarchical structure of the various embodied Al research
tasks with increasing complexity of tasks.

physical properties within the real world. Scalability of the 3D
environments can be attributed to the object type. The expansion
can be done via collecting more 3D scans of the real world for
the dataset driven objects or purchasing more 3D assets for the
asset driven objects. Interactivity is attributed to object property,
controller, action and multi-agent.

Based on the secondary evaluation features of embodied Al
simulators, the seven primary features from the Table I and the
Fig. 6, simulators which possess all of the above three secondary
features (e.g. AI2-THOR, iGibson and Habitat-Sim) are more
well-received and widely used for a diverse range of embodied
Al research tasks. Furthermore, a comprehensive quantitative
comparison is made for all the embodied AI simulators to
compare the environment configuration and the technical per-
formance of each simulator. The environment configuration
feature is very much dependent on the applications suggested by
the creators of the simulators, while other features like technical
specification and rendering performance are largely due to
the simulation engine used for its creation. AI2-THOR has
the largest environment configurations compared to the other
simulators, while Habitat-Sim and iGibson are the top two per-
formers in graphic rendering performance. This benchmark of
quantitative performance shown in Table II further demonstrates
the superiority and complexity of these three embodied Al
simulators. These comparisons of the embodied Al simulators
further have reinforced the importance of the seven primary
evaluation metrics and the three secondary evaluations that the
paper has established to help select the ideal simulator for the
research task.

III. RESEARCH IN EMBODIED Al

In this section, we discuss the various embodied Al research
tasks that depend on the nine embodied Al simulators surveyed
in the previous section. There are multiple motivations for the
recent increase in embodied Al research. From a cognitive
science and psychology perspective, the embodiment hypoth-
esis [1] suggests that intelligence arises from interactions with
an environment and as a result of sensorimotor activity [66].
Intuitively, humans do not learn solely through the “internet
AI” paradigm where most experiences are randomized and
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Connections between Embodied Al simulators to research. (Top) Nine up-to-date embodied Al simulators. (Middle) The various embodied Al research

tasks as a result of the nine embodied Al simulators. The red colored research tasks are grouped under the visual navigation category while the rest of the yellow
colored tasks are the other research categories. (Bottom) The evaluation dataset used in the evaluation of the research tasks in one of the nine embodied Al
simulators.

TABLE 11
COMPARISON OF EMBODIED AT SIMULATORS IN TERMS OF ENVIRONMENT CONFIGURATION, SIMULATION ENGINE, TECHNICAL SPECIFICATION, AND
RENDERING PERFORMANCE

[ Embodied AT Simulator ]

Environment Configuration

Simulation Engine

Technical Specification

Rendering Performance

DeepMind Lab Customized environment Quake IT Arena Engine 6-core Intel Xeon CPU and an NVIDIA Quadro K600 GPU 158 fps/thread
AI2-THOR 120 rooms, 4 categories Unity 3D Engine Intel(R) Xeon(R) CPU E5-2620 v4 and NVIDIA Titan X 240 fps/thread
CHALET 58 rooms, 10 houses Unity 3D Engine - -

VirtualHome 6 apartments with multiple jointed rooms | Unity 3D Engine - Customized frame rate
VRKitchen 16 kitchens Unreal Engine 4 Intel(R) Core(TM) i7-7700K processor and NVIDIA Titan X | 15 fps/thread
Habitat-Sim Mutiple datasets - Xeon E5-2690 v4 CPU and Nvidia Titan Xp GPU 10,000 fps/thread
iGibson Gibson V1 - Modern GPU 1000 fps/thread
SAPIEN Customized environment PhysX Physical engine and ROS | Intel i7-8750 CPU and an Nvidia GeForce RTX 2070 GPU 700 fps/thread
ThreeDWorld Customized environment Unity 3D Engine Intel i7-7700K GPU: NVIDIA GeForce GTX 1080 168 fps/thread

passive (i.e. externally curated). Humans also learn through
active perception, movement, interaction and communication.
From an Al perspective, current research tasks in embodied Al
allows for greater generalization to unseen environments [44]
for robotic functions like mapping and navigation and greater
robustness to sensor noise as compared to classical methods due
to the learning involved. Embodied Al also enables flexibility
and possibly greater performance since various modalities like
depth, language [59] and audio [67] can be easily integrated
through learning-based approaches.

The three main types of embodied Al research tasks are visual
exploration, visual navigation and embodied QA. We will focus
on these three tasks since most existing papers in embodied Al
either focus on these tasks or make use of modules introduced
for these tasks to build models for more complex tasks like
audio-visual navigation. The tasks increase in complexity as
it advances from exploration to QA. We will start with the
visual exploration before moving to visual navigation and finally
embodied QA. Each of these tasks makes up the foundation for
the next task(s), forming a pyramid structure of embodied Al
research tasks as shown in Fig. 5, further suggesting a natural
direction for embodied AI. We will highlight important aspects
for each task, starting with the summary, the methodologies,
evaluation metrics, to the datasets. These task details are found
in Table III.

A. Visual Exploration

In visual exploration [24], [68], an agent gathers information
about a 3D environment, typically through motion and per-
ception, to update its internal model of the environment [11],

[22], which might be useful for downstream tasks like visual
navigation [24], [25], [69]. The aim is to do this as efficiently
as possible (e.g. with as few steps as possible). The internal
model can be in forms like a topological graph map [26],
semantic map [46], occupancy map [45] or spatial memory [70],
[71]. These map-based architectures can capture geometry and
semantics, allowing for more efficient policy learning and plan-
ning [45] as compared to reactive and recurrent neural network
policies [72]. Visual exploration is usually either done before
or concurrently with navigation tasks. In the first case, visual
exploration builds the internal memory as priors that are useful
for path-planning in downstream navigation tasks. The agent is
free to explore the environment within a certain budget (e.g.
limited number of steps) before the start of navigation [11].
In the latter case, the agent builds the map as it navigates an
unseen test environment [48], [73], [74], which makes it more
tightly integrated with the downstream task. In this section, we
build upon existing visual exploration survey papers [22], [24]
to include more recent works and directions.

In classical robotics, exploration is done through passive or
active simultaneous localisation and mapping (SLAM) [24], [45]
to build a map of the environment. This map is then used with
localization and path-planning for navigation tasks. SLAM is
very well-studied [75], but the purely geometric approach has
room for improvements. Since they rely on sensors, they are
susceptible to measurement noise [24] and would need extensive
fine-tuning. On the other hand, learning-based approaches that
typically use RGB and/or depth sensors are more robust to
noise [24], [44]. Furthermore, learning-based approaches in vi-
sual exploration allow an artificial agent to incorporate semantic
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TABLE III
SUMMARY OF EMBODIED Al RESEARCH TASKS. EVALUATION METRIC: AMOUNT OF TARGETS VISITED (ATV), DOWNSTREAM TASKS (D), SUCCESS WEIGHTED BY
PATH LENGTH (SPL), SUCCESS RATE (SR), PATH LENGTH RATIO (PLR), ORACLE SUCCESS RATE (OSR), TRAJECTORY/EPISODE LENGTH (TL / EL), DISTANCE TO
SUCCESS / NAVIGATION ERROR (DTS / NE / d1), GOAL PROGRESS (GP / d A ), ORACLE PATH SUCCESS RATE (OPSR), SMALLEST DISTANCE TO TARGET AT ANY
POINT IN AN EPISODE (dy, i ), PERCENTAGE OF EPISODES AGENT ENDS NAVIGATION FOR ANSWERING BEFORE MAX EPISODE LENGTH (% Stop), PERCENTAGE OF
QUESTIONS AGENT TERMINATES IN THE ROOM CONTAINING THE TARGET OBJECT (%77 ), PERCENTAGE OF QUESTIONS WHERE THE AGENT ENTERS THE ROOM
CONTAINING THE TARGET OJECT AT LEAST ONCE (%), INTERSECTION OVER UNION FOR TARGET OBJECT (I0U), HIT ACCURACY BASED ON IoU (h7), MEAN
RANK OF THE GROUND-TRUTH ANSWER IN QA PREDICTIONS (MR) AND QA ACCURACY (ACC)

[ Task [ Method / Category [ Publication [ Year | Simulator | Dataset [ Evaluation Metric
Visual Exploration Curiosity Chaplot et al. [43] 2020 | Habitat-Sim Matterport3D, Gibson V1 ATV
Coverage Chaplot et al. [44] 2020 | Habitat-Sim Matterport3D, Gibson VI ATV, D
Reconstruction Ramakrishnan et al. [45] 2020 | Habitat-Sim Matterport3D, Gibson VI ATV, D
Ramakrishnan et al. [22] 2020 | Habitat-Sim Matterport3D ATV, D
Narasimhan et al. [46] 2020 | Habitat-Sim Matterport3D ATV, D
Visual Navigation Point Navigation Wijmans et al. [47] 2019 | Habitat-Sim Matterport3D, Gibson V1 SPL, SR
Georgakis et al. [48] 2019 | Habitat-Sim Matterport3D SR, PLR
Ye et al. [49] 2020 | Habitat-Sim Gibson VI SPL, SR
Chaplot et al. [44] 2020 | Habitat-Sim Matterport3D, Gibson VI SPL, SR
Ramakrishnan et al. [45] | 2020 | Habitat-Sim Matterport3D, Gibson VI SPL, SR
Ramakrishnan et al. [22] | 2020 | Habitat-Sim Matterport3D SPL
Narasimhan et al. [46] 2020 | Habitat-Sim Matterport3D SPL, SR
Claudia, et al. [50] 2020 1Gibson Gibson VI SR
Object Navigation Wortsman et al. [51] 2019 | AI2-THOR - SPL, SR
Campari et al. [52] 2020 | Habitat-Sim Matterport3D SPL, SR, DTS
Du et al. [53] 2020 | AI2-THOR E SPL, SR
Chaplot et al. [54] 2020 | Habitat-Sim Matterport3D, Gibson V1 SPL, SR, DTS
Shen et al. [55] 2020 iGibson Gibson V1 SR
Wahid et al. [56] 2020 - Gibson V1 SPL, SR
Navigation with Priors Yang et al. [57] 2020 | AI2-THOR - SPL, SR
Vision-and-Language Navigation Anderson et al. [58] 2018 - Room-to-Room SR, OSR, TL, NE
Zhu et al. [59 2020 Room-to-Room SPL, SR, OSR, TL, NE
Zhu et al. [60 2020 Cooperative Vision-and-Dialog Navigation SR, OSR, GP, OPSR
Embodied Question Answering Question Answering Das et al. [61 2018 EQA dr, da, dmin, %rr, %re, Y%stop, MR
Das et al. [62 2018 EQA dr, da, Acc
Multi-target Question Answering Yu et al. [63] 2019 - MT-EQA dr, da, %rr, %stop, 10U, hy, Acc
Interactive Question Answering Gordon et al. [64] 2018 AI2-THOR IQUAD V1 EL, Acc
Tan et al. [65] 2020 [ AI2-THOR TIQUAD VI EL, Acc

understanding (e.g. object types in the environment) [45] and
generalize its knowledge of previously seen environments to
help with understanding novel environments in an unsupervised
manner. This reduces reliance on humans and thus improves
efficiency.

Learning to create useful internal models of the environment
in the form of maps can improve the agent’s performance [45],
whether it is done before (i.e. unspecified downstream tasks)
or concurrently with downstream tasks. Intelligent exploration
would also be especially useful in cases where the agent has
to explore novel environments that dynamically unfold over
time [76], such as rescue robots and deep-sea exploration robots.

1) Approaches: In this section, the non-baseline approaches
in visual exploration are typically formalized as partially ob-
served Markov decision processes (POMDPs) [77]. A POMDP
can be represented by a 7-tuple (S, A, T, R,Q, O, ) with state
space S, action space A, transition distribution 7', reward func-
tion R, observation space {2, observation distribution O and dis-
count factor y € [0, 1]. In general, these approaches are viewed
as a particular reward function in the POMDP [22].

a) Baselines: Visual exploration has a few common base-
lines [22]. For random-actions [17], the agent samples from
a uniform distribution over all actions. For forward-action, it
always chooses the forward action. For forward-action+, the
agent chooses the forward action, but turns left if it collides.
For frontier-exploration, it visits the edges between free and
unexplored spaces iteratively using a map [24], [78].

b) Curiosity: In the curiosity approach, the agent seeks states
that are difficult to predict. The prediction error is used as the
reward signal for reinforcement learning [79], [80]. This focuses
on intrinsic rewards and motivation rather than external rewards
from the environment, which is beneficial in cases where exter-
nal rewards are sparse [81]. There is usually a forward-dynamics

model that minimises the loss: L(8;1, s;+1). In this case, §;.41
is the predicted next state if the agent takes action a; when
it is in state s;, while s;11 is the actual next state that the
agent will end up in. Practical considerations for curiosity have
been listed in recent work [79], such as using Proximal Policy
Optimization (PPO) for policy optimisation. Curiosity has been
used to generate more advanced maps like semantic maps in
recent work [43]. Stochasticity poses a serious challenge in
the curiosity approach, since the forward-dynamics model can
exploit stochasticity [79] for high prediction errors (i.e. high
rewards). This can arise due to factors like the “noisy-TV”
problem or noise in the execution of the agent’s actions [§1]. One
proposed solution is the use of an inverse-dynamics model [68]
that estimates the action a;_; taken by the agent to move from
its previous state s;_1 to its current state s;, which helps the
agent understand what its actions can control in the environment.
While this method attempts to address stochasticity due to the
environment, it may be insufficient in addressing stochasticity
that results from the agent’s actions. One example is the agent’s
use of a remote controller to randomly change TV channels,
allowing it to accumulate rewards without progress. To address
this more challenging issue specifically, there have been a few
methods proposed recently. Random Distillation Network [82]
is one method that predicts the output of a randomly initialized
neural network, as the answer is a deterministic function of its
inputs. Another method is Exploration by Disagreement [81],
where the agent is incentivised to explore the action space
which has the maximum disagreement or variance between the
predictions of an ensemble of forward-dynamics models. The
models converges to mean, which reduces the variance of the
ensemble and prevents it from getting stuck in stochasticity traps.

c) Coverage: In the coverage approach, the agent tries to
maximise the amount of targets it directly observes. Typically,

Authorized licensed use limited to: Georgia Institute of Technology. Downloaded on July 29,2023 at 06:26:44 UTC from IEEE Xplore. Restrictions apply.



236 IEEE TRANSACTIONS ON EMERGING TOPICS IN COMPUTATIONAL INTELLIGENCE, VOL. 6, NO. 2, APRIL 2022

this would be the area seen in an environment [22], [24], [44].
Since the agent uses egocentric observations, it has to navigate
based on possibly obstructive 3D structures. One recent method
combines classic and learning-based methods [44]. It uses an-
alytical path planners with a learned SLAM module that main-
tains a spatial map, to avoid the high sample complexities in-
volved in training end-to-end policies. This method also includes
noise models to improve physical realism for generalisability to
real-world robotics. Another recent work is a scene memory
transformer which uses the self-attention mechanism adapted
from the Transformer model [83] over the scene memory in its
policy network [72]. The scene memory embeds and stores all
encountered observations, allowing for greater flexibility and
scalability as compared to a map-like memory that requires
inductive biases.

d) Reconstruction: In the reconstruction approach, the agent
tries to recreate other views from an observed view. Past work
focuses on pixel-wise reconstructions of 360 ° panoramas and
CAD models [84], [85], which are usually curated datasets
of human-taken photos [45]. Recent work has adapted this
approach for embodied Al, which is more complex because
the model has to perform scene reconstruction from the agent’s
egocentric observations and the control of its own sensors (i.e.
active perception). In a recent work, the agent uses its egocentric
RGB-D observations to reconstruct the occupancy state beyond
visible regions and aggregate its predictions over time to form
an accurate occupancy map [45]. The occupancy anticipation is
a pixel-wise classification task where each cell in a local area
of V x V cells in front of the camera is assigned probabilities
of it being explored and occupied. As compared to the coverage
approach, anticipating the occupancy state allows the agent to
deal with regions that are not directly observable. Another recent
work focuses on semantic reconstruction rather than pixel-wise
reconstruction [22]. The agent is designed to predict whether
semantic concepts like “door” are present at sampled query
locations. Using a K-means approach, the true reconstruction
concepts for a query location are the J nearest cluster centroids
to its feature representation. The agent is rewarded if it obtains
views that help it predict the true reconstruction concepts for
sampled query views.

2) Evaluation Metrics: Amount of targets visited. Different
types of targets are considered, such as area [44], [86] and
interesting objects [72], [87]. The area visited metric has a
few variants, such as the absolute coverage area in m?2 and the
percentage of the area explored in the scene.

a) Impact on downstream tasks: Visual exploration perfor-
mance can also be measured by its impact on downstream tasks
like visual navigation. This evaluation metric category is more
commonly seen in recent works. Examples of downstream tasks
that make use of visual exploration outputs (i.e. maps) include
Image Navigation [26], [73], Point Navigation [11], [44] and
Object Navigation [53], [54], [56]. More details about these
navigation tasks can be found in Section III-B.

3) Datasets: For visual exploration, some popular datasets
include Matterport3D and Gibson V1. Matterport3D and Gibson
V1 are both photorealistic RGB datasets with useful information
for embodied Al like depth and semantic segmentations. The

Habitat-Sim simulator allows for the usage of these datasets
with extra functionalities like configurable agents and multiple
sensors. Gibson V1 has also been enhanced with features like in-
teractions and realistic robot control to form iGibson. However,
more recent 3D simulators like those mentioned in Section II
can all be used for visual exploration, since they all offer RGB
observations at the very least.

B. Visual Navigation

In visual navigation, an agent navigates a 3D environment
to a goal with or without external priors or natural language
instruction. Many types of goals have been used for this task,
such as points, objects, images [88], [89] and areas [11]. We
will focus on points and objects as goals for visual navigation
in this paper, as they are the most common and fundamental
goals. They can be further combined with specifications like
perceptual inputs and language to build towards more complex
visual navigation tasks, such as Navigation with Priors, Vision-
and-Language Navigation and even Embodied QA. Under point
navigation [49], the agent is tasked to navigate to a specific
point while in object navigation [38], [52], the agent is tasked
to navigate to an object of a specific class.

While classic navigation approaches [90] are usually com-
posed of hand-engineered sub-components like localization,
mapping [91], path planning [92], [93] and locomotion. Visual
navigation in embodied Al aims to learn these navigation sys-
tems from data, so as to reduce case-specific hand-engineering,
hence easing integration with downstream tasks having superior
performance with the data-driven learning methods, such as
question answering [23]. There are also hybrid approaches [44]
that aim to combine the best of both worlds. As previously men-
tioned in Section II, learning-based approaches are more robust
to sensor measurement noise as they use RGB and/or depth
sensors and are able to incorporate semantic understanding of an
environment. Furthermore, they enable an agent to generalize its
knowledge of previously seen environments to help understand
novel environments in an unsupervised manner, reducing human
effort.

Along with the increase in research in recent years, chal-
lenges have also been organised for visual navigation in the
fundamental point navigation and object navigation tasks to
benchmark and accelerate progress in embodied Al [38]. The
most notable challenges are the iGibson Sim2Real Challenge,
Habitat Challenge [36] and RoboTHOR Challenge. For each
challenge, we will describe the 2020 version of the challenges,
which is the latest as of this paper. In all three challenges, the
agent is limited to egocentric RGB-D observations. For the
iGibson Sim2Real Challenge 2020, the specific task is point
navigation. 73 high-quality Gibson 3D scenes are used for
training, while the Castro scene, the reconstruction of a real
world apartment, will be used for training, development and
testing. There are three scenarios: when the environment is free
of obstacles, contains obstacles that the agent can interact with,
and/or is populated with other moving agents. For the Habitat
Challenge 2020, there are both point navigation and object
navigation tasks. Gibson 3D scenes with Gibson dataset splits
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are used for the point navigation task, while 90 Matterport3D
scenes with the 61/11/18 training/validation/test house splits
specified by the original dataset [11], [34] are used for the object
navigation task. For the RoboTHOR Challenge 2020, there is
only the object navigation task. The training and evaluation are
split into three phases. In the first phase, the agent is trained on
60 simulated apartments and its performance is validated on 15
other simulated apartments. In the second phase, the agent will
be evaluated on four simulated apartments and their real-world
counterparts, to test its generalisation to the real world. In the last
phase, the agent will be evaluated on 10 real-world apartments.

In this section, we build upon existing visual navigation survey
papers [11], [23], [74] to include more recent works.

1) Categories: Point Navigation has been one of the founda-
tional and more popular tasks [44] in recent visual navigation
literature. In point navigation, an agent is tasked to navigate
to any position within a certain fixed distance from a specific
point [11]. Generally, the agent is initialized at the origin (0,0,0)
in an environment, and the fixed goal point is specified by 3D
coordinates (x,y, z) relative to the origin/initial location [11].
For the task to be completed successfully, the artificial agent
would need to possess a diverse range of skillsets such as visual
perception, episodic memory construction, reasoning/planning,
and navigation. The agent is usually equipped with a GPS and
compass that allows it to access to their location coordinates,
and implicitly their orientation relative to the goal position [17],
[49]. The target’s relative goal coordinates can either be static
(i.e. given only once, at the beginning of the episode) or dynamic
(i.e. given at every time-step) [17]. More recently, with imperfect
localization in indoor environments, Habitat Challenge 2020 has
moved on to the more challenging task [47] of RGBD-based
online localization without the GPS and compass.

There have been many learning-based approaches to point
navigation in recent literature. One of the earlier works [74] uses
an end-to-end approach to tackle point navigation in a realistic
autonomous navigation setting (i.e. unseen environment with
no ground-truth maps and no ground-truth agent’s poses) with
different sensory inputs. The base navigation algorithm is the
Direct Future Prediction (DFP) [94] where relevant inputs such
as color image, depth map and actions from the four most recent
observations are processed by appropriate neural networks (e.g.
convolutional networks for sensory inputs) and concatenated to
be passed into a two-stream fully connected action-expectation
network. The outputs are the future measurement predictions for
all actions and future time steps.

The authors also introduce the Belief DFP (BDFP), which is
intended to make the DFP’s black-box policy more interpretable
by introducing an intermediate map-like representation in future
measurement prediction. This is inspired by the attention mecha-
nism in neural networks, and successor representations [95], [96]
and features [97] in reinforcement learning. Experiments show
that the BDFP outperforms the DFP in most cases, classic nav-
igation approaches generally outperform learning-based ones
with RGB-D inputs. [98] provides a more modular approach.
For point navigation, SplitNet’s architecture consists of one
visual encoder and multiple decoders for different auxiliary
tasks (e.g. egomotion prediction) and the policy. These decoders

aim to learn meaningful representations. With the same PPO
algorithm [99] and behavioral cloning training, SplitNet can out-
perform comparable end-to-end methods in previously unseen
environments.

Another work presents a modular architecture for simultane-
ous mapping and target-driven navigation in indoors environ-
ments [48]. In this work, the authors build upon MapNet [71]
to include 2.5D memory with semantically-informed features
and train a LSTM for the navigation policy. They show that this
method outperforms a learned LSTM policy without amap [100]
in previously unseen environments.

With the introduction of the Habitat Challenge in 2019 and
its standardized evaluation, dataset and sensor setups, the more
recent approaches have been evaluated with the Habitat Chal-
lenge 2019. The first work comes from the team behind Habitat,
and uses the PPO algorithm, the actor-critic model structure and
a CNN for producing embeddings for visual inputs. A follow-up
work provides an “existence proof” that near-perfect results can
be achieved for the point navigation task for agents with a GPS, a
compass and huge learning steps (2.5 billion steps as compared
to Habitat’s first PPO work with 75 million steps) in unseen
environments in simulations [47]. Specifically, the best agent’s
performance is within 3-5% of the shortest path oracle. This
work uses a modified PPO with Generalized Advantage Estima-
tion [101] algorithm that is suited for distributed reinforcement
learning in resource-intensive simulated environments, namely
the Decentralized Distributed Proximal Policy Optimization
(DD-PPO). At every time-step, the agent receives an egocentric
observation (depth or RGB), gets embeddings with a CNN,
utilizes its GPS and compass to update the target position to
be relative to its current position, then finally outputs the next
action and an estimate of the value function. The experiments
show that the agents continue to improve for a long time, and
the results nearly match that of a shortest-path oracle.

The next work aims to improve on this resource-intensive
work by increasing sample and time efficiency with auxiliary
tasks [49]. Using the same DD-PPO baseline architecture from
the previous work, this work adds three auxiliary tasks: action-
conditional contrastive predictive coding (CPC|A) [102], inverse
dynamics [68] and temporal distance estimation. The authors ex-
periment with different ways of combining the representations.
At 40 million frames, the best performing agent achieves the
same performance as the previous work 5.5.X faster and even
has improved performance. The winner of the Habitat Challenge
2019 for both the RGB and the RGB-D tracks [44] provides a
hybrid solution that combines both classic and learning-based
approaches as end-to-end learning-based approaches are compu-
tationally expensive. This work incorporates learning in a mod-
ular fashion into a “classic navigation pipeline,” thus implicitly
incorporating the knowledge of obstacle avoidance and control
in low-level navigation. The architecture consists of a learned
Neural SLAM module, a global policy, a local policy and an
analytical path planner. The Neural SLAM module predicts a
map and agent pose estimate using observations and sensors.
The global policy always outputs the target coordinates as the
long-term goal, which is converted to a short-term goal using
the analytic path planner. Finally, a local policy is trained to
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navigate to this short-term goal. The modular design and use
of analytical planning help to reduce the search space during
training significantly.

Object Navigation is one of the most straightforward tasks,
yet one of the most challenging tasks in embodied Al. Object
navigation focuses on the fundamental idea of navigating to an
object specified by its label in an unexplored environment [38].
The agent will be initialized at a random position and will
be tasked to find an instance of an object category within
that environment. Object navigation is generally more complex
than point navigation, since it not only requires many of the
same skillsets such as visual perception and episodic memory
construction, but also semantic understanding. These are what
makes the object navigation task much more challenging, but
also rewarding to solve.

The task of object navigation can be demonstrated or learnt
through adapting, which helps to generalize navigation in an
environment without any direct supervision. This work [51]
achieves that through a meta-reinforcement learning approach,
as the agent learns a self-supervised interaction loss which
helps to encourage effective navigation. Unlike the conventional
navigation approaches for which the agents freeze the learning
model during inference, this work allows the agent learns to
adapt itself in a self-supervised manner and adjust or correct its
mistake afterwards. This approach prevents an agent from mak-
ing too many mistakes before realizing and make the necessary
correction. Another method is to learn the object relationship be-
tween objects before executing the planning of navigation. This
work [53] implements an object relation graph (ORG) which
is not from external prior knowledge but rather a knowledge
graph that is built during the visual exploration phase. The graph
consists of object relationships such as category closeness and
spatial correlations.

Navigation with Priors focuses on the idea of injecting se-
mantic knowledge or priors in the form of multimodal inputs
such as knowledge graph or audio input or to aid in the training
of navigation tasks for embodied Al agents in both seen and
unseen environments. Past work [57] that use human priors
of knowledge integrated into a deep reinforcement learning
framework has shown that artificial agent can tap onto human-
like semantic/functional priors to aid the agent in learning to
navigate and find unseen objects in the unseen environment.
Such example taps onto the understanding that the items of
interest, such as finding an apple in the kitchen, humans will
tend to look at logical locations to begin our search. These
knowledge are encoded in a graph network and trained upon
in a deep reinforcement learning framework.

There are other examples of using human priors such as
human’s ability to perceive and capture correspondences be-
tween an audio signal modal and the physical location of objects
hence to perform navigation to the source of the signal. In this
work [103], artificial agents pick multiple sensory observations
such as vision and sound signal of the target objects and figure
out the shortest trajectory to navigation from its starting location
to the source of the sounds. This work achieves it through
having a visual perception mapper, sound perception module
and dynamic path planners.

Vision-and-Language Navigation (VLN) is a task where
agents learn to navigate the environment by following natural
language instructions. The challenging aspect of this task is
to perceive both the visual scene and language sequentially.
VLN remains a challenging task as it requires agents to make
predictions of future actions based on past actions and in-
structions [11]. Furthermore, agents might not be able to align
their trajectories seamlessly with natural language instructions.
Although vision-and-language navigation and visual question
answering (VQA) might seem similar, there are major differ-
ences in both tasks. Both tasks can be formulated as visually
grounded, sequence-to-sequence transcoding problems. How-
ever, VLN sequences are much longer and require vision data to
be constantly fed as input and the ability to manipulate camera
viewpoints, as compared to VQA where a single input question
is fed in and an answer is generated. We are now able to give
a natural language instruction to a robot and expect them to
perform the task [2], [3], [58]. These are achieved with the
advancement of recurrent neural network methods [58] for joint
interpretation of both visual and natural language inputs and
datasets that are designed for simplifying processes of task-
based instruction in navigation and performing of tasks in the
3D environment.

One approach for VLN is the Auxiliary Reasoning Naviga-
tion framework [59]. It tackles four auxiliary reasoning tasks:
trajectory retelling, progress estimation, angle prediction and
cross-modal matching. The agent learns to reason about the
previous actions and predicts future information the tasks.

Vision-dialog navigation is the latest extension of VLN as
it aims to train an agent to develop the ability to engage in
a constant natural language conversation with humans to aid
in its navigation. The current work [60] in this area uses a
Cross-modal Memory Network (CMN) that remembers and
understands useful information related to past navigation actions
through separate language memory and visual memory modules,
and further uses it to make decisions for navigation.

2) Evaluation Metrics: Visual navigation uses (1) success
weighted by (normalized inverse) path length (SPL) and (2) suc-
cess rate as the main evaluation metrics [11]. Success weighted
by path length can be defined as: % Efil SIW S;
is a success indicator for episode ¢, p; is the agent’s path
length, I; is the shortest path length and N is the number of
episodes. It is noteworthy that there are some known issues
with success weighted by path length [38]. Success rate is
the fraction of the episodes in which the agent reaches the
goal within the time budget [74]. There are also other less
common evaluation metrics [11], [48], [52], [54], [74] in ad-
dition to the two mentioned, namely: (3) path length ratio,
which is the ratio between the predicted path and the short-
est path length and is calculated only for successful episodes;
(4) distance to success/navigation error, which measures the
distance between the agent’s final position and the success
threshold boundary around the nearest object or the goal location
respectively.

Besides the above four metrics, there are another two metrics
used to evaluate VLN agents. They are: (1) oracle success rate,
the rate for which the agent stops at the closest point to the goal
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along its trajectory; (2) trajectory length. In general, for VLN
tasks, the best metric is still SPL as it takes into account of the
path taken and not just the goal.

For vision-dialog navigation, in addition to success rate and
oracle success rate, there are another two metrics used: (1) goal
progress, the average agent progress towards the goal location;
(2) oracle path success rate, the success rate of agent stopping
at the closest point to goal along the shortest path.

3) Datasets: As in visual exploration, Matterport3D and
Gibson V1 are the most popular datasets. It is noteworthy that
the scenes in Gibson V1 are smaller and usually have shorter
episodes (lower GDSP from start position to goal position). The
AI2-THOR simulator/dataset is also used.

Unlike the rest of the visual navigation tasks, VLN requires
a different kind of dataset. Most of the VLN works use the
Room-to-Room (R2R) dataset with the Matterport3D Simula-
tor [104]. It consists of 21,567 navigation instructions with an
average length of 29 words. In vision-dialog navigation [59],
the Cooperative Vision-and-Dialog Navigation (CVDN) [105]
dataset is used. It comprises 2,050 human-to-human dialogs and
over 7,000 trajectories within the Matterport3D Simulator.

C. Embodied Question Answering

The task of embodied question answering (QA) in recent
embodied Al simulators has been a significant advancement in
the field of general-purpose intelligence systems. To perform
QA in a state of physical embodiment, an Al agent would
need to possess a wide range of Al capabilities such as visual
recognition, language understanding, question answering, com-
monsense reasoning, task planning, and goal-driven navigation.
Hence, embodied QA can be considered the most onerous and
complicated task in embodied Al research currently.

1) Categories: For embodied QA (EQA), a common frame-
work that divides the task into two sub-tasks: a navigation task
and a QA task. The navigation module is essential since the
agent needs to explore the environment to see the objects before
answering questions about them. For example, [61] proposed
the Planner-Controller Navigation Module (PACMAN), which
comprises a hierarchical structure for the navigation module,
with a planner that selects actions (directions) and a controller
that decides how far to move following each action. Once the
agent decide to stop, the QA module is executed by using the
sequence of frames along its path. The navigation module and
visual question answering module are first trained individually
and then jointly trained by REINFORCE [106]. [62] and [63]
further improved the PACMAN model with the Neural Modular
Control (NMC) where the higher-level master policy proposes
semantic sub-goals to be executed by sub-policies.

Multi-target embodied QA (MT-EQA) [63] is a more complex
embodied QA task, which studies questions that have multiple
targets in them, e.g. “Is the apple in the bedroom bigger than the
orange in the living room?,” such that the agent has to navigate
to the “bedroom” and the “living room” to localize the “apple”
and the “orange” and then perform comparisons to answer the
questions.

Interactive Question Answering (IQA) [64] is another work
tackling the task of embodied QA in the AI2-THOR envi-
ronment. IQA is an extension of EQA because it is essential
for the agent to interact with the objects to answer certain
questions successfully (e.g. the agent needs to open the re-
frigerator to answer the existence question “Is there an egg
in the fridge?”). [64] proposed using a Hierarchical Interactive
Memory Network (HIMN), which is a hierarchy of controllers
that help the system operate, learn and reason across multiple
time scales, while simultaneously reducing the complexity of
each sub-task. An Egocentric Spatial Gated Recurrent Unit
(GRU) acts as a memory unit for retaining spatial and semantic
information of the environment. The planner module will have
control over the other modules such as a navigator which runs
an A* search to find the shortest path to the goal, a scanner
which performs rotation for detecting new images, a manipulator
that is invoked to carry out actions to change the state of the
environment and lastly an answerer that will answer the question
posted to the Al agent. [65] studied IQA from a multi-agent
perspective, where several agents explore an interactive scene
jointly to answer a question. [65] proposed multi-layer structural
and semantic memories as scene memories to be shared by
multiple agents to first reconstruct the 3D scenes and then
perform QA.

2) Evaluation Metrics: Embodied QA and IQA involve two
sub-tasks: /) navigation, and 2) question answering, and these
two sub-tasks are evaluated based on different metrics.

Navigation performance is evaluated by: (1) distance to target
at navigation termination, i.e. navigation error (dr); (2) change
in distance to target from initial to final position, i.e. goal
progress (da); (3) smallest distance to target at any point in
the episode (d,in); (4) percentage of episodes agent terminates
navigation for answering before reaching the maximum episode
length (%stop); (5) percentage of questions where the agent
terminates in the room containing the target object (%rr);
(6) percentage of questions where the agent enters the room
containing the target object at least once (%r.); (7) Intersection
over Union for target object (IoU); (8) hit accuracy based on
IoU (h7); (9) episode length, i.e. trajectory length. Metrics (1),
(2) and (9) are also used as evaluation metrics for the visual
navigation task.

QA performance is evaluated by: (1) mean rank (MR) of the
ground-truth answer in predictions; (2) accuracy.

3) Datasets: The EQA [61] dataset is based on House3D,
a subset of the popular SUNCG [33] dataset with synthesized
rooms and layouts that is similar to the Replica dataset [107].
House3D converts SUNCG’s static environment into a virtual
environment, where the agent can navigate with physical con-
straints (e.g. it cannot pass through walls or objects). To test the
agent’s capabilities in language grounding, commonsense rea-
soning and navigation, [61] uses a series of functional programs
in CLEVR [108] to synthesize questions and answers regarding
objects and their properties (e.g. color, existence, location and
relative preposition). In total, there are 5,000 questions in 750
environments with reference to 45 unique objects in 7 unique
room types.
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For MT-EQA [63], the authors introduce the MT-EQA dataset,
which contains 6 types of compositional questions which com-
pare object attribute properties (color, size, distance) between
multiple targets (objects/rooms).

For IQA [64], the authors annotated a large scale dataset,
IQUAD V1, which consist of 75,000 multiple-choice questions.
Similar to the EQA dataset, IQUAD V1 has questions regarding
object existence, counting and spatial relationships.

IV. INSIGHTS AND CHALLENGES
A. Insights Into Embodied Al

The interconnections in Fig. 6 reflects the suitability of sim-
ulators to research tasks. Based on Fig. 6, both Habitat-Sim
and iGibson support research tasks in visual exploration and a
range of visual navigation tasks, indicating the importance of
high fidelity, which comes from world-based scene simulators.
However, because of their distinct unique features that make
them preferable for non-embodied Al standalone tasks such as in
deep reinforcement learning, some simulators do not presently
connect to any of the embodied research tasks. Nonetheless,
they still meet the criteria for being classified as embodied Al
simulators.

On the contrary, research tasks such as embodied question
answering and visual navigation with priors would require the
embodied Al simulators to have multiple-state object property,
due to the interactive nature of these tasks. Hence, AI2-THOR
is undoubtedly the simulator of choice. Lastly, VLN is the
only research task that currently does not utilize any of the
nine embodied Al simulators but instead uses Matterport3D
Simulator [104]. This is because previous works in VLN does
not require the feature of interactivity in its simulator; hence
Matterport3D simulator suffice. However, with the furtherance
of VLN tasks, we can expect the need for interactions in VLN
tasks, hence the need to use embodied Al simulators. Fur-
thermore, unlike traditional reinforcement learning simulation
environments [41], [109] focus on task specific training, while
embodied Al simulators provide a training environment for
training a wide range of different tasks akin to those undertaken
in the physical world.

Furthermore, based on the survey done on the embodied Al
research tasks in Section III, we propose a pyramid structure
in which each embodied AI research task contributes to the
next. Visual exploration, for example, aids in the development
of visual navigation, and visual navigation contributes to the
creation of embodied QA. This build-up approach also corre-
lates with the increasing complexity of the tasks. Based on the
foreseeable trends in embodied Al research, we hypothesize that
a next advancement in the pyramid of embodied Al research is
Task-based Interactive Question Answering (TIQA), which
aims to integrate tasks with answering specific questions. For
example, such questions can be “How long would it take for
an egg to boil? Is there an apple in the cabinet?”. These are
questions that cannot be answered through the conventional
approaches [61], [64]. They require the embodied agent to
perform specific tasks related to the questions to unlock new
insights that are momentous in answering those QA questions.

The TIQA agents that we hypothesize can perform an array
of general household tasks, which allows them to extrapolate
useful environmental information that is crucial in helping them
to derive the answer to the QA questions. TIQA may hold the key
to generalizing task-planning and developing general-purpose
Alin simulations which later can be deployed into the real world.

B. Challenges in Embodied Al Simulators

Current embodied Al simulators have reached a level in both
its functionality and fidelity, that sets them apart from those
conventional simulation used for reinforcement learning. Even
with this soaring variance of embodied Al simulators, there are
several existing challenges in embodied Al simulators in areas
ranging from their realism, scalability to interactivity.

1) Realism: It focuses on the fidelity and physics features of
the simulators. Simulators with both a high visual fidelity and
realistic physics are highly sought after by the robotics commu-
nities as they provide the ideal test-bed for various robotic tasks
such as navigation and interaction tasks [110], [111]. However,
there is a lack of embodied Al simulators that possess both of
world-based scene and advanced physics.

For fidelity, simulators that are world-based scene will un-
doubtedly outperformgame-based scene simulator in simulation
to real tasks [27], [112]. Despite this observation, only Habitat-
Sim [17], and iGibson [18] are world-based scene simulators.
This paucity of world-based scene simulators is the bottleneck
to simulation-to-real tasks for embodied Al agents, which fur-
ther hinders the transferability of embodied Al research into
real-world deployment. For physics, the furtherance of physics-
based predictive models [113]-[115] have accentuate on the
importance of embodied Al simulators with advanced physics

features as they serve to provide an ideal testbed for training

embodied Al agents to perform tasks with sophisticated physical
interactions [2], [3], [116]. Despite the need for an advanced
physics-based embodied Al simulator, there is currently only
one simulator, ThreeDWorld [20] that fits this criterion. Hence,
there is a severe lack of embodied Al simulators with advanced
physics features such as cloth, fluid and soft-body physics.
We believe that advances in 3D reconstruction techniques and
physics engines [117]-[119] will improve the realism of embod-
ied AL

2) Scalability: Unlike image-based datasets [7], [120] which
can be easily obtained from crowd-sourcing or the internet. The
methodologies and tools are scarce for collecting large-scale
world-based 3D scene datasets and 3D object assets [107], [121],
[122]. These 3D scene datasets are crucial for the construction
of a diverse of embodied Al simulators. Current approaches
to collect realistic 3D scene datasets requires scanning of the
physical room through photogrammetry [123] such as Matter-
port 3D scanner, Meshroom [124], or even mobile 3D scanning
applications. However, they are not commercially viable for
collecting large scale 3D objects and scene scans. This is largely
due to 3D scanners that are used for photogrammetry are costly
and non-accessible. As such, the bottleneck to scalability lies
in developing tools for large scale collection of high fidelity 3D
object or scene scans. Hopefully, with the further advancement
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of 3D learning-based approaches [125], [126] that aims to render
3D object meshes from a single or few images or even through
scene generation approach [127], we will be able to scale up the
collection process of large scale 3D datasets.

3) Interactivity: The ability to have fine-grained manipula-
tive interactions with functional objects in the embodied Al
simulators are crucial in replicating human-level interactions
with real-world objects [128]. Most game-based scene simu-
lators [13], [16], [19], [20] provides both fine-grained object
manipulation capabilities and symbolic interaction capabilities
(e.g. <Pulldown Object X on Y>> action) or simply a ‘point-
and-select’. However, due to the nature of game-based scene
simulators, many research tasks performed in this environment
will opt for its symbolic interaction capabilities as compared to
fine-grained object manipulation [3], except for a few that utilize
both [2], [129].

On the other end, the agents from world-based scene simula-
tors [17], [18] possess the ability for gross motor control instead
of the symbolic interaction capabilities. However, the object
property of the objects within these simulators being largely
interact-able on the surface which allows for gross motor control
but lacks the multi-state object classes which is number of state
changes that the object have. Hence, there is a need to strike a
balance in both the object functionality in its object property and
also the complexity of action that the embodied Al agent can
perform in the environment.

Undoubtedly, mainstream simulators such as Al2-
THOR [13], iGibson [18], and Habitat-Sim [17] do provide an
excellent environment for advancing the respective embodied
Al research. However, they do have their strengths and
limitations to be overcome. With developments in computer
graphics and computer vision, and the introduction of innovative
real-world datasets, real-to-sim domain adaptation is one of
the clear routes for improving embodied Al simulators. The
concept of real-to-sim revolves around capturing real-world
information such as tactile perception [130], human-level motor
control [131] and audio inputs [132] in addition to visual
sensory inputs and integrating them for the development of
more realistic embodied Al simulators that can effectively
bridge the physical and virtual worlds.

C. Challenges in Embodied Al Research

Embodied Al research tasks mark an increase in complexity
from “internet AI” to autonomous embodied learning agents in
3D simulated environments with multiple sensor modalities and
potentially long trajectories [22], [34]. This has led to memory
and internal representations of the agent becoming extremely
important [11], [22], [56]. Long trajectories and multiple input
types also signified the importance of robust memory architec-
ture which allows the agent to focus on the important parts of
its environment. In recent years, there has been many different
types of memory used, such as recurrent neural networks [47],
[49], [51], [56], [58], [61]-[63], attention-based memory ar-
chitectures, [52], [60], [72], anticipated occupancy maps [45],
occupancy maps [22] and semantic maps [43], [46], [48], [64],
[65], with some papers having overwhelming emphasis on the

novelty of their memory architectures [22], [45], [60], [72].
However, while recurrent neural networks are known to be lim-
ited in capturing long-term dependencies in embodied Al [56],
[72], it is currently still hard to agree which memory type(s)
are better [11] due to the lack of work focusing on memory
architectures.

Among embodied Al research tasks, there has also been an
increase in complexity, as seen in the progression from visual
exploration to VLN and embodied QA where new components
like language understanding and QA are added respectively.
Each new component leads to exponentially harder and longer
training of Al agents, especially since current approaches are
often fully learning-based. This phenomenon has led to two
promising advancements to reduce the search space and sample
complexity while improving robustness: hybrid approaches
combining classic and learning-based algorithms [44], [74] and
prior knowledge incorporation [23], [57]. Furthermore, abla-
tion studies are much harder to manage [31] for more complex
tasks as each new component in embodied Al makes it much
harder to test for its contribution to the agent’s performance,
since it is added onto an existing set of components, and embod-
ied Al simulators vary significantly in features and issues. This is
compounded by the fact that research tasks have also increased
in number rapidly. As a result, while some fundamental tasks
like visual exploration have received more attention and thus
have more approaches tackling them, the newer and more niche
tasks like MT-EQA are much less addressed. New tasks usually
introduce new considerations in important aspects like methods,
evaluation metrics [22], input types and model components,
shown in Table III, thus requiring even more evaluation than
simpler tasks like visual exploration.

Lastly, there is a lack of focus on multi-agent set-ups, which
contribute useful new tasks [65]. This lack of focus can be
attributed to the lack of simulators with multi-agent features
until recently. Multi-agent systems for collaboration and com-
munication are prevalent in the real world [133], [134] but
currently receive relatively little attention [31]. With an increase
in simulators with multi-agent features [13], [20], [55] recently,
it remains to be seen whether the multi-agent support (e.g.
support for multi-agent algorithms) is sufficient.

V. CONCLUSION

Recent advances in embodied Al simulators have been a
key driver of progress in embodied Al research. Aiming to
understand the trends and gaps in embodied Al simulators and
research, this paper provides a contemporary and comprehensive
overview of embodied Al simulators and research. The paper
surveys nine embodied Al simulators and their connections in
serving and driving recent innovations in research tasks for
embodied Al By benchmarking nine embodied Al simulators in
terms of seven features, we seek to understand their provision of
realism, scalability and interactivity, and hence use in embodied
Al research. The three main tasks supporting the pyramid of
embodied Al research — visual exploration, visual navigation and
embodied QA, are examined in terms of their approaches, evalu-
ation metrics, and datasets. This is to review and benchmark the
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existing approaches in tackling these categories of embodied Al
research tasks in the various embodied Al simulators. Further-
more, this paper allows us to unveil insightful relations between
the simulators, datasets, and research tasks. With the aid of this
paper, Al researchers new to this field would be able to select
the most suitable embodied Al simulators for their research tasks
and contribute back to advancing the field of embodied Al.
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