
230 IEEE TRANSACTIONS ON EMERGING TOPICS IN COMPUTATIONAL INTELLIGENCE, VOL. 6, NO. 2, APRIL 2022

A Survey of Embodied AI: From Simulators
to Research Tasks

Jiafei Duan , Samson Yu, Hui Li Tan , Hongyuan Zhu, and Cheston Tan

Abstract—There has been an emerging paradigm shift from the
era of “internet AI” to “embodied AI,” where AI algorithms and
agents no longer learn from datasets of images, videos or text
curated primarily from the internet. Instead, they learn through
interactions with their environments from an egocentric perception
similar to humans. Consequently, there has been substantial growth
in the demand for embodied AI simulators to support various
embodied AI research tasks. This growing interest in embodied AI
is beneficial to the greater pursuit of Artificial General Intelligence
(AGI), but there has not been a contemporary and comprehensive
survey of this field. This paper aims to provide an encyclopedic
survey for the field of embodied AI, from its simulators to its
research. By evaluating nine current embodied AI simulators with
our proposed seven features, this paper aims to understand the
simulators in their provision for use in embodied AI research and
their limitations. Lastly, this paper surveys the three main research
tasks in embodied AI – visual exploration, visual navigation and
embodied question answering (QA), covering the state-of-the-art
approaches, evaluation metrics and datasets. Finally, with the new
insights revealed through surveying the field, the paper will provide
suggestions for simulator-for-task selections and recommendations
for the future directions of the field.

Index Terms—Embodied AI, computer vision, 3D simulators.

I. INTRODUCTION

R ECENT advances in deep learning, reinforcement learn-
ing, computer graphics and robotics have garnered grow-

ing interest in developing general-purpose AI systems. As a
result, there has been a shift from “internet AI” that focuses
on learning from datasets of images, videos and text curated
from the internet, towards “embodied AI” which enables arti-
ficial agents to learn through interactions with their surround-
ing environments. Embodied AI is the belief that true intelli-
gence can emerge from the interactions of an agent with its

Manuscript received May 9, 2021; revised September 30, 2021 and November
8, 2021; accepted December 4, 2021. Date of publication January 21, 2022; date
of current version March 25, 2022. This work was supported in part by the
Agency for Science, Technology and Research (A*STAR), Singapore under its
AME Programmatic Funding Scheme under Award No. #A18A2b0046 and in
part by the National Research Foundation, Singapore under its NRFISF Joint
Call under Award No. NRF2015-NRF-ISF001-2541. (Corresponding author:
Jiafei Duan.)

Jiafei Duan is with the Nanyang Technological University of Singapore,
School of Electrical and Electronics Engineering, Singapore 639798 (e-mail:
duanjiafei@hotmail.sg).

Samson Yu is with the Singapore University of Technology and Design,
Singapore 487372 (e-mail: samsonyu@mymail.sutd.edu.sg).

Hui Li Tan, Hongyuan Zhu, and Cheston Tan are with the Insti-
tute for Infocomm Research, A*STAR, Singapore 138632 (e-mail: hltan@
i2r.a-star.edu.sg; zhuh@i2r.a-star.edu.sg; cheston-tan@i2r.a-star.edu.sg).

This article has supplementary downloadable material available at
https://doi.org/10.1109/TETCI.2022.3141105, provided by the authors.

Digital Object Identifier 10.1109/TETCI.2022.3141105

environment [1]. But for now, embodied AI is about incorpo-
rating traditional intelligence concepts from vision, language,
and reasoning into an artificial embodiment to help solve AI
problems in a virtual environment.

The growing interest in embodied AI has led to significant
progress in embodied AI simulators that aim to faithfully repli-
cate the physical world. These simulated worlds serve as virtual
testbeds to train and test embodied AI frameworks before de-
ploying them into the real world. These embodied AI simulators
also facilitate the collection of task-based dataset [2], [3] which
are tedious to collect in real-world as it requires an extensive
amount of manual labor to replicate the same setting as in the
virtual world. While there have been several survey papers in
the field of embodied AI [4]–[6], they are mostly outdated as
they were published before the modern deep learning era, which
started around 2009 [7]–[10]. To the best of our knowledge,
there is only one survey paper on the evaluating embodied
navigation [11].

To address the scarcity of contemporary comprehensive sur-
vey papers on this emerging field of embodied AI, we pro-
pose this survey paper on the field of embodied AI, from its
simulators to research tasks. This paper covers the follow-
ing nine embodied AI simulators that were developed over
the past four years: DeepMind Lab [12], AI2-THOR [13],
CHALET [14], VirtualHome [15], VRKitchen [16], Habitat-
Sim [17], iGibson [18], SAPIEN [19], and ThreeDWorld [20].
The chosen simulators are designed for general-purpose in-
telligence tasks, unlike game simulators [21] which are only
used for training reinforcement learning agents. These em-
bodied AI simulators provide realistic representations of the
real world in computer simulations, mainly taking the config-
urations of rooms or apartments that provide some forms of
constraint to the environment. The majority of these simulators
minimally comprise a physics engine, Python API, and arti-
ficial agent that can be controlled or manipulated within the
environment.

Embodied AI simulators have given rise to a series of potential
embodied AI research tasks, such as visual exploration, visual
navigation and embodied QA. We will focus on these three tasks
since most existing papers [11], [22], [23] in embodied AI either
focus on these tasks or make use of modules introduced for these
tasks to build models for more complex tasks like audio-visual
navigation. These three tasks are also connected in increasing
complexity. Visual exploration is a very useful component in
visual navigation [22], [24] and used for realistic situations [25],
[26], while embodied QA further involves complex QA
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TABLE I
SUMMARY OF EMBODIED AI SIMULATORS. ENVIRONMENT: GAME-BASED SCENE CONSTRUCTION (G) AND WORLD-BASED SCENE CONSTRUCTION (W). PHYSICS:

BASIC PHYSICS FEATURES (B) AND ADVANCED PHYSICS FEATURES (A). OBJECT TYPE: DATASET DRIVEN ENVIRONMENTS (D) AND OBJECT ASSETS DRIVEN

ENVIRONMENTS (O). OBJECT PROPERTY: INTERACT-ABLE OBJECTS (I) AND MULTI-STATE OBJECTS (M). CONTROLLER: DIRECT PYTHON API CONTROLLER (P),
VIRTUAL ROBOT CONTROLLER(R) AND VIRTUAL REALITY CONTROLLER (V). ACTION: NAVIGATION (N), ATOMIC ACTION (A) AND HUMAN-COMPUTER

INTERACTION (H). MULTI-AGENT: AVATAR-BASED (AT) AND USER-BASED (U). THE SEVEN FEATURES CAN BE FURTHER GROUPED UNDER THREE SECONDARY

EVALUATION FEATURES; REALISM, SCALABILITY AND INTERACTIVITY

capabilities that builds on top of vision-and-language navigation.
Since language is a common modality and visual QA is a popular
task in AI, embodied QA is a natural direction for embodied AI.
These three tasks discussed in this paper have been implemented
in at least one of the nine proposed embodied AI simulators.
However, Sim2Real [27]–[29] and robotics in the physical world
will not be covered in this paper.

These simulators are selected based on the embodied AI simu-
lators from the Embodied AI Challenge in the annual Embodied
AI workshop [30] at Conference on Computer Vision and Pattern
Recognition (CVPR). The research tasks are then sourced from
direct citations of these simulators.

To this end, we will provide a contemporary and compre-
hensive survey of embodied AI simulators and research through
reviewing the development of the field from its simulator to
research. In Section I, this paper outlines the overview struc-
ture of this survey paper. In Section II, this paper benchmarks
nine embodied AI simulators to understand their provision for
realism, scalability, interactivity and hence use in embodied
AI research. Finally, based upon the simulators, in Section III,
this paper surveys three main research tasks in embodied AI
- visual exploration, visual navigation and embodied question
answering (QA), covering the state-of-the-art approaches, eval-
uation, and datasets. Lastly, this paper will establish intercon-
nections between the simulators, datasets and research tasks and
existing challenges in embodied AI simulators and research
in Section IV. This survey paper provides a comprehensive
look into the emerging field of embodied AI and further un-
veils new insights and challenges of the field. Furthermore,
through this paper, we seek to avail AI researchers in select-
ing the ideal embodied AI simulators for their research tasks
of interest.

II. SIMULATORS FOR EMBODIED AI

In this section, the backgrounds of the embodied AI simulators
will be presented in the supplementary material, and the features
of the embodied AI simulators will be compared and discussed
in Section II-A.

Fig. 1. Comparison between game-based scene (G) and world-based scene
(W). The game-based scene (G) focuses on environment that are constructed
from 3D object assets, while the world-based scene (W) are constructed based
off real-world scans of the environment.

A. Embodied AI Simulators

This section presents the backgrounds of the nine embodied
AI simulators: DeepMind Lab, AI2-THOR, SAPIEN, Virtu-
alHome, VRKitchen, ThreeDWorld, CHALET, iGibson, and
Habitat-Sim. Readers can refer to the supplementary material
for more details on the respective simulators. In this section,
the paper will comprehensively compare the nine embodied AI
simulators based on seven technical features. Referencing [13],
[20], [31], these seven technical features are selected as the
primary features to evaluate the embodied AI simulator as they
cover the essential aspects required to replicate the environment
accurately, interactions and state of the physical world, hence
providing suitable testbeds for testing intelligence with embodi-
ment. Referring to Table I, the seven features are: Environment,
Physics, Object Type, Object Property, Controller, Action, and
Multi-Agent.

1) Environment: There are two main methods of constructing
the embodied AI simulator environment: game-based scene con-
struction (G) and world-based scene construction (W). Referring
to Fig. 1, the game-based scenes are constructed from 3D as-
sets, while world-based scenes are constructed from real-world
scans of the objects and the environment. A 3D environment
constructed entirely out of 3D assets often has built-in physics
features and object classes that are well-segmented when com-
pared to a 3D mesh of an environment made from real-world
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Fig. 2. Comparison between basics physics features such as rigid-body and
collision (B) and advanced physics features (A) which includes cloth, soft-body,
and fluid physics.

scanning. The clear object segmentation for the 3D assets makes
it easy to model them as articulated objects with movable joints,
such as the 3D models provided in PartNet [32]. In contrast, the
real-world scans of environments and objects provide higher
fidelity and more accurate representation of the real-world,
facilitating better transfer of agent performance from simulation
to the real world. As observed in Table I, most simulators other
than Habitat-Sim and iGibson have game-based scenes, since
significantly more resources are required for world-based scene
construction.

2) Physics: A simulator has to construct not only realistic
environments but also realistic interactions between agents and
objects or objects and objects that model real-world physics
properties. We study the simulators’ physics features, which
we broadly classify into basic physics features (B) and ad-
vanced physics features (A). Referring to Fig. 2, basic physics
features include collision, rigid-body dynamics, and gravity
modelling while advanced physics features include cloth, fluid,
and soft-body physics. As most embodied AI simulators con-
struct game-based scenes with in-built physics engines, they are
equipped with the basic physics features. On the other hand, for
simulators like ThreeDWorld, where the goal is to understand
how the complex physics environment can shape the decisions
of the artificial agent in the environment, they are equipped with
more advanced physics capabilities. For simulators that focus
on interactive navigation-based tasks, basic physics features are
generally sufficient.

3) Object Type: As shown in Fig. 3, there are two main sources
for objects that are used to create the simulators. The first type
is the dataset driven environment, where the objects are mainly
from existing object datasets such as the SUNCG [33] dataset,
the Matterport3D dataset [34] and the Gibson dataset [35]. The
second type is the asset driven environment, where the objects
are from the net such as the Unity 3D game asset store. A
difference between the two sources is the sustainability of the
object dataset. The dataset driven objects are more costly to
collect than the asset driven objects, as anyone can contribute
to the 3D object models online. However, it is harder to ensure

Fig. 3. Comparison between dataset driven environment (D) which are con-
structed from 3D objects datasets and object assets driven environment (O) are
constructed based 3D objects obtain from the assets market.

Fig. 4. Comparison between direct Python API controller (P), robotics em-
bodiment (R) which refers to real-world robots with a virtual replica and lastly
the virtual reality controller (V).

the quality of the 3D object models in the asset driven objects
than in the dataset driven objects. Based on our review, the
game-based embodied AI simulators are more likely to obtain
their object datasets from asset stores, whereas the world-based
simulators tend to import their object datasets from existing 3D
object datasets.

4) Object Property: Some simulators only enable objects with
basic interactivity such as collision. Advanced simulators enable
objects with more fine-grained interactivity such as multiple-
state changes. For instance, when an apple is sliced, it will
undergo a state change into apple slices. Hence, we catego-
rize these different levels of object interaction into simulators
with interact-able objects (I) and multiple-state objects (M).
Referring to Table I, a few simulators, such as AI2-THOR and
VRKitchen, enable multiple state changes, providing a platform
for understanding how objects will react and change their states
when acted upon in the real world.

5) Controller: Referring to Fig. 4, there are different types
of controller interface between the user and simulator, from
direct Python API controller (P) and virtual robot controller(R)
to virtual reality controller (V). Robotics embodiment allows for
virtual interaction of existing real-world robots such as Universal
Robot 5 (UR5) and TurtleBot V2, and can be controlled directly
using a ROS interface. The virtual reality controller interfaces
provide more immersive human-computer interaction and fa-
cilitate deployment using their real-world counterparts. For in-
stance, simulators such as iGibson and AI2-THOR, which are
primarily designed for visual navigation, are also equipped with
virtual robot controllerfor ease of deployment in their real-world
counterparts such as iGibson’s Castro [36] and RoboTHOR [37]
respectively.
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6) Action: There are differences in the complexity of an arti-
ficial agent’s action capabilities in the embodied AI simulator,
ranging from being only able to perform primary navigation
manoeuvers to higher-level human-computer actions via virtual
reality interfaces. This paper classifies them into three tiers of
robotics manipulation: navigation (N), atomic action (A) and
human-computer interaction (H). Navigation is the lowest tier
and is a common feature in all embodied AI simulators [38].
It is defined by the agent’s capability of navigating around its
virtual environment. Atomic action provides the artificial agent
with a means of performing basic discrete manipulation to an
object of interest and is found in most embodied AI simulators.
Human-computer interaction is the result of the virtual reality
controller as it enables humans to control virtual agents to
learn and interact with the simulated world in real time [16].
Most of the larger-scale navigation-based simulators, such as
AI2-THOR, iGibson and Habitat-Sim, tend to have navigation,
atomic action and ROS [13], [17], [35] which enable them
to provide better control and manipulation of objects in the
environment while performing tasks such as Point Navigation
or Object Navigation. On the other hand, simulators such as
ThreeDWorld and VRKitchen [16], [20] fall under the human-
computer interaction category as they are constructed to provide
a highly realistic physics-based simulation and multiple state
changes. This is only possible with human-computer interaction
as human-level dexterity is needed when interacting with these
virtual objects.

7) Multi-Agent: Referring to Table I, only a few simulators,
such as AI2-THOR, iGibson and ThreeDWorld, are equipped
with multi-agent setup, as current research involving multi-agent
reinforcement learning is scarce. In general, the simulators need
to be rich in object content before there is any practical value of
constructing such multi-agent features used for both adversarial
and collaborative training [39], [40] of artificial agents. As a
result of this lack of multi-agent supported simulators, there have
been fewer research tasks that utilize the multi-agent feature in
these embodied AI simulators.

For multi-agent reinforcement learning based training, they
are still currently being done in OpenAI Gym environments [41].
There are two distinct multi-agent settings. The first is the avatar-
based (AT) multi-agents in ThreeDWorld [20] that allows for
interaction between artificial agents and simulation avatars. The
second is the user-based (U) multi-agents in AI2-THOR [13]
which can take on the role of a dual learning network and learn
from interacting with other artificial agents in the simulation to
achieve a common task [42].

B. Comparison of Embodied AI Simulators

Constructed on the seven features and a study from the Allen
Institute of Artificial Intelligence [31] on embodied AI, we
propose a secondary set of evaluation features for the simu-
lators. It comprises of three key features: realism, scalability
and interactivity as shown in Table I. The realism of the 3D
environments can be attributed to the environment and physics
of the simulators. The environment models the real world’s
physical appearance while the physics models the complex

Fig. 5. A pyramid hierarchical structure of the various embodied AI research
tasks with increasing complexity of tasks.

physical properties within the real world. Scalability of the 3D
environments can be attributed to the object type. The expansion
can be done via collecting more 3D scans of the real world for
the dataset driven objects or purchasing more 3D assets for the
asset driven objects. Interactivity is attributed to object property,
controller, action and multi-agent.

Based on the secondary evaluation features of embodied AI
simulators, the seven primary features from the Table I and the
Fig. 6, simulators which possess all of the above three secondary
features (e.g. AI2-THOR, iGibson and Habitat-Sim) are more
well-received and widely used for a diverse range of embodied
AI research tasks. Furthermore, a comprehensive quantitative
comparison is made for all the embodied AI simulators to
compare the environment configuration and the technical per-
formance of each simulator. The environment configuration
feature is very much dependent on the applications suggested by
the creators of the simulators, while other features like technical
specification and rendering performance are largely due to
the simulation engine used for its creation. AI2-THOR has
the largest environment configurations compared to the other
simulators, while Habitat-Sim and iGibson are the top two per-
formers in graphic rendering performance. This benchmark of
quantitative performance shown in Table II further demonstrates
the superiority and complexity of these three embodied AI
simulators. These comparisons of the embodied AI simulators
further have reinforced the importance of the seven primary
evaluation metrics and the three secondary evaluations that the
paper has established to help select the ideal simulator for the
research task.

III. RESEARCH IN EMBODIED AI

In this section, we discuss the various embodied AI research
tasks that depend on the nine embodied AI simulators surveyed
in the previous section. There are multiple motivations for the
recent increase in embodied AI research. From a cognitive
science and psychology perspective, the embodiment hypoth-
esis [1] suggests that intelligence arises from interactions with
an environment and as a result of sensorimotor activity [66].
Intuitively, humans do not learn solely through the “internet
AI” paradigm where most experiences are randomized and
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Fig. 6. Connections between Embodied AI simulators to research. (Top) Nine up-to-date embodied AI simulators. (Middle) The various embodied AI research
tasks as a result of the nine embodied AI simulators. The red colored research tasks are grouped under the visual navigation category while the rest of the yellow
colored tasks are the other research categories. (Bottom) The evaluation dataset used in the evaluation of the research tasks in one of the nine embodied AI
simulators.

TABLE II
COMPARISON OF EMBODIED AI SIMULATORS IN TERMS OF ENVIRONMENT CONFIGURATION, SIMULATION ENGINE, TECHNICAL SPECIFICATION, AND

RENDERING PERFORMANCE

passive (i.e. externally curated). Humans also learn through
active perception, movement, interaction and communication.
From an AI perspective, current research tasks in embodied AI
allows for greater generalization to unseen environments [44]
for robotic functions like mapping and navigation and greater
robustness to sensor noise as compared to classical methods due
to the learning involved. Embodied AI also enables flexibility
and possibly greater performance since various modalities like
depth, language [59] and audio [67] can be easily integrated
through learning-based approaches.

The three main types of embodied AI research tasks are visual
exploration, visual navigation and embodied QA. We will focus
on these three tasks since most existing papers in embodied AI
either focus on these tasks or make use of modules introduced
for these tasks to build models for more complex tasks like
audio-visual navigation. The tasks increase in complexity as
it advances from exploration to QA. We will start with the
visual exploration before moving to visual navigation and finally
embodied QA. Each of these tasks makes up the foundation for
the next task(s), forming a pyramid structure of embodied AI
research tasks as shown in Fig. 5, further suggesting a natural
direction for embodied AI. We will highlight important aspects
for each task, starting with the summary, the methodologies,
evaluation metrics, to the datasets. These task details are found
in Table III.

A. Visual Exploration

In visual exploration [24], [68], an agent gathers information
about a 3D environment, typically through motion and per-
ception, to update its internal model of the environment [11],

[22], which might be useful for downstream tasks like visual
navigation [24], [25], [69]. The aim is to do this as efficiently
as possible (e.g. with as few steps as possible). The internal
model can be in forms like a topological graph map [26],
semantic map [46], occupancy map [45] or spatial memory [70],
[71]. These map-based architectures can capture geometry and
semantics, allowing for more efficient policy learning and plan-
ning [45] as compared to reactive and recurrent neural network
policies [72]. Visual exploration is usually either done before
or concurrently with navigation tasks. In the first case, visual
exploration builds the internal memory as priors that are useful
for path-planning in downstream navigation tasks. The agent is
free to explore the environment within a certain budget (e.g.
limited number of steps) before the start of navigation [11].
In the latter case, the agent builds the map as it navigates an
unseen test environment [48], [73], [74], which makes it more
tightly integrated with the downstream task. In this section, we
build upon existing visual exploration survey papers [22], [24]
to include more recent works and directions.

In classical robotics, exploration is done through passive or
active simultaneous localisation and mapping (SLAM) [24], [45]
to build a map of the environment. This map is then used with
localization and path-planning for navigation tasks. SLAM is
very well-studied [75], but the purely geometric approach has
room for improvements. Since they rely on sensors, they are
susceptible to measurement noise [24] and would need extensive
fine-tuning. On the other hand, learning-based approaches that
typically use RGB and/or depth sensors are more robust to
noise [24], [44]. Furthermore, learning-based approaches in vi-
sual exploration allow an artificial agent to incorporate semantic
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TABLE III
SUMMARY OF EMBODIED AI RESEARCH TASKS. EVALUATION METRIC: AMOUNT OF TARGETS VISITED (ATV), DOWNSTREAM TASKS (D), SUCCESS WEIGHTED BY

PATH LENGTH (SPL), SUCCESS RATE (SR), PATH LENGTH RATIO (PLR), ORACLE SUCCESS RATE (OSR), TRAJECTORY/EPISODE LENGTH (TL / EL), DISTANCE TO

SUCCESS / NAVIGATION ERROR (DTS / NE / dT ), GOAL PROGRESS (GP / dΔ), ORACLE PATH SUCCESS RATE (OPSR), SMALLEST DISTANCE TO TARGET AT ANY

POINT IN AN EPISODE (dmin), PERCENTAGE OF EPISODES AGENT ENDS NAVIGATION FOR ANSWERING BEFORE MAX EPISODE LENGTH (%Stop), PERCENTAGE OF

QUESTIONS AGENT TERMINATES IN THE ROOM CONTAINING THE TARGET OBJECT (%rT ), PERCENTAGE OF QUESTIONS WHERE THE AGENT ENTERS THE ROOM

CONTAINING THE TARGET OJECT AT LEAST ONCE (%re), INTERSECTION OVER UNION FOR TARGET OBJECT (IOU), HIT ACCURACY BASED ON IOU (hT ), MEAN

RANK OF THE GROUND-TRUTH ANSWER IN QA PREDICTIONS (MR) AND QA ACCURACY (ACC)

understanding (e.g. object types in the environment) [45] and
generalize its knowledge of previously seen environments to
help with understanding novel environments in an unsupervised
manner. This reduces reliance on humans and thus improves
efficiency.

Learning to create useful internal models of the environment
in the form of maps can improve the agent’s performance [45],
whether it is done before (i.e. unspecified downstream tasks)
or concurrently with downstream tasks. Intelligent exploration
would also be especially useful in cases where the agent has
to explore novel environments that dynamically unfold over
time [76], such as rescue robots and deep-sea exploration robots.

1) Approaches: In this section, the non-baseline approaches
in visual exploration are typically formalized as partially ob-
served Markov decision processes (POMDPs) [77]. A POMDP
can be represented by a 7-tuple (S,A, T,R,Ω, O, γ) with state
space S, action space A, transition distribution T , reward func-
tion R, observation space Ω, observation distribution O and dis-
count factor γ ∈ [0, 1]. In general, these approaches are viewed
as a particular reward function in the POMDP [22].

a) Baselines: Visual exploration has a few common base-
lines [22]. For random-actions [17], the agent samples from
a uniform distribution over all actions. For forward-action, it
always chooses the forward action. For forward-action+, the
agent chooses the forward action, but turns left if it collides.
For frontier-exploration, it visits the edges between free and
unexplored spaces iteratively using a map [24], [78].

b) Curiosity: In the curiosity approach, the agent seeks states
that are difficult to predict. The prediction error is used as the
reward signal for reinforcement learning [79], [80]. This focuses
on intrinsic rewards and motivation rather than external rewards
from the environment, which is beneficial in cases where exter-
nal rewards are sparse [81]. There is usually a forward-dynamics

model that minimises the loss: L(ŝt+1, st+1). In this case, ŝt+1

is the predicted next state if the agent takes action at when
it is in state st, while st+1 is the actual next state that the
agent will end up in. Practical considerations for curiosity have
been listed in recent work [79], such as using Proximal Policy
Optimization (PPO) for policy optimisation. Curiosity has been
used to generate more advanced maps like semantic maps in
recent work [43]. Stochasticity poses a serious challenge in
the curiosity approach, since the forward-dynamics model can
exploit stochasticity [79] for high prediction errors (i.e. high
rewards). This can arise due to factors like the “noisy-TV”
problem or noise in the execution of the agent’s actions [81]. One
proposed solution is the use of an inverse-dynamics model [68]
that estimates the action at−1 taken by the agent to move from
its previous state st−1 to its current state st, which helps the
agent understand what its actions can control in the environment.
While this method attempts to address stochasticity due to the
environment, it may be insufficient in addressing stochasticity
that results from the agent’s actions. One example is the agent’s
use of a remote controller to randomly change TV channels,
allowing it to accumulate rewards without progress. To address
this more challenging issue specifically, there have been a few
methods proposed recently. Random Distillation Network [82]
is one method that predicts the output of a randomly initialized
neural network, as the answer is a deterministic function of its
inputs. Another method is Exploration by Disagreement [81],
where the agent is incentivised to explore the action space
which has the maximum disagreement or variance between the
predictions of an ensemble of forward-dynamics models. The
models converges to mean, which reduces the variance of the
ensemble and prevents it from getting stuck in stochasticity traps.

c) Coverage: In the coverage approach, the agent tries to
maximise the amount of targets it directly observes. Typically,
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this would be the area seen in an environment [22], [24], [44].
Since the agent uses egocentric observations, it has to navigate
based on possibly obstructive 3D structures. One recent method
combines classic and learning-based methods [44]. It uses an-
alytical path planners with a learned SLAM module that main-
tains a spatial map, to avoid the high sample complexities in-
volved in training end-to-end policies. This method also includes
noise models to improve physical realism for generalisability to
real-world robotics. Another recent work is a scene memory
transformer which uses the self-attention mechanism adapted
from the Transformer model [83] over the scene memory in its
policy network [72]. The scene memory embeds and stores all
encountered observations, allowing for greater flexibility and
scalability as compared to a map-like memory that requires
inductive biases.

d) Reconstruction: In the reconstruction approach, the agent
tries to recreate other views from an observed view. Past work
focuses on pixel-wise reconstructions of 360 ◦ panoramas and
CAD models [84], [85], which are usually curated datasets
of human-taken photos [45]. Recent work has adapted this
approach for embodied AI, which is more complex because
the model has to perform scene reconstruction from the agent’s
egocentric observations and the control of its own sensors (i.e.
active perception). In a recent work, the agent uses its egocentric
RGB-D observations to reconstruct the occupancy state beyond
visible regions and aggregate its predictions over time to form
an accurate occupancy map [45]. The occupancy anticipation is
a pixel-wise classification task where each cell in a local area
of V x V cells in front of the camera is assigned probabilities
of it being explored and occupied. As compared to the coverage
approach, anticipating the occupancy state allows the agent to
deal with regions that are not directly observable. Another recent
work focuses on semantic reconstruction rather than pixel-wise
reconstruction [22]. The agent is designed to predict whether
semantic concepts like “door” are present at sampled query
locations. Using a K-means approach, the true reconstruction
concepts for a query location are the J nearest cluster centroids
to its feature representation. The agent is rewarded if it obtains
views that help it predict the true reconstruction concepts for
sampled query views.

2) Evaluation Metrics: Amount of targets visited. Different
types of targets are considered, such as area [44], [86] and
interesting objects [72], [87]. The area visited metric has a
few variants, such as the absolute coverage area in m2 and the
percentage of the area explored in the scene.

a) Impact on downstream tasks: Visual exploration perfor-
mance can also be measured by its impact on downstream tasks
like visual navigation. This evaluation metric category is more
commonly seen in recent works. Examples of downstream tasks
that make use of visual exploration outputs (i.e. maps) include
Image Navigation [26], [73], Point Navigation [11], [44] and
Object Navigation [53], [54], [56]. More details about these
navigation tasks can be found in Section III-B.

3) Datasets: For visual exploration, some popular datasets
include Matterport3D and Gibson V1. Matterport3D and Gibson
V1 are both photorealistic RGB datasets with useful information
for embodied AI like depth and semantic segmentations. The

Habitat-Sim simulator allows for the usage of these datasets
with extra functionalities like configurable agents and multiple
sensors. Gibson V1 has also been enhanced with features like in-
teractions and realistic robot control to form iGibson. However,
more recent 3D simulators like those mentioned in Section II
can all be used for visual exploration, since they all offer RGB
observations at the very least.

B. Visual Navigation

In visual navigation, an agent navigates a 3D environment
to a goal with or without external priors or natural language
instruction. Many types of goals have been used for this task,
such as points, objects, images [88], [89] and areas [11]. We
will focus on points and objects as goals for visual navigation
in this paper, as they are the most common and fundamental
goals. They can be further combined with specifications like
perceptual inputs and language to build towards more complex
visual navigation tasks, such as Navigation with Priors, Vision-
and-Language Navigation and even Embodied QA. Under point
navigation [49], the agent is tasked to navigate to a specific
point while in object navigation [38], [52], the agent is tasked
to navigate to an object of a specific class.

While classic navigation approaches [90] are usually com-
posed of hand-engineered sub-components like localization,
mapping [91], path planning [92], [93] and locomotion. Visual
navigation in embodied AI aims to learn these navigation sys-
tems from data, so as to reduce case-specific hand-engineering,
hence easing integration with downstream tasks having superior
performance with the data-driven learning methods, such as
question answering [23]. There are also hybrid approaches [44]
that aim to combine the best of both worlds. As previously men-
tioned in Section II, learning-based approaches are more robust
to sensor measurement noise as they use RGB and/or depth
sensors and are able to incorporate semantic understanding of an
environment. Furthermore, they enable an agent to generalize its
knowledge of previously seen environments to help understand
novel environments in an unsupervised manner, reducing human
effort.

Along with the increase in research in recent years, chal-
lenges have also been organised for visual navigation in the
fundamental point navigation and object navigation tasks to
benchmark and accelerate progress in embodied AI [38]. The
most notable challenges are the iGibson Sim2Real Challenge,
Habitat Challenge [36] and RoboTHOR Challenge. For each
challenge, we will describe the 2020 version of the challenges,
which is the latest as of this paper. In all three challenges, the
agent is limited to egocentric RGB-D observations. For the
iGibson Sim2Real Challenge 2020, the specific task is point
navigation. 73 high-quality Gibson 3D scenes are used for
training, while the Castro scene, the reconstruction of a real
world apartment, will be used for training, development and
testing. There are three scenarios: when the environment is free
of obstacles, contains obstacles that the agent can interact with,
and/or is populated with other moving agents. For the Habitat
Challenge 2020, there are both point navigation and object
navigation tasks. Gibson 3D scenes with Gibson dataset splits
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are used for the point navigation task, while 90 Matterport3D
scenes with the 61/11/18 training/validation/test house splits
specified by the original dataset [11], [34] are used for the object
navigation task. For the RoboTHOR Challenge 2020, there is
only the object navigation task. The training and evaluation are
split into three phases. In the first phase, the agent is trained on
60 simulated apartments and its performance is validated on 15
other simulated apartments. In the second phase, the agent will
be evaluated on four simulated apartments and their real-world
counterparts, to test its generalisation to the real world. In the last
phase, the agent will be evaluated on 10 real-world apartments.

In this section, we build upon existing visual navigation survey
papers [11], [23], [74] to include more recent works.

1) Categories: Point Navigation has been one of the founda-
tional and more popular tasks [44] in recent visual navigation
literature. In point navigation, an agent is tasked to navigate
to any position within a certain fixed distance from a specific
point [11]. Generally, the agent is initialized at the origin (0,0,0)
in an environment, and the fixed goal point is specified by 3D
coordinates (x, y, z) relative to the origin/initial location [11].
For the task to be completed successfully, the artificial agent
would need to possess a diverse range of skillsets such as visual
perception, episodic memory construction, reasoning/planning,
and navigation. The agent is usually equipped with a GPS and
compass that allows it to access to their location coordinates,
and implicitly their orientation relative to the goal position [17],
[49]. The target’s relative goal coordinates can either be static
(i.e. given only once, at the beginning of the episode) or dynamic
(i.e. given at every time-step) [17]. More recently, with imperfect
localization in indoor environments, Habitat Challenge 2020 has
moved on to the more challenging task [47] of RGBD-based
online localization without the GPS and compass.

There have been many learning-based approaches to point
navigation in recent literature. One of the earlier works [74] uses
an end-to-end approach to tackle point navigation in a realistic
autonomous navigation setting (i.e. unseen environment with
no ground-truth maps and no ground-truth agent’s poses) with
different sensory inputs. The base navigation algorithm is the
Direct Future Prediction (DFP) [94] where relevant inputs such
as color image, depth map and actions from the four most recent
observations are processed by appropriate neural networks (e.g.
convolutional networks for sensory inputs) and concatenated to
be passed into a two-stream fully connected action-expectation
network. The outputs are the future measurement predictions for
all actions and future time steps.

The authors also introduce the Belief DFP (BDFP), which is
intended to make the DFP’s black-box policy more interpretable
by introducing an intermediate map-like representation in future
measurement prediction. This is inspired by the attention mecha-
nism in neural networks, and successor representations [95], [96]
and features [97] in reinforcement learning. Experiments show
that the BDFP outperforms the DFP in most cases, classic nav-
igation approaches generally outperform learning-based ones
with RGB-D inputs. [98] provides a more modular approach.
For point navigation, SplitNet’s architecture consists of one
visual encoder and multiple decoders for different auxiliary
tasks (e.g. egomotion prediction) and the policy. These decoders

aim to learn meaningful representations. With the same PPO
algorithm [99] and behavioral cloning training, SplitNet can out-
perform comparable end-to-end methods in previously unseen
environments.

Another work presents a modular architecture for simultane-
ous mapping and target-driven navigation in indoors environ-
ments [48]. In this work, the authors build upon MapNet [71]
to include 2.5D memory with semantically-informed features
and train a LSTM for the navigation policy. They show that this
method outperforms a learned LSTM policy without a map [100]
in previously unseen environments.

With the introduction of the Habitat Challenge in 2019 and
its standardized evaluation, dataset and sensor setups, the more
recent approaches have been evaluated with the Habitat Chal-
lenge 2019. The first work comes from the team behind Habitat,
and uses the PPO algorithm, the actor-critic model structure and
a CNN for producing embeddings for visual inputs. A follow-up
work provides an “existence proof” that near-perfect results can
be achieved for the point navigation task for agents with a GPS, a
compass and huge learning steps (2.5 billion steps as compared
to Habitat’s first PPO work with 75 million steps) in unseen
environments in simulations [47]. Specifically, the best agent’s
performance is within 3-5% of the shortest path oracle. This
work uses a modified PPO with Generalized Advantage Estima-
tion [101] algorithm that is suited for distributed reinforcement
learning in resource-intensive simulated environments, namely
the Decentralized Distributed Proximal Policy Optimization
(DD-PPO). At every time-step, the agent receives an egocentric
observation (depth or RGB), gets embeddings with a CNN,
utilizes its GPS and compass to update the target position to
be relative to its current position, then finally outputs the next
action and an estimate of the value function. The experiments
show that the agents continue to improve for a long time, and
the results nearly match that of a shortest-path oracle.

The next work aims to improve on this resource-intensive
work by increasing sample and time efficiency with auxiliary
tasks [49]. Using the same DD-PPO baseline architecture from
the previous work, this work adds three auxiliary tasks: action-
conditional contrastive predictive coding (CPC|A) [102], inverse
dynamics [68] and temporal distance estimation. The authors ex-
periment with different ways of combining the representations.
At 40 million frames, the best performing agent achieves the
same performance as the previous work 5.5X faster and even
has improved performance. The winner of the Habitat Challenge
2019 for both the RGB and the RGB-D tracks [44] provides a
hybrid solution that combines both classic and learning-based
approaches as end-to-end learning-based approaches are compu-
tationally expensive. This work incorporates learning in a mod-
ular fashion into a “classic navigation pipeline,” thus implicitly
incorporating the knowledge of obstacle avoidance and control
in low-level navigation. The architecture consists of a learned
Neural SLAM module, a global policy, a local policy and an
analytical path planner. The Neural SLAM module predicts a
map and agent pose estimate using observations and sensors.
The global policy always outputs the target coordinates as the
long-term goal, which is converted to a short-term goal using
the analytic path planner. Finally, a local policy is trained to
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navigate to this short-term goal. The modular design and use
of analytical planning help to reduce the search space during
training significantly.

Object Navigation is one of the most straightforward tasks,
yet one of the most challenging tasks in embodied AI. Object
navigation focuses on the fundamental idea of navigating to an
object specified by its label in an unexplored environment [38].
The agent will be initialized at a random position and will
be tasked to find an instance of an object category within
that environment. Object navigation is generally more complex
than point navigation, since it not only requires many of the
same skillsets such as visual perception and episodic memory
construction, but also semantic understanding. These are what
makes the object navigation task much more challenging, but
also rewarding to solve.

The task of object navigation can be demonstrated or learnt
through adapting, which helps to generalize navigation in an
environment without any direct supervision. This work [51]
achieves that through a meta-reinforcement learning approach,
as the agent learns a self-supervised interaction loss which
helps to encourage effective navigation. Unlike the conventional
navigation approaches for which the agents freeze the learning
model during inference, this work allows the agent learns to
adapt itself in a self-supervised manner and adjust or correct its
mistake afterwards. This approach prevents an agent from mak-
ing too many mistakes before realizing and make the necessary
correction. Another method is to learn the object relationship be-
tween objects before executing the planning of navigation. This
work [53] implements an object relation graph (ORG) which
is not from external prior knowledge but rather a knowledge
graph that is built during the visual exploration phase. The graph
consists of object relationships such as category closeness and
spatial correlations.

Navigation with Priors focuses on the idea of injecting se-
mantic knowledge or priors in the form of multimodal inputs
such as knowledge graph or audio input or to aid in the training
of navigation tasks for embodied AI agents in both seen and
unseen environments. Past work [57] that use human priors
of knowledge integrated into a deep reinforcement learning
framework has shown that artificial agent can tap onto human-
like semantic/functional priors to aid the agent in learning to
navigate and find unseen objects in the unseen environment.
Such example taps onto the understanding that the items of
interest, such as finding an apple in the kitchen, humans will
tend to look at logical locations to begin our search. These
knowledge are encoded in a graph network and trained upon
in a deep reinforcement learning framework.

There are other examples of using human priors such as
human’s ability to perceive and capture correspondences be-
tween an audio signal modal and the physical location of objects
hence to perform navigation to the source of the signal. In this
work [103], artificial agents pick multiple sensory observations
such as vision and sound signal of the target objects and figure
out the shortest trajectory to navigation from its starting location
to the source of the sounds. This work achieves it through
having a visual perception mapper, sound perception module
and dynamic path planners.

Vision-and-Language Navigation (VLN) is a task where
agents learn to navigate the environment by following natural
language instructions. The challenging aspect of this task is
to perceive both the visual scene and language sequentially.
VLN remains a challenging task as it requires agents to make
predictions of future actions based on past actions and in-
structions [11]. Furthermore, agents might not be able to align
their trajectories seamlessly with natural language instructions.
Although vision-and-language navigation and visual question
answering (VQA) might seem similar, there are major differ-
ences in both tasks. Both tasks can be formulated as visually
grounded, sequence-to-sequence transcoding problems. How-
ever, VLN sequences are much longer and require vision data to
be constantly fed as input and the ability to manipulate camera
viewpoints, as compared to VQA where a single input question
is fed in and an answer is generated. We are now able to give
a natural language instruction to a robot and expect them to
perform the task [2], [3], [58]. These are achieved with the
advancement of recurrent neural network methods [58] for joint
interpretation of both visual and natural language inputs and
datasets that are designed for simplifying processes of task-
based instruction in navigation and performing of tasks in the
3D environment.

One approach for VLN is the Auxiliary Reasoning Naviga-
tion framework [59]. It tackles four auxiliary reasoning tasks:
trajectory retelling, progress estimation, angle prediction and
cross-modal matching. The agent learns to reason about the
previous actions and predicts future information the tasks.

Vision-dialog navigation is the latest extension of VLN as
it aims to train an agent to develop the ability to engage in
a constant natural language conversation with humans to aid
in its navigation. The current work [60] in this area uses a
Cross-modal Memory Network (CMN) that remembers and
understands useful information related to past navigation actions
through separate language memory and visual memory modules,
and further uses it to make decisions for navigation.

2) Evaluation Metrics: Visual navigation uses (1) success
weighted by (normalized inverse) path length (SPL) and (2) suc-
cess rate as the main evaluation metrics [11]. Success weighted
by path length can be defined as: 1

N

∑N
i=1 Si

li
max(pi,li)

. Si

is a success indicator for episode i, pi is the agent’s path
length, li is the shortest path length and N is the number of
episodes. It is noteworthy that there are some known issues
with success weighted by path length [38]. Success rate is
the fraction of the episodes in which the agent reaches the
goal within the time budget [74]. There are also other less
common evaluation metrics [11], [48], [52], [54], [74] in ad-
dition to the two mentioned, namely: (3) path length ratio,
which is the ratio between the predicted path and the short-
est path length and is calculated only for successful episodes;
(4) distance to success/navigation error, which measures the
distance between the agent’s final position and the success
threshold boundary around the nearest object or the goal location
respectively.

Besides the above four metrics, there are another two metrics
used to evaluate VLN agents. They are: (1) oracle success rate,
the rate for which the agent stops at the closest point to the goal

Authorized licensed use limited to: Georgia Institute of Technology. Downloaded on July 29,2023 at 06:26:44 UTC from IEEE Xplore.  Restrictions apply. 



DUAN et al.: SURVEY OF EMBODIED AI: FROM SIMULATORS TO RESEARCH TASKS 239

along its trajectory; (2) trajectory length. In general, for VLN
tasks, the best metric is still SPL as it takes into account of the
path taken and not just the goal.

For vision-dialog navigation, in addition to success rate and
oracle success rate, there are another two metrics used: (1) goal
progress, the average agent progress towards the goal location;
(2) oracle path success rate, the success rate of agent stopping
at the closest point to goal along the shortest path.

3) Datasets: As in visual exploration, Matterport3D and
Gibson V1 are the most popular datasets. It is noteworthy that
the scenes in Gibson V1 are smaller and usually have shorter
episodes (lower GDSP from start position to goal position). The
AI2-THOR simulator/dataset is also used.

Unlike the rest of the visual navigation tasks, VLN requires
a different kind of dataset. Most of the VLN works use the
Room-to-Room (R2R) dataset with the Matterport3D Simula-
tor [104]. It consists of 21,567 navigation instructions with an
average length of 29 words. In vision-dialog navigation [59],
the Cooperative Vision-and-Dialog Navigation (CVDN) [105]
dataset is used. It comprises 2,050 human-to-human dialogs and
over 7,000 trajectories within the Matterport3D Simulator.

C. Embodied Question Answering

The task of embodied question answering (QA) in recent
embodied AI simulators has been a significant advancement in
the field of general-purpose intelligence systems. To perform
QA in a state of physical embodiment, an AI agent would
need to possess a wide range of AI capabilities such as visual
recognition, language understanding, question answering, com-
monsense reasoning, task planning, and goal-driven navigation.
Hence, embodied QA can be considered the most onerous and
complicated task in embodied AI research currently.

1) Categories: For embodied QA (EQA), a common frame-
work that divides the task into two sub-tasks: a navigation task
and a QA task. The navigation module is essential since the
agent needs to explore the environment to see the objects before
answering questions about them. For example, [61] proposed
the Planner-Controller Navigation Module (PACMAN), which
comprises a hierarchical structure for the navigation module,
with a planner that selects actions (directions) and a controller
that decides how far to move following each action. Once the
agent decide to stop, the QA module is executed by using the
sequence of frames along its path. The navigation module and
visual question answering module are first trained individually
and then jointly trained by REINFORCE [106]. [62] and [63]
further improved the PACMAN model with the Neural Modular
Control (NMC) where the higher-level master policy proposes
semantic sub-goals to be executed by sub-policies.

Multi-target embodied QA (MT-EQA) [63] is a more complex
embodied QA task, which studies questions that have multiple
targets in them, e.g. “Is the apple in the bedroom bigger than the
orange in the living room?,” such that the agent has to navigate
to the “bedroom” and the “living room” to localize the “apple”
and the “orange” and then perform comparisons to answer the
questions.

Interactive Question Answering (IQA) [64] is another work
tackling the task of embodied QA in the AI2-THOR envi-
ronment. IQA is an extension of EQA because it is essential
for the agent to interact with the objects to answer certain
questions successfully (e.g. the agent needs to open the re-
frigerator to answer the existence question “Is there an egg
in the fridge?”). [64] proposed using a Hierarchical Interactive
Memory Network (HIMN), which is a hierarchy of controllers
that help the system operate, learn and reason across multiple
time scales, while simultaneously reducing the complexity of
each sub-task. An Egocentric Spatial Gated Recurrent Unit
(GRU) acts as a memory unit for retaining spatial and semantic
information of the environment. The planner module will have
control over the other modules such as a navigator which runs
an A* search to find the shortest path to the goal, a scanner
which performs rotation for detecting new images, a manipulator
that is invoked to carry out actions to change the state of the
environment and lastly an answerer that will answer the question
posted to the AI agent. [65] studied IQA from a multi-agent
perspective, where several agents explore an interactive scene
jointly to answer a question. [65] proposed multi-layer structural
and semantic memories as scene memories to be shared by
multiple agents to first reconstruct the 3D scenes and then
perform QA.

2) Evaluation Metrics: Embodied QA and IQA involve two
sub-tasks: 1) navigation, and 2) question answering, and these
two sub-tasks are evaluated based on different metrics.

Navigation performance is evaluated by: (1) distance to target
at navigation termination, i.e. navigation error (dT ); (2) change
in distance to target from initial to final position, i.e. goal
progress (dΔ); (3) smallest distance to target at any point in
the episode (dmin); (4) percentage of episodes agent terminates
navigation for answering before reaching the maximum episode
length (%stop); (5) percentage of questions where the agent
terminates in the room containing the target object (%rT );
(6) percentage of questions where the agent enters the room
containing the target object at least once (%re); (7) Intersection
over Union for target object (IoU); (8) hit accuracy based on
IoU (hT ); (9) episode length, i.e. trajectory length. Metrics (1),
(2) and (9) are also used as evaluation metrics for the visual
navigation task.

QA performance is evaluated by: (1) mean rank (MR) of the
ground-truth answer in predictions; (2) accuracy.

3) Datasets: The EQA [61] dataset is based on House3D,
a subset of the popular SUNCG [33] dataset with synthesized
rooms and layouts that is similar to the Replica dataset [107].
House3D converts SUNCG’s static environment into a virtual
environment, where the agent can navigate with physical con-
straints (e.g. it cannot pass through walls or objects). To test the
agent’s capabilities in language grounding, commonsense rea-
soning and navigation, [61] uses a series of functional programs
in CLEVR [108] to synthesize questions and answers regarding
objects and their properties (e.g. color, existence, location and
relative preposition). In total, there are 5,000 questions in 750
environments with reference to 45 unique objects in 7 unique
room types.
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For MT-EQA [63], the authors introduce the MT-EQA dataset,
which contains 6 types of compositional questions which com-
pare object attribute properties (color, size, distance) between
multiple targets (objects/rooms).

For IQA [64], the authors annotated a large scale dataset,
IQUAD V1, which consist of 75,000 multiple-choice questions.
Similar to the EQA dataset, IQUAD V1 has questions regarding
object existence, counting and spatial relationships.

IV. INSIGHTS AND CHALLENGES

A. Insights Into Embodied AI

The interconnections in Fig. 6 reflects the suitability of sim-
ulators to research tasks. Based on Fig. 6, both Habitat-Sim
and iGibson support research tasks in visual exploration and a
range of visual navigation tasks, indicating the importance of
high fidelity, which comes from world-based scene simulators.
However, because of their distinct unique features that make
them preferable for non-embodied AI standalone tasks such as in
deep reinforcement learning, some simulators do not presently
connect to any of the embodied research tasks. Nonetheless,
they still meet the criteria for being classified as embodied AI
simulators.

On the contrary, research tasks such as embodied question
answering and visual navigation with priors would require the
embodied AI simulators to have multiple-state object property,
due to the interactive nature of these tasks. Hence, AI2-THOR
is undoubtedly the simulator of choice. Lastly, VLN is the
only research task that currently does not utilize any of the
nine embodied AI simulators but instead uses Matterport3D
Simulator [104]. This is because previous works in VLN does
not require the feature of interactivity in its simulator; hence
Matterport3D simulator suffice. However, with the furtherance
of VLN tasks, we can expect the need for interactions in VLN
tasks, hence the need to use embodied AI simulators. Fur-
thermore, unlike traditional reinforcement learning simulation
environments [41], [109] focus on task specific training, while
embodied AI simulators provide a training environment for
training a wide range of different tasks akin to those undertaken
in the physical world.

Furthermore, based on the survey done on the embodied AI
research tasks in Section III, we propose a pyramid structure
in which each embodied AI research task contributes to the
next. Visual exploration, for example, aids in the development
of visual navigation, and visual navigation contributes to the
creation of embodied QA. This build-up approach also corre-
lates with the increasing complexity of the tasks. Based on the
foreseeable trends in embodied AI research, we hypothesize that
a next advancement in the pyramid of embodied AI research is
Task-based Interactive Question Answering (TIQA), which
aims to integrate tasks with answering specific questions. For
example, such questions can be “How long would it take for
an egg to boil? Is there an apple in the cabinet?”. These are
questions that cannot be answered through the conventional
approaches [61], [64]. They require the embodied agent to
perform specific tasks related to the questions to unlock new
insights that are momentous in answering those QA questions.

The TIQA agents that we hypothesize can perform an array
of general household tasks, which allows them to extrapolate
useful environmental information that is crucial in helping them
to derive the answer to the QA questions. TIQA may hold the key
to generalizing task-planning and developing general-purpose
AI in simulations which later can be deployed into the real world.

B. Challenges in Embodied AI Simulators

Current embodied AI simulators have reached a level in both
its functionality and fidelity, that sets them apart from those
conventional simulation used for reinforcement learning. Even
with this soaring variance of embodied AI simulators, there are
several existing challenges in embodied AI simulators in areas
ranging from their realism, scalability to interactivity.

1) Realism: It focuses on the fidelity and physics features of
the simulators. Simulators with both a high visual fidelity and
realistic physics are highly sought after by the robotics commu-
nities as they provide the ideal test-bed for various robotic tasks
such as navigation and interaction tasks [110], [111]. However,
there is a lack of embodied AI simulators that possess both of
world-based scene and advanced physics.

For fidelity, simulators that are world-based scene will un-
doubtedly outperformgame-based scene simulator in simulation
to real tasks [27], [112]. Despite this observation, only Habitat-
Sim [17], and iGibson [18] are world-based scene simulators.
This paucity of world-based scene simulators is the bottleneck
to simulation-to-real tasks for embodied AI agents, which fur-
ther hinders the transferability of embodied AI research into
real-world deployment. For physics, the furtherance of physics-
based predictive models [113]–[115] have accentuate on the
importance of embodied AI simulators with advanced physics
features as they serve to provide an ideal testbed for training
embodied AI agents to perform tasks with sophisticated physical
interactions [2], [3], [116]. Despite the need for an advanced
physics-based embodied AI simulator, there is currently only
one simulator, ThreeDWorld [20] that fits this criterion. Hence,
there is a severe lack of embodied AI simulators with advanced
physics features such as cloth, fluid and soft-body physics.
We believe that advances in 3D reconstruction techniques and
physics engines [117]–[119] will improve the realism of embod-
ied AI.

2) Scalability: Unlike image-based datasets [7], [120] which
can be easily obtained from crowd-sourcing or the internet. The
methodologies and tools are scarce for collecting large-scale
world-based 3D scene datasets and 3D object assets [107], [121],
[122]. These 3D scene datasets are crucial for the construction
of a diverse of embodied AI simulators. Current approaches
to collect realistic 3D scene datasets requires scanning of the
physical room through photogrammetry [123] such as Matter-
port 3D scanner, Meshroom [124], or even mobile 3D scanning
applications. However, they are not commercially viable for
collecting large scale 3D objects and scene scans. This is largely
due to 3D scanners that are used for photogrammetry are costly
and non-accessible. As such, the bottleneck to scalability lies
in developing tools for large scale collection of high fidelity 3D
object or scene scans. Hopefully, with the further advancement
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of 3D learning-based approaches [125], [126] that aims to render
3D object meshes from a single or few images or even through
scene generation approach [127], we will be able to scale up the
collection process of large scale 3D datasets.

3) Interactivity: The ability to have fine-grained manipula-
tive interactions with functional objects in the embodied AI
simulators are crucial in replicating human-level interactions
with real-world objects [128]. Most game-based scene simu-
lators [13], [16], [19], [20] provides both fine-grained object
manipulation capabilities and symbolic interaction capabilities
(e.g. <Pulldown Object X on Y> action) or simply a ‘point-
and-select’. However, due to the nature of game-based scene
simulators, many research tasks performed in this environment
will opt for its symbolic interaction capabilities as compared to
fine-grained object manipulation [3], except for a few that utilize
both [2], [129].

On the other end, the agents from world-based scene simula-
tors [17], [18] possess the ability for gross motor control instead
of the symbolic interaction capabilities. However, the object
property of the objects within these simulators being largely
interact-able on the surface which allows for gross motor control
but lacks the multi-state object classes which is number of state
changes that the object have. Hence, there is a need to strike a
balance in both the object functionality in its object property and
also the complexity of action that the embodied AI agent can
perform in the environment.

Undoubtedly, mainstream simulators such as AI2-
THOR [13], iGibson [18], and Habitat-Sim [17] do provide an
excellent environment for advancing the respective embodied
AI research. However, they do have their strengths and
limitations to be overcome. With developments in computer
graphics and computer vision, and the introduction of innovative
real-world datasets, real-to-sim domain adaptation is one of
the clear routes for improving embodied AI simulators. The
concept of real-to-sim revolves around capturing real-world
information such as tactile perception [130], human-level motor
control [131] and audio inputs [132] in addition to visual
sensory inputs and integrating them for the development of
more realistic embodied AI simulators that can effectively
bridge the physical and virtual worlds.

C. Challenges in Embodied AI Research

Embodied AI research tasks mark an increase in complexity
from “internet AI” to autonomous embodied learning agents in
3D simulated environments with multiple sensor modalities and
potentially long trajectories [22], [34]. This has led to memory
and internal representations of the agent becoming extremely
important [11], [22], [56]. Long trajectories and multiple input
types also signified the importance of robust memory architec-
ture which allows the agent to focus on the important parts of
its environment. In recent years, there has been many different
types of memory used, such as recurrent neural networks [47],
[49], [51], [56], [58], [61]–[63], attention-based memory ar-
chitectures, [52], [60], [72], anticipated occupancy maps [45],
occupancy maps [22] and semantic maps [43], [46], [48], [64],
[65], with some papers having overwhelming emphasis on the

novelty of their memory architectures [22], [45], [60], [72].
However, while recurrent neural networks are known to be lim-
ited in capturing long-term dependencies in embodied AI [56],
[72], it is currently still hard to agree which memory type(s)
are better [11] due to the lack of work focusing on memory
architectures.

Among embodied AI research tasks, there has also been an
increase in complexity, as seen in the progression from visual
exploration to VLN and embodied QA where new components
like language understanding and QA are added respectively.
Each new component leads to exponentially harder and longer
training of AI agents, especially since current approaches are
often fully learning-based. This phenomenon has led to two
promising advancements to reduce the search space and sample
complexity while improving robustness: hybrid approaches
combining classic and learning-based algorithms [44], [74] and
prior knowledge incorporation [23], [57]. Furthermore, abla-
tion studies are much harder to manage [31] for more complex
tasks as each new component in embodied AI makes it much
harder to test for its contribution to the agent’s performance,
since it is added onto an existing set of components, and embod-
ied AI simulators vary significantly in features and issues. This is
compounded by the fact that research tasks have also increased
in number rapidly. As a result, while some fundamental tasks
like visual exploration have received more attention and thus
have more approaches tackling them, the newer and more niche
tasks like MT-EQA are much less addressed. New tasks usually
introduce new considerations in important aspects like methods,
evaluation metrics [22], input types and model components,
shown in Table III, thus requiring even more evaluation than
simpler tasks like visual exploration.

Lastly, there is a lack of focus on multi-agent set-ups, which
contribute useful new tasks [65]. This lack of focus can be
attributed to the lack of simulators with multi-agent features
until recently. Multi-agent systems for collaboration and com-
munication are prevalent in the real world [133], [134] but
currently receive relatively little attention [31]. With an increase
in simulators with multi-agent features [13], [20], [55] recently,
it remains to be seen whether the multi-agent support (e.g.
support for multi-agent algorithms) is sufficient.

V. CONCLUSION

Recent advances in embodied AI simulators have been a
key driver of progress in embodied AI research. Aiming to
understand the trends and gaps in embodied AI simulators and
research, this paper provides a contemporary and comprehensive
overview of embodied AI simulators and research. The paper
surveys nine embodied AI simulators and their connections in
serving and driving recent innovations in research tasks for
embodied AI. By benchmarking nine embodied AI simulators in
terms of seven features, we seek to understand their provision of
realism, scalability and interactivity, and hence use in embodied
AI research. The three main tasks supporting the pyramid of
embodied AI research – visual exploration, visual navigation and
embodied QA, are examined in terms of their approaches, evalu-
ation metrics, and datasets. This is to review and benchmark the
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existing approaches in tackling these categories of embodied AI
research tasks in the various embodied AI simulators. Further-
more, this paper allows us to unveil insightful relations between
the simulators, datasets, and research tasks. With the aid of this
paper, AI researchers new to this field would be able to select
the most suitable embodied AI simulators for their research tasks
and contribute back to advancing the field of embodied AI.

REFERENCES

[1] L. Smith and M. Gasser, “The development of embodied cognition: Six
lessons from babies,” Artif. Life, vol. 11, no. 1/2, pp. 13–29, 2005.

[2] J. Duan, S. Yu, H. L. Tan, and C. Tan, “Actionet: An interactive
end-to-end platform for task-based data collection and augmentation
in 3D environment,” in Proc. IEEE Int. Conf. Image Process., 2020,
pp. 1566–1570.

[3] M. Shridhar et al., “ALFRED: A benchmark for interpreting grounded
instructions for everyday tasks,” in Proc. IEEE/CVF Conf. Comput. Vis.
Pattern Recognit., 2020, pp. 10737–10746.

[4] R. Pfeifer and F. Iida, “Embodied artificial intelligence: Trends and chal-
lenges,” in Embodied Artificial Intelligence. Berlin, Heidelberg: Springer,
2004, pp. 1–26.

[5] J. Haugeland, Artificial Intelligence: The Very Idea. Cambridge, MA,
USA: MIT Press, 1985.

[6] R. Pfeifer and J. C. Bongard, How the Body Shapes the Way We Think -
A New View on Intelligence. MIT press, 2006.

[7] J. Deng, W. Dong, R. Socher, L.-J. Li, K. Li, and L. Fei-Fei, “ImageNet:
A large-scale hierarchical image database,” in Proc. IEEE Conf. Comput.
Vis. Pattern Recognit., 2009, pp. 248–255.

[8] Y. LeCun, Y. Bengio, and G. Hinton, “Deep learning,” Nature, vol. 521,
no. 7553, pp. 436–444, 2015.

[9] K. He, X. Zhang, S. Ren, and J. Sun, “Deep residual learning for image
recognition,” in Proc. IEEE Conf. Comput. Vis. Pattern Recognit., 2016,
pp. 770–778.

[10] D. Silver et al., “Mastering the game of go without human knowledge,”
Nature, vol. 550, no. 7676, pp. 354–359, 2017.

[11] P. Anderson et al., “On evaluation of embodied navigation agents,” 2018,
arXiv:1807.06757.

[12] C. Beattie et al., “Deepmind lab,” 2016, arXiv:1612.03801.
[13] E. Kolve et al., “Ai2-thor: An interactive 3D environment for visual AI,”

2017, arXiv:1712.05474.
[14] C. Yan, D. Misra, A. Bennnett, A. Walsman, Y. Bisk, and Y.

Artzi, “Chalet: Cornell house agent learning environment,” 2018,
arXiv:1801.07357.

[15] X. Puig et al., “Virtualhome: Simulating household activities via pro-
grams,” in Proc. IEEE/CVF Conf. Comput. Vis. Pattern Recognit., 2018,
pp. 8494–8502.

[16] X. Gao, R. Gong, T. Shu, X. Xie, S. Wang, and S.-C. Zhu, “Vrkitchen:
An interactive 3D virtual environment for task-oriented learning,” 2019,
arXiv:1903.05757.

[17] M. Savva et al., “Habitat: A platform for embodied AI research,” in Proc.
IEEE Int. Conf. Comput. Vis., 2019, pp. 9339–9347.

[18] F. Xia et al., “Interactive Gibson benchmark: A benchmark for interactive
navigation in cluttered environments,” IEEE Robot. Automat. Lett., vol. 5,
no. 2, pp. 713–720, Apr. 2020.

[19] F. Xiang et al., “SAPIEN: A simulated part-based interactive environ-
ment,” in Proc. IEEE/CVF Conf. Comput. Vis. Pattern Recognit., 2020,
pp. 11 097–11 107.

[20] C. Gan et al., “Threedworld: A platform for interactive multi-modal
physical simulation,” 2020, arXiv:2007.04954.

[21] M. G. Bellemare, Y. Naddaf, J. Veness, and M. Bowling, “The arcade
learning environment: An evaluation platform for general agents,” J. Artif.
Intell. Res., vol. 47, pp. 253–279, 2013.

[22] S. K. Ramakrishnan, D. Jayaraman, and K. Grauman, “An explo-
ration of embodied visual exploration,” Int. J. Comput. Vis., vol. 129,
no. 5, pp. 1616–1649, 2021. [Online]. Available: https://doi.org/10.1007/
s11263-021-01437-z

[23] X. Ye and Y. Yang, “From seeing to moving: A survey on learning for
visual indoor navigation (VIN),” 2020, arXiv:2002.11310.

[24] T. Chen, S. Gupta, and A. Gupta, “Learning exploration policies for
navigation,” 2019, arXiv:1903.01959.

[25] N. Savinov, A. Dosovitskiy, and V. Koltun, “Semi-parametric topological
memory for navigation,” in Proc. Int. Conf. Learn. Representations,
2018, arXiv:1803.00653.

[26] E. Beeching, J. Dibangoye, O. Simonin, and C. Wolf, “Learning to plan
with uncertain topological maps,” 2020, arXiv:2007.05270.

[27] A. Kadian et al., “Sim2real predictivity: Does evaluation in simulation
predict real-world performance,” IEEE Robot. Automat. Lett., vol. 5,
no. 4, pp. 6670–6677, Oct. 2020.

[28] X. B. Peng, M. Andrychowicz, W. Zaremba, and P. Abbeel, “Sim-to-real
transfer of robotic control with dynamics randomization,” in Proc. IEEE
Int. Conf. Robot. Automat., 2018, pp. 1–8.

[29] J. Tobin, R. Fong, A. Ray, J. Schneider, W. Zaremba, and P. Abbeel,
“Domain randomization for transferring deep neural networks from
simulation to the real world,” in Proc. IEEE/RSJ Int. Conf. Intell. Robots
Syst., 2017, pp. 23–30.

[30] CVPR, “Embodied AI workshop,” Jun. 2021, Accessed: 13 Jan 2022.
[Online]. Available: https://embodied-ai.org/

[31] L. Weihs et al., “Allenact: A framework for embodied AI research,” 2020,
arXiv:2008.12760.

[32] K. Mo et al., “Partnet: A large-scale benchmark for fine-grained and
hierarchical part-level 3D object understanding,” in Proc. IEEE Conf.
Comput. Vis. Pattern Recognit., 2019, pp. 909–918.

[33] S. Song, F. Yu, A. Zeng, A. X. Chang, M. Savva, and T. Funkhouser,
“Semantic scene completion from a single depth image,” Proc. 30th IEEE
Conf. Comput. Vis. Pattern Recognit., 2017, pp. 190–198.

[34] A. Chang et al., “Matterport3D: Learning from RGB-D data in indoor
environments,” in Proc. Int. Conf. 3D Vis., 2017, pp. 667–676.

[35] F. Xia, A. R. Zamir, Z. He, A. Sax, J. Malik, and S. Savarese, “Gibson
env: Real-world perception for embodied agents,” in Proc. IEEE/CVF
Conf. Comput. Vis. Pattern Recognit., 2018, pp. 9068–9079.

[36] A. Kadian et al., “Are we making real progress in simulated environ-
ments? Measuring the sim2real gap in embodied visual navigation,” 2019,
arXiv:1912.06321.

[37] M. Deitke et al., “Robothor: An open simulation-to-real embodied AI
platform,” in Proc. IEEE/CVF Conf. Comput. Vis. Pattern Recognit.,
2020, pp. 3164–3174.

[38] D. Batra et al., “Objectnav revisited: On evaluation of embodied agents
navigating to objects,” 2020, arXiv:2006.13171.

[39] U. Jain et al., “A cordial sync: Going beyond marginal policies for multi-
agent embodied tasks,” in European Conference on Computer Vision,
Cham, Switzerland: Springer, 2020, pp. 471–490.

[40] U. Jain et al., “Two body problem: Collaborative visual task comple-
tion,” in Proc. IEEE/CVF Conf. Comput. Vis. Pattern Recognit., 2019,
pp. 6682–6692,.

[41] G. Brockman et al., “OpenAI gym,” 2016, arXiv:1606.01540.
[42] U. Jain et al., “Two body problem: Collaborative visual task comple-

tion,” in Proc. IEEE/CVF Conf. Comput. Vis. Pattern Recognit., 2019,
pp. 6682–6692.

[43] D. S. Chaplot, H. Jiang, S. Gupta, and A. Gupta, “Semantic curiosity
for active visual learning,” in Proc. Eur. Conf. Comput. Vis., 2020,
pp. 309–326.

[44] D. S. Chaplot, D. Gandhi, S. Gupta, A. Gupta, and R. Salakhutdinov,
“Learning to explore using active neural SLAM,” in Proc. Int. Conf.
Learn. Representations, 2020.

[45] S. K. Ramakrishnan, Z. Al-Halah, and K. Grauman, “Occupancy antici-
pation for efficient exploration and navigation,” 2020, arXiv:2008.09285.

[46] M. Narasimhan et al., “Seeing the un-scene: Learning amodal semantic
maps for room navigation,” in Proc. Eur. Conf. Comput. Vis., Cham,
Switzerland, Springer, 2020, pp. 513–529.

[47] E. Wijmans et al., “DD-PPO: Learning near-perfect pointgoal navigators
from 2.5 billion frames,” 2019, arXiv:1911.00357.

[48] G. Georgakis, Y. Li, and J. Kosecka, “Simultaneous mapping and target
driven navigation,” 2019, arXiv:1911.07980.

[49] J. Ye, D. Batra, E. Wijmans, and A. Das, “Auxiliary tasks speed up
learning pointgoal navigation,” 2020, arXiv:2007.04561.

[50] C. Pérez-D’Arpino, C. Liu, P. Goebel, R. Martín-Martín, and S. Savarese,
“Robot navigation in constrained pedestrian environments using rein-
forcement learning,” 2020, arXiv:2010.08600.

[51] M. Wortsman, K. Ehsani, M. Rastegari, A. Farhadi, and R. Mottaghi,
“Learning to learn how to learn: Self-adaptive visual navigation using
meta-learning,” in Proc. IEEE/CVF Conf. Comput. Vis. Pattern Recognit.,
2019, pp. 6743–6752.

[52] T. Campari, P. Eccher, L. Serafini, and L. Ballan, “Exploiting scene-
specific features for object goal navigation,” in Proc. Eur. Conf. Comput.
Vis. Workshops, 2020, pp. 406–421.

Authorized licensed use limited to: Georgia Institute of Technology. Downloaded on July 29,2023 at 06:26:44 UTC from IEEE Xplore.  Restrictions apply. 

https://doi.org/10.1007/s11263-021-01437-z
https://doi.org/10.1007/s11263-021-01437-z
https://embodied-ai.org/


DUAN et al.: SURVEY OF EMBODIED AI: FROM SIMULATORS TO RESEARCH TASKS 243

[53] H. Du, X. Yu, and L. Zheng, “Learning object relation graph and tentative
policy for visual navigation,” in Proc. Eur. Conf. Comput. Vis., Cham,
Switzerland, Springer, 2020, pp. 19–34.

[54] D. S. Chaplot, D. Gandhi, A. Gupta, and R. Salakhutdinov, “Ob-
ject goal navigation using goal-oriented semantic exploration,” 2020,
arXiv:2007.00643.

[55] B. Shen et al., “iGibson, A simulation environment for interactive tasks
in large realistic scenes,” Proc. IEEE/RSJ Int. Conf. Intell. Robots Syst.,
2021.

[56] A. Wahid, A. Stone, K. Chen, B. Ichter, and A. Toshev, “Learning
object-conditioned exploration using distributed soft actor critic,” 2020,
arXiv:2007.14545.

[57] W. Yang, X. Wang, A. Farhadi, A. Gupta, and R. Mottaghi, “Visual
semantic navigation using scene priors,” 2018, arXiv:1810.06543.

[58] P. Anderson et al., “Vision-and-language navigation: Interpret-
ing visually-grounded navigation instructions in real environments,”
in Proc. IEEE Conf. Comput. Vis. Pattern Recognit., 2018,
pp. 3674–3683.

[59] F. Zhu, Y. Zhu, X. Chang, and X. Liang, “Vision-language navigation
with self-supervised auxiliary reasoning tasks,” in Proc. IEEE/CVF Conf.
Comput. Vis. Pattern Recognit., 2020, pp. 10009–10019.

[60] Y. Zhu et al., “Vision-dialog navigation by exploring cross-modal mem-
ory,” in Proc. IEEE/CVF Conf. Comput. Vis. Pattern Recognit., 2020,
pp. 10 727–10 736.

[61] A. Das, S. Datta, G. Gkioxari, S. Lee, D. Parikh, and D. Batra, “Embodied
question answering,” in Proc. IEEE Conf. Comput. Vis. Pattern Recognit.
Workshops, 2018, pp. 2054–2063.

[62] A. Das, G. Gkioxari, S. Lee, D. Parikh, and D. Batra, “Neural modular
control for embodied question answering,” in Proc. Conf. Robot Learn.,
2018, pp. 53–62.

[63] L. Yu, X. Chen, G. Gkioxari, M. Bansal, T. L. Berg, and D. Ba-
tra, “Multi-target embodied question answering,” in Proc. IEEE/CVF
Conf. Comput. Vis. Pattern Recognit., Long Beach, CA, USA, 2019,
pp. 6302–6311.

[64] D. Gordon, A. Kembhavi, M. Rastegari, J. Redmon, D. Fox, and
A. Farhadi, “IQA: Visual question answering in interactive environ-
ments,” in Proc. IEEE/CVF Conf. Comput. Vis. Pattern Recognit., 2018,
pp. 4089–4098.

[65] S. Tan, W. Xiang, H. Liu, D. Guo, and F. Sun, “Multi-agent embodied
question answering in interactive environments,” in Proc. Comput. Vis.
ECCV: 16th Eur. Conf., Glasgow, UK, 2020, pp. 663–678.

[66] P. D. Nguyen, Y. K. Georgie, E. Kayhan, M. Eppe, V. V. Hafner, and
S. Wermter, “Sensorimotor representation learning for an “active self”
in robots: A model survey,” KI-Künstliche Intelligenz, vol. 35, no. 1,
pp. 9–35, 2021.

[67] C. Chen et al., “Soundspaces: Audio-Visual Navigation in 3D Environ-
ments,” in ECCV, Glasgow, U.K., Springer, 2020, pp. 17–36.

[68] D. Pathak, P. Agrawal, A. A. Efros, and T. Darrell, “Curiosity-driven
exploration by self-supervised prediction,” in Proc. IEEE Conf. Comput.
Vis. Pattern Recognit. Workshops, 2017, pp. 16–17.

[69] S. Gupta, D. Fouhey, S. Levine, and J. Malik, “Unifying map
and landmark based representations for visual navigation,” 2017,
arXiv:1712.08125.

[70] S. Gupta, J. Davidson, S. Levine, R. Sukthankar, and J. Malik, “Cogni-
tive mapping and planning for visual navigation,” in Proc. IEEE Conf.
Comput. Vis. Pattern Recognit., 2017, pp. 7272–7281.

[71] J. F. Henriques and A. Vedaldi, “MapNet: An allocentric spatial memory
for mapping environments,” in Proc. IEEE/CVF Conf. Comput. Vis.
Pattern Recognit., 2018, pp. 8476–8484.

[72] K. Fang, A. Toshev, L. Fei-Fei, and S. Savarese, “Scene memory trans-
former for embodied agents in long-horizon tasks,” in Proc. IEEE Conf.
Comput. Vis. Pattern Recognit., 2019, pp. 538–547.

[73] L. Mezghani, S. Sukhbaatar, A. Szlam, A. Joulin, and P. Bojanowski,
“Learning to visually navigate in photorealistic environments without
any supervision,” 2020, arXiv:2004.04954.

[74] D. Mishkin, A. Dosovitskiy, and V. Koltun, “Benchmarking clas-
sic and learned navigation in complex 3D environments,” 2019,
arXiv:1901.10915.

[75] C. Cadena et al., “Past, present, and future of simultaneous localization
and mapping: Toward the robust-perception age,” IEEE Trans. Robot.,
vol. 32, no. 6, pp. 1309–1332, Dec. 2016.

[76] S. K. Ramakrishnan, D. Jayaraman, and K. Grauman, “Emergence of ex-
ploratory look-around behaviors through active observation completion,”
Sci. Robot., vol. 4, pp. 30, 2019.

[77] W. S. Lovejoy, “A survey of algorithmic methods for partially observed
Markov decision processes,” Ann. Oper. Res., vol. 28, no. 1, pp. 47–65,
1991.

[78] B. Yamauchi, “A frontier-based approach for autonomous exploration,”
in Proc. IEEE Int. Symp. Comput. Intell. Robot. Automat., 1997, pp. 146–
151.

[79] Y. Burda, H. Edwards, D. Pathak, A. Storkey, T. Darrell, and A.
A. Efros, “Large-scale study of curiosity-driven learning,” 2018,
arXiv:1808.04355.

[80] R. Houthooft, X. Chen, Y. Duan, J. Schulman, F. De Turck, and P. Abbeel,
“VIME: Variational information maximizing exploration,” in Proc. Adv.
Neural Inf. Process. Syst., 2016, pp. 1109–1117.

[81] D. Pathak, D. Gandhi, and A. Gupta, “Self-supervised exploration via
disagreement,” in Proc. Int. Conf. Mach. Learn., 2019, pp. 5062–5071.

[82] Y. Burda, H. Edwards, A. Storkey, and O. Klimov, “Exploration by
random network distillation,” 2018, arXiv:1810.12894.

[83] A. Vaswani et al., “Attention is all you need,” in Proc. Adv. Neural Inf.
Process. Syst., 2017, pp. 5998–6008.

[84] S. K. Ramakrishnan and K. Grauman, “Sidekick policy learning for active
visual exploration,” in Proc. Eur. Conf. Comput. Vis., 2018, pp. 413–430.

[85] S. Song, A. Zeng, A. X. Chang, M. Savva, S. Savarese, and T. Funkhouser,
“Im2Pano3D: Extrapolating 360 structure and semantics beyond the field
of view,” in Proc. IEEE/CVF Conf. Comput. Vis. Pattern Recognit., 2018,
pp. 3847–3856.

[86] N. Savinov et al., “Episodic curiosity through reachability,” 2018,
arXiv:1810.02274.

[87] N. Haber, D. Mrowca, S. Wang, L. F. Fei-Fei, and D. L. Yamins, “Learning
to play with intrinsically-motivated, self-aware agents,” in Proc. Adv.
Neural Inf. Process. Syst., 2018, pp. 8388–8399.

[88] Y. Zhu et al., “Target-driven visual navigation in indoor scenes using
deep reinforcement learning,” in Proc. IEEE Int. Conf. Robot. Automat.,
2017, pp. 3357–3364.

[89] D. S. Chaplot, R. Salakhutdinov, A. Gupta, and S. Gupta, “Neural topo-
logical SLAM for visual navigation,” in Proc. IEEE/CVF Conf. Comput.
Vis. Pattern Recognit., 2020, pp. 12 872–12 881.

[90] F. Bonin-Font, A. Ortiz, and G. Oliver, “Visual navigation for mobile
robots: A survey,” J. Intell. Robot. Syst., vol. 53, no. 3, pp. 263–296,
2008.

[91] J. Fuentes-Pacheco, J. Ruiz-Ascencio, and J. M. Rendón-Mancha, “Vi-
sual simultaneous localization and mapping: A survey,” Artif. Intell. Rev.,
vol. 43, no. 1, pp. 55–81, 2015.

[92] L. E. Kavraki, P. Svestka, J.-C. Latombe, and M. H. Overmars, “Proba-
bilistic roadmaps for path planning in high-dimensional configuration
spaces,” IEEE Trans. Robot. Automat., vol. 12, no. 4, pp. 566–580,
Aug. 1996.

[93] S. M. LaValle and J. J. Kuffner, “Rapidly-exploring random trees:
Progress and prospects,” Algorithmic Comput. Robot., New Directions,
vol. 5, pp. 293–308, 2001.

[94] A. Dosovitskiy and V. Koltun, “Learning to act by predicting the future,”
2016, arXiv:1611.01779.

[95] P. Dayan, “Improving generalization for temporal difference learn-
ing: The successor representation,” Neural Comput., vol. 5, no. 4,
pp. 613–624, 1993.

[96] Y. Zhu et al., “Visual semantic planning using deep successor represen-
tations,” in Proc. IEEE Int. Conf. Comput. Vis., 2017, pp. 483–492.

[97] A. Barreto et al., “Successor features for transfer in reinforcement
learning,” Adv. Neural Inf. Process. Syst., vol. 30, pp. 4055–4065,
2017.

[98] D. Gordon, A. Kadian, D. Parikh, J. Hoffman, and D. Batra, “SplitNet:
Sim2Sim and task2Task transfer for embodied visual navigation,” in Proc.
IEEE/CVF Int. Conf. Comput. Vis., 2019, pp. 1022–1031.

[99] J. Schulman, F. Wolski, P. Dhariwal, A. Radford, and O. Klimov, “Prox-
imal policy optimization algorithms,” 2017, arXiv:1707.06347.

[100] A. Mousavian, A. Toshev, M. Fišer, J. Košecká, A. Wahid, and J. David-
son, “Visual representations for semantic target driven navigation,” in
Proc. Int. Conf. Robot. Automat., 2019, pp. 8846–8852.

[101] J. Schulman, P. Moritz, S. Levine, M. Jordan, and P. Abbeel, “High-
dimensional continuous control using generalized advantage estimation,”
2015, arXiv:1506.02438.

[102] Z. D. Guo, M. G. Azar, B. Piot, B. A. Pires, and R. Munos, “Neural
predictive belief representations,” 2018, arXiv:1811.06407.

[103] C. Gan, Y. Zhang, J. Wu, B. Gong, and J. B. Tenenbaum, “Look, listen,
and act: Towards audio-visual embodied navigation,” in Proc. IEEE Int.
Conf. Robot. Automat., 2020, pp. 9701–9707.

Authorized licensed use limited to: Georgia Institute of Technology. Downloaded on July 29,2023 at 06:26:44 UTC from IEEE Xplore.  Restrictions apply. 



244 IEEE TRANSACTIONS ON EMERGING TOPICS IN COMPUTATIONAL INTELLIGENCE, VOL. 6, NO. 2, APRIL 2022

[104] P. Anderson et al., “Vision-and-language navigation: Interpreting
visually-grounded navigation instructions in real environments,” in Proc.
IEEE/CVF Conf. Comput. Vis. Pattern Recognit., 2018, pp. 3674–3683.

[105] J. Thomason, M. Murray, M. Cakmak, and L. Zettlemoyer, “Vision-and-
dialog navigation,” in Proc. Conf. Robot Learn., 2019, pp. 394–406.

[106] R. J. Williams, “Simple statistical gradient-following algorithms for
connectionist reinforcement learning,” Mach. Learn., vol. 8, no. 3/4,
pp. 229–256, 1992.

[107] J. Straub et al., “The replica dataset: A digital replica of indoor spaces,”
2019, arXiv:1906.05797.

[108] J. Johnson, B. Hariharan, L. van der Maaten, L. Fei-Fei, C. L. Zitnick, and
R. Girshick, “CLEVR: A diagnostic dataset for compositional language
and elementary visual reasoning,” in Proc. IEEE Conf. Comput. Vis.
Pattern Recognit., 2017, pp. 2901–2910.

[109] E. Todorov, T. Erez, and Y. Tassa, “MuJoCo: A. physics engine for model-
based control,” in Proc. IEEE/RSJ Int. Conf. Intell. Robots Syst., 2012,
pp. 5026–5033.

[110] C. Gao, J. Chen, S. Liu, L. Wang, Q. Zhang, and Q. Wu, “Room-
and-object aware knowledge reasoning for remote embodied referring
expression,” in Proc. IEEE/CVF Conf. Comput. Vis. Pattern Recognit.,
2021, pp. 3064–3073.

[111] J. Sun, D.-A. Huang, B. Lu, Y.-H. Liu, B. Zhou, and A. Garg, “PlaTe:
Visually-grounded planning with transformers in procedural tasks,” 2021,
arXiv:2109.04869.

[112] F. Sadeghi and S. Levine, “CAD2RL: Real single-image flight without a
single real image,” Robot., Sci. Syst. XIII, Massachusetts Inst. Technol.,
Cambridge, MA, USA, Jul. 2017.

[113] D. M. Bear et al., “Physion: Evaluating physical prediction from vision
in humans and machines,” 2021, arXiv:2106.08261.

[114] J. Duan, S. Y. B. Jian, and C. Tan, “SPACE: A simulator for physical
interactions and causal learning in 3D environments,” in Proc. IEEE/CVF
Int. Conf. Comput. Vis., 2021, pp. 2058–2063.

[115] J. Duan, S. Yu, S. Poria, B. Wen, and C. Tan, “PIP: Physical in-
teraction prediction via mental imagery with span selection,” 2021,
arXiv:2109.04683.

[116] T. Nagarajan and K. Grauman, “Learning affordance landscapes for
interaction exploration in 3D environments,” Adv. Neural Inf. Process.
Syst., vol. 33, 2020.

[117] M. Wang, Y. Deng, X. Kong, A. H. Prasad, S. Xiong, and B. Zhu, “Thin-
film smoothed particle hydrodynamics fluid,” 2021, arXiv:2105.07656.

[118] A. Kuznetsov, K. Mullia, Z. Xu, M. Hašan, and R. Ramamoorthi, “Neu-
MIP: Multi-resolution neural materials,” ACM Trans. Graph., vol. 40,
no. 4, pp. 1–13, 2021.

[119] S. R. Richter, H. A. AlHaija, and V. Koltun, “Enhancing photorealism
enhancement,” 2021, arXiv:2105.04619.

[120] T.-Y. Lin et al., “Microsoft coco: Common objects in context,” in Proc.
Eur. Conf. Comput. Vis., Cham, Switzerland, Springer, 2014, pp. 740–
755.

[121] S. K. Ramakrishnan et al., “Habitat-matterport 3D dataset (HM3D): 1000
large-scale 3D environments for embodied AI,” 2021, arXiv:2109.08238.

[122] I. Armeni, S. Sax, A. R. Zamir, and S. Savarese, “Joint 2D-3D-semantic
data for indoor scene understanding,” 2017, arXiv:1702.01105.

[123] K. Atkinson, “Introduction to modern photogrammetry,” Wiley Online
Library, New York, NY, USA, vol. 19, 2003.

[124] Alicevision, “Blender - A 3D modelling and rendering package, Al-
icevision,” 2018. [Online]. Available: https://github.com/alicevision/
meshroom

[125] A. Yu, V. Ye, M. Tancik, and A. Kanazawa, “PixelNeRf: Neural radiance
fields from one or few images,” in Proc. IEEE/CVF Conf. Comput. Vis.
Pattern Recognit., 2021, pp. 4578–4587.

[126] R. Martin-Brualla, N. Radwan, M. S. Sajjadi, J. T. Barron, A. Dosovit-
skiy, and D. Duckworth, “NeRF in the wild: Neural radiance fields for
unconstrained photo collections,” in Proc. IEEE/CVF Conf. Comput. Vis.
Pattern Recognit., 2021, pp. 7210–7219.

[127] Z. Hao, A. Mallya, S. Belongie, and M.-Y. Liu, “GANcraft: Unsupervised
3D neural rendering of minecraft worlds,” 2021, arXiv:2104.07659.

[128] Y. Zhu et al., “Dark, beyond deep: A paradigm shift to cognitive AI
with humanlike common sense,” Engineering, vol. 6, no. 3, pp. 310–345,
2020.

[129] M. Lohmann, J. Salvador, A. Kembhavi, and R. Mottaghi, “Learning
about objects by learning to interact with them,” Adv. Neural Inf. Process.
Syst., vol. 33, 2020.

[130] R. Bhirangi, T. Hellebrekers, C. Majidi, and A. Gupta, “Reskin: Versatile,
replaceable, lasting tactile skins,” in CoRL, 2021.

[131] B. Smith et al., “Constraining dense hand surface tracking with elasticity,”
ACM Trans. Graph., vol. 39, no. 6, pp. 1–14, 2020.

[132] C. Chen et al., “Audio-visual embodied navigation,” Environment,
vol. 97, p. 103, 2019.

[133] L. Panait and S. Luke, “Cooperative multi-agent learning: The state of
the art,” Auton. Agents Multi-Agent Syst., vol. 11, no. 3, pp. 387–434,
2005.

[134] Y.-C. Liu, J. Tian, C.-Y. Ma, N. Glaser, C.-W. Kuo, and Z. Kira,
“Who2com: Collaborative perception via learnable handshake communi-
cation,” in Proc. IEEE Int. Conf. Robot. Automat., 2020, pp. 6876–6883.

Jiafei Duan received the B.Eng. (Highest Distinc-
tion) degree from the School of Electrical and Elec-
tronics Engineering, Nanyang Technological Univer-
sity, Singapore, in 2021. He is currently a Research
Engineer with the Institute of Infocomm Research,
Agency for Science, Technology and Research, Sin-
gapore. His current research interests included em-
bodied AI and computational cognitive science.

Samson Yu received the B.Eng. degree in information
systems technology and design from the Singapore
University of Technology and Design, Singapore, in
2020. He is currently a Research Engineer with the In-
stitute of High Performance Computing, Agency for
Science, Technology and Research, Singapore. His
research interests include fundamental AI research
and embodied AI.

Hui Li Tan received the B.Sc. degree in applied
mathematics and the Ph.D. degree in electrical and
computer engineering from the National University
of Singapore, Singapore, in 2007 and 2017, respec-
tively. Since 2007, she has been with the Institute for
Infocomm Research, Singapore. Her current research
interests include computer vision, multimodal deep
learning, incremental and federated learning.

Hongyuan Zhu received the Ph.D. degree in com-
puter engineering from Nanyang Technological Uni-
versity, Singapore, in 2014. He is currently a Research
Scientist with the Institute for Infocomm Research,
A*STAR, Singapore. His research interests include
multimedia content analysis and segmentation.

Cheston Tan received the B.Sc. (Highest Hons.)
degree from the Department of Electrical Engineer-
ing and Computer Science, University of California,
Berkeley, CA, USA, and the Ph.D. degree from the
Department of Brain and Cognitive Sciences, Mas-
sachusetts Institute of Technology, Cambridge, MA,
USA. He is currently a Senior Scientist with the
Institute for Infocomm Research, Agency for Science,
Technology and Research, Singapore.

Authorized licensed use limited to: Georgia Institute of Technology. Downloaded on July 29,2023 at 06:26:44 UTC from IEEE Xplore.  Restrictions apply. 

https://github.com/alicevision/meshroom
https://github.com/alicevision/meshroom


<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.4
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /sRGB
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 0
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo false
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Remove
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
    /Algerian
    /Arial-Black
    /Arial-BlackItalic
    /Arial-BoldItalicMT
    /Arial-BoldMT
    /Arial-ItalicMT
    /ArialMT
    /ArialNarrow
    /ArialNarrow-Bold
    /ArialNarrow-BoldItalic
    /ArialNarrow-Italic
    /ArialUnicodeMS
    /BaskOldFace
    /Batang
    /Bauhaus93
    /BellMT
    /BellMTBold
    /BellMTItalic
    /BerlinSansFB-Bold
    /BerlinSansFBDemi-Bold
    /BerlinSansFB-Reg
    /BernardMT-Condensed
    /BodoniMTPosterCompressed
    /BookAntiqua
    /BookAntiqua-Bold
    /BookAntiqua-BoldItalic
    /BookAntiqua-Italic
    /BookmanOldStyle
    /BookmanOldStyle-Bold
    /BookmanOldStyle-BoldItalic
    /BookmanOldStyle-Italic
    /BookshelfSymbolSeven
    /BritannicBold
    /Broadway
    /BrushScriptMT
    /CalifornianFB-Bold
    /CalifornianFB-Italic
    /CalifornianFB-Reg
    /Centaur
    /Century
    /CenturyGothic
    /CenturyGothic-Bold
    /CenturyGothic-BoldItalic
    /CenturyGothic-Italic
    /CenturySchoolbook
    /CenturySchoolbook-Bold
    /CenturySchoolbook-BoldItalic
    /CenturySchoolbook-Italic
    /Chiller-Regular
    /ColonnaMT
    /ComicSansMS
    /ComicSansMS-Bold
    /CooperBlack
    /CourierNewPS-BoldItalicMT
    /CourierNewPS-BoldMT
    /CourierNewPS-ItalicMT
    /CourierNewPSMT
    /EstrangeloEdessa
    /FootlightMTLight
    /FreestyleScript-Regular
    /Garamond
    /Garamond-Bold
    /Garamond-Italic
    /Georgia
    /Georgia-Bold
    /Georgia-BoldItalic
    /Georgia-Italic
    /Haettenschweiler
    /HarlowSolid
    /Harrington
    /HighTowerText-Italic
    /HighTowerText-Reg
    /Impact
    /InformalRoman-Regular
    /Jokerman-Regular
    /JuiceITC-Regular
    /KristenITC-Regular
    /KuenstlerScript-Black
    /KuenstlerScript-Medium
    /KuenstlerScript-TwoBold
    /KunstlerScript
    /LatinWide
    /LetterGothicMT
    /LetterGothicMT-Bold
    /LetterGothicMT-BoldOblique
    /LetterGothicMT-Oblique
    /LucidaBright
    /LucidaBright-Demi
    /LucidaBright-DemiItalic
    /LucidaBright-Italic
    /LucidaCalligraphy-Italic
    /LucidaConsole
    /LucidaFax
    /LucidaFax-Demi
    /LucidaFax-DemiItalic
    /LucidaFax-Italic
    /LucidaHandwriting-Italic
    /LucidaSansUnicode
    /Magneto-Bold
    /MaturaMTScriptCapitals
    /MediciScriptLTStd
    /MicrosoftSansSerif
    /Mistral
    /Modern-Regular
    /MonotypeCorsiva
    /MS-Mincho
    /MSReferenceSansSerif
    /MSReferenceSpecialty
    /NiagaraEngraved-Reg
    /NiagaraSolid-Reg
    /NuptialScript
    /OldEnglishTextMT
    /Onyx
    /PalatinoLinotype-Bold
    /PalatinoLinotype-BoldItalic
    /PalatinoLinotype-Italic
    /PalatinoLinotype-Roman
    /Parchment-Regular
    /Playbill
    /PMingLiU
    /PoorRichard-Regular
    /Ravie
    /ShowcardGothic-Reg
    /SimSun
    /SnapITC-Regular
    /Stencil
    /SymbolMT
    /Tahoma
    /Tahoma-Bold
    /TempusSansITC
    /TimesNewRomanMT-ExtraBold
    /TimesNewRomanMTStd
    /TimesNewRomanMTStd-Bold
    /TimesNewRomanMTStd-BoldCond
    /TimesNewRomanMTStd-BoldIt
    /TimesNewRomanMTStd-Cond
    /TimesNewRomanMTStd-CondIt
    /TimesNewRomanMTStd-Italic
    /TimesNewRomanPS-BoldItalicMT
    /TimesNewRomanPS-BoldMT
    /TimesNewRomanPS-ItalicMT
    /TimesNewRomanPSMT
    /Times-Roman
    /Trebuchet-BoldItalic
    /TrebuchetMS
    /TrebuchetMS-Bold
    /TrebuchetMS-Italic
    /Verdana
    /Verdana-Bold
    /Verdana-BoldItalic
    /Verdana-Italic
    /VinerHandITC
    /Vivaldii
    /VladimirScript
    /Webdings
    /Wingdings2
    /Wingdings3
    /Wingdings-Regular
    /ZapfChanceryStd-Demi
    /ZWAdobeF
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 150
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages false
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 900
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.00111
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.40
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 150
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages false
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 1200
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.00083
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages false
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.40
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages false
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.00063
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /CreateJDFFile false
  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e55464e1a65876863768467e5770b548c62535370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc666e901a554652d965874ef6768467e5770b548c52175370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA (Utilizzare queste impostazioni per creare documenti Adobe PDF adatti per visualizzare e stampare documenti aziendali in modo affidabile. I documenti PDF creati possono essere aperti con Acrobat e Adobe Reader 5.0 e versioni successive.)
    /JPN <>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020be44c988b2c8c2a40020bb38c11cb97c0020c548c815c801c73cb85c0020bcf4ace00020c778c1c4d558b2940020b3700020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken waarmee zakelijke documenten betrouwbaar kunnen worden weergegeven en afgedrukt. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create PDFs that match the "Suggested"  settings for PDF Specification 4.0)
  >>
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice


