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We present an unsupervised machine learning approach for segmentation of atomic-resolution
microscopy images. We combine symmetry-based local descriptors with classical unsupervised ma-
chine learning algorithms, and highlight that the microscopy images might be segmented in an
unsupervised manner. We demonstrate in this paper the successful application to the high-angle
annular dark-field scanning Transmission electron microscopy (HAADF-STEM) images with atomic
resolution. We release our code as a python module that reads the microscopy images and outputs
the labels for all pixels, which is flexible to be used either as a standalone python code or as a plugin
to other microscopy packages.

I. INTRODUCTION

Since the second half of the last century, the sub-
stantial advances of microscopy have made it possible to
probe materials with atomic resolution [1], which opens
up an era where the materials can be studied down to
the level of single atoms. Accompanying the ubiquitous
acquisition of data at the atomic scale, we are facing
the challenge of efficiently analyzing the large amount of
data generated even in a single experiment [2]. Machine-
learning methods have been shown to be effective in
speeding up and automatizing the data processing in var-
ious microscopy-related problems [3–5].

The high-resolution imaging microscopes, such as
STEM, have made it routine to acquire atomic-resolution
images and videos. This enables new insights in the crys-
tallographic features of materials with complex micro-
structures, such as grain-boundary phase transitions
[6, 7] and three-dimensional atomic arrangements of
nanoparticles [8]. Meanwhile, to analyze large volume
of microscopy images becomes a tedious task for re-
searchers, and frequently, it takes much more time to
do data analysis than to do the experimental measure-
ment. Among various image analysis tasks, the image
segmentation is crucial as it relates the digital signals to
crystal patterns and serve as a necessary step for further
analysis. With the segmented images, the researchers
can quickly get a first understanding of the imaged mi-
crostructures and perform an automatic high-throughput
quantification of microstructural features. Moreover, the
image segmentation allows for domain-specific data ac-
cumulation of noisy data channels to improve the signal-
to-noise ratio within a single crystalline domain. Mean-
while, the image segmentation is challenging as each pixel
in the image needs to be interpreted correctly according
to the features of its local surroundings and linked to the
correct pattern label. The recent substantial advances
of machine learning and computer vision provide power-
ful tools to resolve this challenge and aid us to develop
efficient and robust approaches for the segmentation of
atomic-resolution microscopy images, which is the focus
of this paper.

As the difference between the crystal patterns in the

atomic-resolution images are dominated by the arrange-
ment of atomic columns, the conventional segmentation
methods such as thresholding [9, 10] and region merging
[11, 12] are not straightforwardly applicable for this task.
Supervised machine learning methods [13, 14] have been
explored in the community of biology to segment the tis-
sue images, which require a large amount of labeled data
to train a classification model or a neural network. While
good progress has been demonstrated in literature, the
drawback of the supervised models is that the data label-
ing is time-consuming and the supervised model has no
general applicability and only works for the images that
are similar to those in training data.

Our approach is based on the consideration that the
segmentation of atomic-resolution images is mostly based
on the local symmetry, which can be encoded into the lo-
cal descriptors. The local descriptors can then be fed
into the unsupervised clustering algorithms in order to
segment the microscopy images. The closest work to ours
is probably the machine learning-based workflow for seg-
mentation of atomic force microscopy (AFM) images that
has been published by Borodinov et al.[15] very recently.
In their workflow, the local descriptors are first calculated
with a pre-selected transform (Discrete Fourier, wavelet,
or Radon transform), which are fed into the clustering
algorithms to segment the AFM images. Our approach
shares a similar architecture with their workflow. What
makes our work different stem from several aspects. We
exploit the self-similarity inherent in the microscopy im-
ages and propose symmetry-based local descriptors. We
find that an up-sampling plus stride scheme effective to
speed up the segmentation. We further package our code
as a python module, which is ready to use simply by typ-
ing several lines of python code and flexible to be plugged
into other microscopy packages. Next, we describe our
approach in the methodology section, and in the applica-
tion section, we present three examples of the application
to HAADF-STEM images.
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II. METHODOLOGY

Our segmentation approach consists of four steps: 1.
calculate the symmetry-based local descriptors; 2. per-
form principal component analysis to reduce the dimen-
sion; 3. perform k-means clustering in the descriptor
space; 4. perform up-sampling to match the shape of
the original image. There are several hyperparameters
to be specified by the users. Once the hyperparameters
are specified, all of the rest are performed by the com-
puter automatically. We next explain each step in our
approach.

A. Feature extraction via symmetry operations

We aim at segmenting the microscopy images into mul-
tiple crystal patterns that are different in terms of sym-
metry, i.e., the partitions are invariant with respect to
different symmetry operations. Four types of symmetry
operations are involved in the two-dimensional crystal
patterns: translations, rotations, reflections, and glide-
reflections. They are dictated by the relations,

translation : r′ = r + t,

rotation : r′ − c = R(r− c),

reflection : r′ = Mr,

glide− reflection : r′ = Mr + t.

(1)

r and r′ are the positions of the original and the trans-
formed pixels, t the translation vector, R the rotation
matrix, c the rotation center, and M the reflection ma-
trix. As the entries in translation vector and the rotation
and reflection matrices may take various values, there are
many possible symmetry operations. If we apply a candi-
date symmetry operation to a crystal pattern and score
the similarity between the original and the transformed
ones, the score is high if it is the symmetry operation
of the examined pattern and low if it is not. The scor-

ing of a set of candidate symmetry operations gives us a
symmetry-score vector, which can be used as a descrip-
tor to characterize the symmetry of the pattern. In the
segmentation task, we need to examine the local symme-
try in the microscopy image. We therefore simply apply
the symmetry operations to the patches (small parts of
an image centered around a certain pixel) instead of the
whole image, and then use the symmetry-score vector
as the local descriptor. In other words, the candidate
symmetry operation together with the symmetry scor-
ing makes a local-symmetry-feature extractor. We shift
the extractor across the whole image in order to extract
the local-symmetry information everywhere in the image.
The schematic diagram for this calculation is shown in
Fig. 1.

We expect the symmetry score to measure the simi-
larity between the original and the transformed patches.
Pearson’s correlation coefficient is a good choice for this
purpose, which takes a value in the range from -1 to 1

FIG. 1: A schematic diagram to illustrate the
symmetry-based local descriptors.

and and a larger value for the stronger similarity. For
the original patch Px,y centered at the pixel (x, y), and
the corresponding transformed patch OPx,y by the oper-
ation O, the Pearson’s correlation coefficient is evaluated
according to

ρO(x, y) ≡ Corr (Px,y, OPx,y)

=

∑px

i=−px

∑py

j=−py
[Px,y(i, j)− µPx,y

] ·OPx,y(i, j)− µOPx,y
]√∑px

i=−px

∑py

j=−py
[Px,y(i, j)− µPx,y

]2 ·
√∑px

i=−px

∑py

j=−py
[OPx,y(i, j)− µOPx,y

]2
,

(2)

where O is an arbitrary symmetry operation, Px,y the
original patch centered at (x, y), OPx,y the transformed
patch. Both patches have a size of (2px + 1)× (2py + 1).
Px,y(i, j) and Px,y(i, j) are the intensities at the position
(i, j) in their relative coordinates. µPx,y

and µOPx,y
are

the mean intensities of the patches Px,y and OPx,y. We
emphasize that the relative coordinate is not necessarily

the Cartesian coordinates, and it is more convenient to
employ the polar coordinate to handle the rotation and
reflection operations.

In the remainder of this subsection, we employ the gen-
eral procedure illustrated in Fig. 1 to obtain two groups
of local descriptors. The application to the translation
operations gives us the local descriptors that have natural
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FIG. 2: Computing the local descriptors at pixel (x, y)
based on the translation operations. The left plot: a
real HAADF-STEM image of two copper grains. The

right plot: the calculated local correlation map at pixel
(x, y).

translational invariance within the same crystal pattern.
In contrast, the local descriptors that are obtained by
performing the rotation and reflection operations are not
translationally invariant. We add a max-pooling step to
enforce the translational invariance, similar to the treat-
ment adopted in convolutional neural networks [16].

1. Extracting features via translation operations

If the crystal patterns have different lattice vectors
or orientations, we only need the translation symme-
tries to discriminate them. Based on the general proce-
dure illustrated in Fig. 1, we calculate the translational-
symmetry-based local descriptors as follows. We denote
the translation shift as Tm,n, which shifts the patch by
m pixels vertically and by n pixels horizontally. The
transformed patch by this operation is simply the patch
located at (x+m, y+n), namely, Tm,nPx,y = Px+m,y+n.
Substituting this into Eq. (2), we obtain the symmetry
score for the translation operation Tm,n,

ρTm,n
(x, y) = Corr(Px,y, Px+m,y+n). (3)

In practice, we confine the translation shift in a region of
shape (2wx+1, 2wy+1), i.e., |m| ≤ wx and |n| ≤ wy, and
select uniformly a fixed number N of translation shifts in
this region. The symmetry scores for the selected trans-
lation shifts form a feature vector of length N , which is
the local descriptor characterizing the local translational
symmetries.

In our package [17, 18], we implement the translation-
based local descriptors with two methods, the direct one
and the one based on fast fourier transform (FFT). In the
direct method, we evaluate the symmetry score Eq. (3)
for the selected translation shifts directly in the low-level
c code that is parallelized with open multi-processing
(OpenMP) and wrapped as a python module. This
method is suitable when the number of selected trans-
lation shifts N is not large. For the case with large N ,

the implementation based on FFT is more suitable, which
exploits the convolution theorem to significantly reduce
the computational cost. We detail the FFT implementa-
tion in the appendix.

Before we move on to the discussion of the rotation-
reflection-based local descriptors, it is worthwhile to
first analyze what crystal patterns the translational-
symmetry-based local descriptors are suitable to discrim-
inate. Apparently, if the two crystal patterns have dif-
ferent Bravais lattices, lattice vectors, or orientations,
we can employ the translational-symmetry-based local
descriptors to discriminate them easily. But can the
translation-symmetry-based local descriptors discrimi-
nate easily crystal patterns that have the same Bravais
lattice, lattice vectors and orientation and differ only in
plane group symmetries? In order to answer this ques-
tion, we take an extreme case in which we use all trans-
lation shifts in the region |m| ≤ wx and |n| ≤ wy to form
the local descriptors. In this case, the symmetry scores
for all the translation shifts form a two-dimensional map
of shape (2wx + 1, 2wy + 1), as shown in Fig. 2, which is
denoted as the local correlation map in this paper. As the
entry in the local-correlation map is evaluated through
the correlation coefficient between the original and the
translationally-shifted patch, the local-correlation map
has the same symmetry as the auto-correlation function
of the crystal pattern, the Patterson symmetry [19]. The
relationship between the seventeen plane-group symme-
tries and the seven Patterson symmetries is presented in
Table I [19]. The local-correlation map can only have
seven Patterson symmetries because of the extra con-
straints. First, there is always a two-fold rotational axis
at the center. Second, the glide-reflection symmetry is
not allowed, and is replaced by the corresponding re-
flection symmetry. Clearly, if the two crystal patterns
with the same lattice vectors and orientation have the
same Patterson symmetry whereas different plane-group
symmetries, it becomes difficult for the translational-
symmetry-based local descriptors to discriminate them.
The other types of symmetries need to take into account
for these microscopy images.

2. Extracting features via rotation and reflection operations

Following the procedure shown in Fig. 1, we present
the implementation of the rotation-reflection-based lo-
cal descriptors. In this case, it is more convenient to
take circular patches and employ polar coordinates. The
patches are rotated by a specific angle or reflected across
a specific axis, and the symmetry score is again the Pear-
son’s correlation coefficient between the original and the
transformed patches, according to Eq. (2). We select
a set of rotation angles {60◦, 90◦, 120◦, 180◦} compati-
ble with plane lattices, and also a set of reflection axes
with different orientations. The symmetry score for each
candidate symmetry operation represents a specific rota-
tion or reflection symmetry feature. The local descriptors
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TABLE I: The seven Patterson symmetries and the plane groups [19]

Patterson symmetry p2 p2mm c2mm p4 p4mm p6 p6mm
Plane groups p1, p2 p1m1,

p1g1,
p2mm,
p2mg,
p2gg

c1m1,
c2mm

p4 p4mm,
p4gm

p3, p6 p3m1,
p31m,
p6mm

we obtain here cannot be used straightforwardly in the
segmentation since they are not translationally invariant
within the same crystal pattern. We present an example
for a given reflection symmetry operation in Fig. 3. The
symmetry scores show clearly different preferences to the
crystal patterns on the left and right-hand sides. How-
ever, the symmetry scores are not homogeneously dis-
tributed within the crystal pattern indicating the point-
group nature of the reflection and rotation symmetries.
We add a max-pooling step to enforce the translational
invariance, similar to the treatment in the convolutional
neural networks [16]. As the max-pooling does not con-
tain training parameters, our segmentation approach is
still kept free of training.

FIG. 3: An example to illustrate the calculation of
reflection-based local descriptors. The rotation-based

local descriptors can be obtained in the similar way. (a)
A real HAADF-STEM image of two copper grains. (b)
The symmetry scores for a specific reflection symmetry
operation at all pixels. The angle between the reflection

axis and the horizontal line is 36◦. The color coding
represents values of reflection symmetry scores. (c) The

max-pooling enforces the translational invariance. A
pooling window of size 31× 31 pixels is used here.

B. Dimension reduction

The local descriptor is a high-dimensional feature vec-
tor with each channel characterizing a specific symme-
try. We may combine the information of all channels to
get several features that capture the main differences of
the crystal patterns in the image, and use these features
as the input of the k-means clustering. We employ the
principal component analysis (PCA) for the dimension
reduction. We denote the optimal features obtained from
PCA the PCA features, and employ the implementation
of PCA in scikit-learn [20] in our code. The number of
PCA features is a parameter that can be either specified

by users or determined by the required percentage of the
explained variance. In Fig. 4, we plot the percentage of
the explained variance versus the number of PCA fea-
tures for the HAADF-STEM image shown in Fig. 7 with
the patch size chosen to be various values. The percent-
age of the explained variance for n PCA features (PEVn)
is calculated through the ratio between the sum of vari-
ances for the n PCA features and the sum of variances of
all channels in the local descriptors. PEVn goes from 0
to 1 with the increasing number of PCA features. When
a patch-size large enough is chosen, the first several PCA
features are sufficient to capture the main variance of
the image. We demonstrate below in Section III that
the dominant PCA features also have good separability
to distinguish crystal patterns, making PCA suitable for
dimension reduction in this work.

FIG. 4: The percentage of the explained variance versus
the number of PCA features for the HAADF-STEM

image shown in Fig. 7. Different colors represent
different patch sizes. The black dashed line indicates

ninety percent of total variance.

C. K-means clustering

We feed the PCA features into the k-means cluster-
ing algorithm [21, 22] to cluster the pixels in the feature
space, which finds the cluster centers by minimizing the
within-cluster variance and partition the feature space
into Voronoi cells. Each cluster corresponds to a specific
crystal pattern, and the pixels grouped into the same
cluster are assigned with the same pattern label. We
employ the implementation of the k-means clustering in
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scikit-learn [20] in our code, and the cluster centers are
first initialized randomly and then optimized in an itera-
tive way. The number of clusters is the hyperparameter
that needs to be specified by the users.

D. Stride and upsampling

In many cases, it is not necessary to calculate the local
descriptors of all pixels as they are highly correlated. We
may first use the stride scheme to downsample the im-
age, and then perform upsampling after the clustering is
finished in order to match the size of the original image.
In this way, we can reduce the computational cost dras-
tically. The stride scheme we employed is the same with
the one used in the convolutional neural networks. To be
more specific, in the first step of our approach, instead of
calculating the local descriptors for each pixel by shifting
the local-symmetry-feature extractors every time by one
unit, we shift them by a step size of sx units vertically
and by a step size of sy units horizontally and only cal-
culate the local descriptors for a fraction of the pixels.
As the image is downsampled by the stride scheme, we
add an upsampling scheme after the k-means clustering
to expand the segmented image. We in the end obtain
the segmented image that have the same size with the
original one. In our upsampling scheme, we simply do a
nearest neighbour interpolation for the pixels that are not
clustered and the upsampling scheme contain no train-
ing parameters, which keeps our whole approach free of
training.

III. APPLICATION AND DISCUSSION

In Fig. 5, we present an application to the HAADF-
STEM image containing two phases (µ phase and Laves
phase) of the iron-niobium intermetallics. Their crys-
tal patterns in the specific projection plane have dif-
ferent two-dimensional Bravais lattices, one with the
oblique lattice and the other with the rectangular lattice.
The translation-symmetry-based local descriptors are ad-
equate to discriminate them. We select uniformly one
hundred translation operations in the region |m| < 150
pixels and |n| < 150 pixels to generate the local descrip-
tors. The pattern labels are correctly assigned to the
pixels in the upper and lower half of the image, as shown
in Fig. 5.

We use this example to illustrate why our segmentation
approach can work in an unsupervised manner. In order
to show this, we calculate the Fisher separability [23]
and variance for all features in the local descriptors and
the five PCA features with largest variances. The Fisher
separability is defined as the ratio between the between-
class variance and the within-class variance [23], and can

FIG. 5: (a) A HAADF-STEM image of two phases (µ
phase and Laves phase) of the iron-niobium

intermetallics that have different Bravais lattices. The
unit cells of the two phases are shown in red and blue.
(b) The image superimposed of the HAADF intensity

and the pattern labels.

FIG. 6: The separability and variance of all features in
the local descriptors and the five PCA features.

be evaluated according to

S =
N1(µ1 − µ)2 +N2(µ2 − µ)2

N1σ2
1 +N2σ2

2

, (4)

where N1 and N2 are the number of samples in the first
and the second class, µ1 and µ2 the within-class means,
µ the total mean, and σ1 and σ2 the within-class vari-
ances. The separability tells how well the feature can
discriminate the two crystal patterns, and the variance
dictates the power of the feature. We see that there is a
strong correlation between the separability and the vari-
ance. The feature that has a larger variance also has a
better separability. The PCA doesn’t increase the sepa-
rability, whereas it makes the power more concentrated
on the features that have better separability. We might
think of the features with good separability the signal
and those with bad separability the noise. The correla-
tion between the separability and the variance is crucial
for the unsupervised approach, which results in a good
signal-noise ratio and the successful segmentation.

We show the second example in Fig. 7, in which we
segment the HAADF-STEM image containing two dif-
ferently oriented copper crystal grains and one tilt grain
boundary with the reflection-symmetry-based and the
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FIG. 7: (a) HAADF-STEM image containing two Cu
single-crystal grains and a tilt grain boundary. (b)

Segmentation via the reflection-based local descriptors.
The image is superimposed of the HAADF intensity and
the class labels. (c) Segmentation via the rotation-based

local descriptors. The image is superimoposed of the
HAADF intensity and the pattern labels.

FIG. 8: (a) HAADF-STEM image for a nickel
precipitate containing twin bounaries and stacking

faults. (b) Image superimposed of the HAADF intensity
and the pattern labels.

rotation-symmetry-based local descriptors separately.
The reflection-symmetry-based local descriptors parti-
tion this image into two segments, and the left and right
crystal grains are clearly separated from each other. This
is because the reflection symmetries are sensitive to the
orientation of the crystal. In contrast, the rotation-
symmetry-based local descriptors group the two crys-
tal grains into the same crystal pattern, and the crystal
boundary is segmented into a different crystal pattern.
The results indicate the influence of the choice of the local
descriptors, as different local descriptors capture different
symmetry information. In this example, the reflection-
symmetry-based local descriptors are not rotationally in-
variant, and therefore, the same crystal grains with dif-
ferent orientations are partitioned into different crystal
patterns. In contrast, the rotation-symmetry-based local
descriptors are rotationally invariant and result in differ-
ent interpretation of the crystal patterns in the image.

In our third example shown in Fig. 8, we segment the
HAADF-STEM image for a nickel precipitate containing

twin boundaries and stacking faults. We observed a very
good spacial resolution, and the stacking faults and the
twin boundaries are much better visible in the segmented
image than in the original one.

We provide the jupyter notebooks for the calculations
in this section [17], and all the figures might be repro-
duced with little effort.

IV. CONCLUSION

We present an unsupervised machine-learning ap-
proach to segment the atomic-resolution microscopy im-
ages. In our approach, we extract a local descriptor
through scoring candidate symmetry operations by the
Pearson’s correlation coefficient, which forms an abun-
dance feature vector to characterize the local symmetry
information. We then use principal component analy-
sis (PCA) to reduce the dimension of the local descrip-
tors. We observe in our example that the variances of
the features with good separability are indeed increased
by PCA. After that, we feed the PCA features into the
k-means clustering algorithm in order to assign the pat-
tern labels to the pixels. A stride and upsampling scheme
is proposed in order to reduce the computational cost.
We present the successful application to the experimental
HAADF-STEM images, and reveal one important feature
of the unsupervised segmentation approach, the strong
correlation between the feature’s separability and vari-
ance. We package our code as a python module, and
release it in the github [18] and the python repository
[17]. More tests can be found in the example folder in
our github repository.
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APPENDIX

A. FFT implementation of
translational-symmetry-based local descriptors

The numerator of Pearson’s correlation coefficient for
translation Tm,n can be rewritten as

px∑
i=−px

py∑
j=−py

[I(x+ i, y + j)− µx,y] (5)

· [I(x+ i+m, y + j + n)− µx+m,y+n] (6)

=

px∑
i=−px

py∑
j=−py

I(x+ i, y + j)I(x+ i+m, y + j + n)

−(2px + 1)(2py + 1)µx,yµx+m,y+n (7)

where I(. . . ) denotes the pixel values of the entire image,
and

µx,y =
1

(2px + 1)(2py + 1)

px∑
i=−px

py∑
j=−py

I(x+ i, y + j) .

(8)
Similarly, the norm of the displaced patch in the denom-
inator can be written as

N2
x+m,y+n =

px∑
i=−px

py∑
j=−py

[I(x+ i+m, y + j + n)− µx,y]
2

=

px∑
i=−px

py∑
j=−py

[I(x+ i+m, y + j + n)]2

−(2px + 1)(2py + 1)(µx+m,y+n)2 (9)

The norm of the undisplaced patch corresponds to the
special case m = n = 0.

The sums appearing in the equations (7)-(9) for all
translations (m,n) with −wx ≤ m ≤ wx and −wy ≤ n ≤
wy can be computed efficiently via fast Fourier trans-
forms (FFT). For this, we note that the sums can be
brought to a common form

SA,B
m,n =

px∑
i=−px

py∑
j=−py

A(i, j)B(i+m, j + n) . (10)

A(i, j) is required for a range (−px . . . px) × (−py . . . py)
and B(i′ = i + m, j′ = j + n) for a larger range (−px −
wx) . . . px + wx) × (−py − wy . . . py + wy). For the sum
in Eq. (7), A(i, j) = I(x+ i, y + j) and B(i′, j′) = I(x+
i′, y + j′). For Eq. (8) and Eq. 9, A(i, j) = 1 in both
cases, while B(i′, j′) = I(x+ i′, y + j′) for the mean and
B(i′, j′) = [I(x+ i′, y + j′)]2 for the norm.

We now embed A and B in an extended range
(0 . . .Wx − 1) × (0 . . .Wy − 1) using periodic boundary
conditions and zero-padding, see Fig. 9. We are free to
choose optimal Wx and Wy satisfying Wx ≥ 2(wx+px)+1

i<0

j<0

i>0

j<0

i<0

j>0
i>0

j>0

A
B

SAB

px

py

w +px

w +py

A'
A

x

y

zero

B'

periodic embedding

FIG. 9: Sketch of the FFT algorithm for shifted
summation. After embedding A and B in a sufficiently

large periodic range with zero-padding, the shifted
summation becomes a periodic convolution in the

extended range. Periodicity is indicated by showing a
2×2 repetition.

and Wy ≥ 2(wy + py) + 1. This means that originally
positive indices i, j (including zero) are left unchanged,
negative ones are mapped to Wx + i and Wx + j, respec-
tively, and the values not covered by the original ranges
are set to zero. We denote the mapped quantities with
A′ and B′. The sums in Eq. 10 can then be extended to
cover the full range,

SA,B
m,n =

Wx−1∑
i=0

Wy−1∑
j=0

A′(i, j)B′([i+m] modWx, [j+n] modWy) ,

(11)
which in turn is easily recognized as a periodic convolu-
tion. Using the Fourier theorem, the convolution can be
obtained from a forward discrete Fourier transform

SA,B
m,n =

1

WxWy

Wx−1∑
i=0

Wy−1∑
j=0

[
Ã′(i, j)

]∗
B̃′(i+m, j + n)

· exp

[
2πi

(
i ·m
Wx

+
j · n
Wy

)

)]
,

(12)
where the complex-valued quantity

Ã(k, l) =

Wx−1∑
i=0

Wy−1∑
j=0

A′(i, j) exp

[
−2πi

(
i · k
Wx

+
j · l
Wy

)]
(13)

is obtained from an inverse discrete Fourier transform.
B̃′ is obtained analogously. The forward and inverse dis-
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crete Fourier transforms can be computed using FFT al-
gorithms with an effort O(WxWy ln[WxWy]). This can
be contrasted to the straightforward algorithm with an
effort of (2wx+1)(2wy+1)(2px+1)(2py+1) ≈ 1

4 (WxWy)2

if wx ≈ px and wy ≈ py. For computing the three sums in
Eq. (7)-(9), one needs four inverse transforms, and three

forward transforms. Additional savings could be made
by precalculating the patch norms for the entire image
rather than for each patch center x, y in the required en-
vironment, and by precalculating the inverse transform
for the case A(i, j) = 1 once for all patch centers, reduc-
ing the subsequent effort to 4 FFTs per patch center.
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