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About 
OpenAnalytics

http://www.openanalytics.eu

http://www.openanalytics.eu


My first R question

http://stackoverflow.com/q/16152161/559784

http://stackoverflow.com/q/6188172/559784


Every question is a good question!
Feel free to interrupt.



About 
data.table

https://github.com/Rdatatable/data.table
http://stackoverflow.com/tags/data.table/topusers

https://github.com/Rdatatable/data.table
http://stackoverflow.com/tags/data.table/topusers
http://stackoverflow.com/tags/data.table/topusers


data.table vs dplyr SO

http://stackoverflow.com/a/27718317/559784


data.table goals
Goal 1: Reduce programming time

(fewer function calls, less variable name repetition) 

Goal 2: Reduced computing time

(fast aggregations, equi joins, rolling joins, overlapping range 
joins, file reader, data cleaning, update by reference)

fread melt, dcast



Data Frames
Looking at `[.data.frame` function

The general form is: DF[i,	  j]	  + drop

code vA vB
3 1 6
3 5 10

code vA
3 1
2 2
1 3
1 4
3 5
2 6

DF[DF$code	  ==	  3L,] DF[,	  c(“code”,	  “vA”)]
Subset rows Select Columns



What’s different in a data.table then?

`[.data.table` on the contrary, is quite feature packed

The general form is: DT[i,	  j,	  by]	  #	  + ...

Take DT, subset rows using i, then calculate j, grouped by by

    R:               i	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  j	  	  	  	  	  	  	  	  	  	  	  	  	  by	  
SQL:	  	  	  	  	  WHERE	  	  	  	  	  	  SELECT|COMPUTE	  	  GROUP	  BY



Continued ...

DT[i,	  j,	  by]

- can select, compute, add/update/delete columns on those rows.


combining them with by	  provides a powerful and 
flexible interface for data manipulation; even more 
than apply,	  tapply,	  transform,	  aggregate,	  
ave,	  by,	  split,	  merge	  etc.,	  combined.

calculates the row	  indices on which 

we would like to operate on 



Overview of today’s talk

Reading 

  — fread

Cleaning 

  — melt, dcast

Analysing

  — subsets (automatic indexing)

  — ordering (fast radix ordering, setorder)

  — Aggregations and updates

  — Interval joins (foverlaps)




Reading

Command Run	  time

read.csv(“test.csv”) 30-‐60s

read.csv(“test.csv”,	  colClasses=,	  nrows=,	  …) 10s

fread(“test.csv”) 3s

50	  MB	  CSV	  file,	  1	  million	  rows	  x	  6	  columns



Reading

Command Run	  time

read.csv(“big.csv”,	  colClasses=,	  nrows=,	  …) hours

fread(“big.csv”) 8m

20	  GB	  CSV	  file,	  200	  million	  rows	  x	  16	  columns



Cleaning

dad mom child1_
sex

child2_
sex

child3_
sex

child1_
age

child2_
age

child3_
age

David Angela M F NA 8 12 NA

Aaron Anita F NA NA 7 NA NA

Michael Katya F F M 5 7 15

Consider this sample data:



Cleaning
How can we clean this data to get to this?

dad mom child sex age

David Angela child1 M 8
Aaron Anita child1 F 7

Michael Katya child1 F 5
David Angela child2 F 12
Aaron Anita child2 NA NA

Michael Katya child2 F 7
David Angela child3 NA NA
Aaron Anita child3 NA NA

Michael Katya child3 M 15



Cleaning
#	  old	  (and	  convoluted)	  way:	  
DT.m	  =	  melt(DT,	  id	  =	  1:2)	  
DT.m[,	  child	  :=	  gsub("_.*$",	  "",	  variable)]	  
DT.m[,	  variable	  :=	  gsub(".*_",	  "",	  variable)]	  
dcast(DT.m,	  dad	  +	  mom	  +	  child	  ~	  variable,	  value.var	  =	  "value")	  
#	  WHY	  ARE	  WE	  COMBINING	  ALL	  COLUMNS	  TOGETHER	  HERE	  ONLY	  TO	  SPLIT	  THEM	  AGAIN?	  
#	  This	  is	  both	  not	  straightforward	  and	  extremely	  inefficient!!
#	  melt	  should	  be	  able	  to	  combine	  multiple	  columns	  together	  	  
#	  (v1.9.5	  does	  it	  right)	  
vars	  =	  lapply(c("sex$",	  "age$"),	  grep,	  names(DT),	  value=TRUE)	  	  
DT.m1	  =	  melt(DT,	  measure	  =	  vars,	  variable.name	  =	  "child",	  	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  value.name	  =	  c("sex",	  "age"))	  
setattr(DT.m1$child,	  'levels',	  gsub("_.*$",	  "",	  vars[[1L]]))	  
DT.m1	  

#	  use	  na.rm=TRUE	  directly	  

tidyr vs data.table benchmark

Illustration

http://r.789695.n4.nabble.com/data-frame-data-driven-column-selections-that-vary-by-row-tt4705260.html#a4705414


Subsets
How can we get all rows where child	  ==	  “child1”?


DT.m1[child == “child1”]

dad mom child sex age

David Angela child1 M 8
Aaron Anita child1 F 7

Michael Katya child1 F 5
David Angela child2 F 12
Aaron Anita child2 NA NA

Michael Katya child2 F 7
David Angela child3 NA NA
Aaron Anita child3 NA NA

Michael Katya child3 M 15



Automatic indexing

Illustration

Build indices automatically on the first run

Allows for fast binary search based subsets on subsequent runs

Possible because of fast radix ordering in data.tables



Ordering

Illustration

data.table implements fast radix ordering for integers, doubles and 
characters

DT[order(…)] is optimised to use internal fast radix ordering

setorder() is even more memory efficient way to reorder data.tables (and 
also data.frames since 1.9.5+)

setorder() benchmark

http://stackoverflow.com/a/29331287/559784


Aggregations
How many kids do each family have?

DT.m1[!is.na(sex), .N, by = .(dad, mom)]

DT.m2[, .N, by = .(dad, mom)]

If we already removed NAs using na.rm=TRUE argument in melt, then

Note: The entire subset is not materialised here after computing 
expression in ‘i’



Aggregations
Get the sex of oldest kid for each family

DT.m2[, sex[which.max(age)], by = .(dad, mom)]

DT.m2[, .(oldest_sex = sex[which.max(age)]), by = .(dad, mom)]

Name the result column as ‘oldest_sex’



Add / update column
Add a new column with the sex of oldest child for each family

DT.m2[, oldest_sex := sex[which.max(age)], by = .(dad, mom)]

`:=` takes a character vector of column names (or indices) on the 
left and a list of values on the right.


It updates the data.table by reference (in-place). We don’t need 
to do DT.m	  <-‐	  …	  

When LHS contains only one column the “” is optional (for 
convenience). Similarly RHS need not be wrapped with list().



Overlapping range joins - new feature
Which ranges from Query overlap with Subject?

start end

10 16

20 35

30 45

start end

12 15

41 50

7 9

33 34

start end

10 16

NA NA

NA NA

20 35

30 45

Query Subject
foverlaps(query,	  subject,	  type=”within”)


