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1), Skb_buff

/* To allow 64K frame to be packed as single skb without frag_list */
#define MAX_SKB_FRAGS (65536/PAGE_SIZE + 2)

typedef struct skb_frag_struct skb_frag_t;

struct skb_frag_struct {
struct page *page;
__ul6 page_offset;
__ul6size;

&

/* This data is invariant across clones and lives at
* the end of the header data, ie. at skb->end.
*/
struct skb_shared_info {
atomic_t dataref;
unsigned shortnr_frags;
unsigned shortgso_size;
/* Warning: this field is not always filled in (UFO)! */
unsigned shortgso_segs;
unsigned short  gso_type;
unsigned int ip6_frag_id;
struct sk_buff *frag_list;
skb frag t  frags[MAX_SKB_FRAGS];
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void netif_carrier_on(struct net_device *dev)
{ /ltest_and_clear_bit - Clear a bit and return its old value
if (test_and_clear_bit(_ LINK_STATE_NOCARRIER, &dev->state))
linkwatch_fire_event(dev);
if (netif_running(dev))
__netdev_watchdog_up(dev);

}

static inline netif carrier off(struct net device *dev)
{

/ltest_and_set_bit - Set a bit and return its old value

if (!test _and set bit( LINK STATE NOCARRIER, &dev->state))
linkwatch fire event (dev);



IXFE, netif_carrier_on <1 /1] linkwatch_fire_event, ‘&4 @& — Iw_event 45#4:

struct Iw_event {
struct list_head list;
struct net_device *dev;
¥
HA XA GE WAL Cevent->dev = dev;) IS BAF
spin_lock_irgsave(&Ilweventlist_lock, flags);
list_add_tail(&event->list, &lweventlist);
spin_unlock_irgrestore(&lweventlist_lock, flags);

SR 52 schedule_ work(&linkwatch_work) H1 4 #% 26 F 25 4b BRIX S8 4, &
linkwatch_run_queue(void)2: 5¢ il iX $e b #E T 4F
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list_for_each_safe(n, next, &head) {
struct lw_event *event = list_entry(n, struct lw_event, list);
struct net_device *dev = event->dev;

if (dev->flags & IFF_UP) {
if (netif_carrier_ok(dev)) {
dev_activate(dev);
} else
dev_deactivate(dev);
netdev_state_change(dev);

AfLUE R, e R TAEZ — U2 netdev_state_change(dev):
void netdev_state change(struct net_device *dev)

{
if (dev->flags & IFF_UP) {
raw_notifier_call_chain(&netdev_chain,
NETDEV_CHANGE, dev);
rtmsg_ifinfo(RTM_NEWLINK, dev, 0);
}
}
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* Incoming packets are placed on per-cpu queues so that
*no locking is needed.
*/
struct softnet_data
{
struct net_device *output_queue;
struct sk_buff_headinput_pkt_queue;
struct list_head poll_list;
struct sk_buff *completion_queue;

struct net_device backlog_dev; /* Sorry. 8) */
#ifdef CONFIG_NET_DMA

struct dma_chan *net_dma;
#endif

h
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struct net_device *output_queue;
struct sk_buff *completion_queue;

XA TS, R T R

struct sk_buff_head input_pkt_queue;

struct list_head poll_list;

struct net_device backlog_dev;

X =AM s, G input_pkt_queue 5 backlog_dev 1Y+ non-NAPI ¢ NIC,
input_pkt_queue &R EIEBA SISk, AT netif_rx()H, JEERK B BRI poll 3L
process_backlog()4b#iX /> SKB A%,

poll_list JlJ2 A7 £ di A A5 A A B NIC B a5 BA%. XF T non-NAPI BKZok i, BIR&
backlog_dev.
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11 3¢59x H] vortex_interrupt(), e 2 W AT A7 s FRMELAR L AR B B4 -

if (status & RxComplete)
vortex_rx(dev);
wl, MR, AEEROESEAAEG X, TR S R R £ vortex_rx(dev)
WG ERIA Crk, UREAZOHEE !

int pkt_len = rx_status & Ox1fff;
struct sk_buff *skb;

skb = dev_alloc_skb(pkt_len + 5);

if (skb '=NULL) {
skb->dev = dev;
skb_reserve(skb, 2); /* Align IP on 16 byte boundaries */
/* 'skb_put()' points to the start of sk_buff data area. */
if (vp->bus_master &&
! (ioread16(ioaddr + Wn7_MasterStatus) & 0x8000)) {
dma_addr_t dma = pci_map_single(VORTEX_PCI(vp), skb_put(skb,
pkt_len),
pkt_len, PCI_DMA_FROMDEVICE);
iowrite32(dma, ioaddr + Wn7_MasterAddr);
iowrite16((skb->len + 3) & ~3, ioaddr + Wn7_MasterLen);
iowrite16(StartDMAUp, icaddr + EL3_CMD);
while (ioread16(ioaddr + Wn7_MasterStatus) & 0x8000)
pci_unmap_single(VORTEX_PCI(vp), dma, pkt_len,
PCI_DMA_FROMDEVICE);

}
iowrite16(RxDiscard, ioaddr + EL3_CMD); /* Pop top Rx packet. */

skb->protocol = eth_type_trans(skb, dev);
netif_rx(skb);

B SE E BR BEAE A2 iE— A skb 4544 Az pkt_len+5 KU/NRIBE KR, AR JE M R
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int netif_rx(struct sk_buff *skb)
{

struct softnet_data *queue;
unsigned long flags;

/*



* The code is rearranged so that the path is the most
* short when CPU is congested, but is still operating.
*/

local_irg_save(flags);

queue = & __get_cpu_var(softnet_data);

if (queue->input_pkt_queue.glen <= netdev_max_backlog) {
if (queue->input_pkt_queue.glen) {
enqueue:
dev_hold(skb->dev);
__skb_queue_tail(&queue->input_pkt_queue, skb);
local_irg_restore(flags);
return NET_RX_SUCCESS;

netif _rx_schedule(&queue->backlog_dev);
goto enqueue;

XA OGS, K iX A SKB A B AH N 1 input_pkt_queue B F H, I i
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void __ netif _rx_schedule(struct net_device *dev)

{

unsigned long flags;

local_irg_save(flags);
dev_hold(dev);
list_add_tail(&dev->poll_list, & get cpu_var(softnet_data).poll_list);
if (dev->quota < 0)
dev->quota += dev->weight;
else
dev->quota = dev->weight;
__raise_softirg_irqoff(NET_RX_SOFTIRQ);
local_irg_restore(flags);

netif_rx_schedule() il /&4 13 25 R B BCE i (211 NIC B softnet_data [¥) poll_list BA%1, 2XJ5
il R AR T, LS Y 2 e B (AL B AR

R XHEEEHA netif_rx_schedule()&H 4&1E K, 124 queue->input_pkt_queue.glen==
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static irgreturn_t €100 _intr(int irg, void *dev_id)

{
if(likely(netif_rx_schedule_prep(netdev))) {
€100 _disable_irq(nic);
__netif_rx_schedule(netdev);
}
return IRQ_HANDLED;
}

A LUE R, PR AR Z AR E T, NAPL 7 X E A netif_rx_schedule(), TMi-E NAPI
7 I3 1 Al B eR B netif_rx () 16 B L 2 BA 7 1518 FH netif_rx_schedule(), 155, 7231 NAPI
J5 A, AT 2 netif_rx_schedule(&queue->backlog_dev), 11 NAPI i, 351 &
_ netif_rx_schedule(netdev), B & 1 2% JX 511 [1] net_device 2544, T A~ & queue H 1 backlog_dev.

(3), net_rx_action()
netif_rx_schedule()fili & 17~ 25 AT, XA T 25 HAT net_rx_action():
static void net_rx_action(struct softirg_action *h)

{

struct softnet_data *queue = & get_cpu_var(softnet_data);
unsigned long start_time = jiffies;

local_irq_disable();

while (Mist_empty(&queue->poll_list)) {
struct net_device *dev;

local_irq_enable();

dev = list_entry(queue->poll_list.next,
struct net_device, poll_list);



if (dev->quota <= 0 || dev->poll(dev, &budget)) {
o TR
Telse {

netpoll_poll_unlock(have);
dev_put(dev);
local_irg_disable();

}

M ERTEUE 2], N800 32 BT A T i DA B e A B e & R, X TR e, A
AT EAMBER poll BR%L

(4), poll %
NON—NAPI J53{:
X7 AV Z 1) poll B %L process_backlog:

struct softnet_data *queue = & get_cpu_var(softnet_data);

for (;;) {

local_irq_disable();
skb = skb_dequeue(&queue->input_pkt_queue);
local_irq_enable();

netif_receive_skb(skb);

}

EE LB CPU 1 softnet_data 4544, AR5 Py IL A A SKB, JfK Huds AL
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static int e100_poll(struct net_device *netdev, int *budget)
€100 _rx_clean(nic, &work_done, work_to_do);

static void e100_rx_clean(struct nic *nic, unsigned int *work_done,
unsigned int work_to_do)



/* Indicate newly arrived packets */

for(rx = nic->rx_to_clean; rx->skb; rx = nic->rx_to_clean = rx->next) {
int err = e100_rx_indicate(nic, rx, work_done, work to_do);
if(EAGAIN ==err) {

static int e100_rx_indicate(struct nic *nic, struct rx *rx,
unsigned int *work_done, unsigned int work_to_do)

struct sk_buff *skb = rx->skb;
struct rfd *rfd = (struct rfd *)skb->data;
rfd_status = le16_to_cpu(rfd->status);

[* Get actual data size */
actual_size = le16_to_cpu(rfd->actual_size) & Ox3FFF;

/* Pull off the RFD and put the actual data (minus eth hdr) */
skb_reserve(skb, sizeof(struct rfd));

skb_put(skb, actual_size);

skb->protocol = eth_type_trans(skb, nic->netdev);

netif_receive_skb(skb);

return O;

F BT AELE 100_rx_indicate() ' 58 i, X 3= 2 H % SKB [ — 48240, SR J5 I process_backlog(),
—FE, B netif_receive_skb(skb).

(5), netif_receive_skb(skb)
KRN, TR poll HrALBRAZC R (i B T EEE n) A SR PS4k 2 451
Rt iE—A~ SKB.
AP h—A> packet_type 45H35 R

struct packet_type {
__bel6 type;/* This is really htons(ether_type). */
struct net_device *dev; /* NULL is wildcarded here */
int (*func) (struct sk_buff *,



struct net_device *,
struct packet_type *,
struct net_device *);
struct sk_buff *(*gso_segment)(struct sk_buff *skb,

int features);
int (*gso_send_check)(struct sk_buff *skb);
void *af_packet_priv;

struct list_head list;

h

R FRESECN: type, AZEALI MY
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static struct packet_type ip_packet_type = {

.type = __ constant_htons(ETH_P_IP),

func =ip_rev,

.gso_send_check = inet_gso_send_check,

.gso_segment = inet_gso_segment,

j3
static int __init inet_init(void)
{
dev_add_pack(&ip_packet_type);
}
void dev_add_pack(struct packet_type *pt)
{
int hash;
spin_lock_bh(&ptype_lock);
if (pt->type == htons(ETH_P_ALL)) {
netdev_nit++;
list_add_rcu(&pt->list, &ptype_all);
}else {
hash = ntohs(pt->type) & 15;
list_add_rcu(&pt->list, &ptype_base[hash]);
}
spin_unlock_bh(&ptype_lock);
}

" LA #], dev_add_pack() 2 K — A PR IR R G M BE N — M ERR,
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*Ir struct list_head func=lic_rev
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func=packel_rcv

L. | struct list_head r—v list

ptype_all pe=ETH_P_ALL
(netdev_nit=2) sl

struct packet_type struct packet_type

int netif_receive_skb(struct sk_buff *skb)

{

list_for_each_entry_rcu(ptype, &ptype_all, list) {
if (Iptype->dev || ptype->dev == skb->dev) {
if (pt_prev)
ret = deliver_skb(skb, pt_prev, orig_dev);
pt_prev = ptype;

type = skb->protocol;
list_for_each_entry rcu(ptype, &ptype_base[ntohs(type)&15], list) {
if (ptype->type == type &&
('ptype->dev || ptype->dev == skb->dev)) {



if (pt_prev)
ret = deliver_skb(skb, pt_prev, orig_dev);

pt_prev = ptype;

if (pt_prev) {
ret = pt_prev->func(skb, skb->dev, pt_prev, orig_dev);
}

return ret;

}

netif_receive_skb() 1) 3= ZE4E FARIILAE P AN 0 D R e v, sz — i) ptype_all %,
TRV I B N R )88 sniffer, $5 LALZYIX LY sniffer, )Nl ptype _base, XA
A AR PSR . B B R, 2 ethd S2008]—AN 1P Bl wnt, & oo ml kit
— A BIAL A ptype_all fER T packet_type, ‘EAI1#8H1 package rov AbFE, SR FFARYE
HASH {H, 7E#]15%—/ HASH £, KiE—gr28h ETH_P_IP 1285, & H ip_rcv
AEEE . I RIEXANEE IS IS P Z TG A RIS AN RIS
o, XA deliver_skb(skb, pt_prev, orig_dev) 2= 5¢ i -
static __inline__ int deliver_skb(struct sk_buff *skb,

struct packet_type *pt_prev,

struct net_device *orig_dev)

atomic_inc(&skb->users);
return pt_prev->func(skb, skb->dev, pt_prev, orig_dev);

}

ATLVER], e MR A, e A HATAHERY. packet_type LY func AbEERREL, Wixt T
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(1), __netif_schedule ()
AN B RAER AR, B ] __netif_schedule ()2 abHUX S H 4.

void __ netif _schedule(struct net_device *dev)



if (1test_and_set_bit(_ LINK_STATE_SCHED, &dev->state)) {
unsigned long flags;
struct softnet_data *sd;

local_irg_save(flags);

sd = &_get cpu_var(softnet_data);
dev->next_sched = sd->output_queue;
sd->output_queue = dev;
raise_softirg_irqoff(NET_TX_SOFTIRQ);
local_irg_restore(flags);

AR D BEAR T B, i K AT Al BRI 1 %0 softnet_data ¥ output_queue BA %)
ki, XREEE, ~AMRSEMAZELHEN, R -AREHIREN
__LINK_STATE_SCHED i, F/RXAR& DL scheduled, BiA Y ZH—IRPATIX AN R
BT o RFIEA KB, B W 25T net_tx_action().

(2), net_tx_action()
XA REO e A, Ho— 2RI softirg_action H5¢ )% BA 41 completion_queue H 1) skb.

BAVIE, MARGIEATAER W LSO, B N AZSRAT (I TR N T, (R RAT 7
FEHE BRSO SKB, Xt TR B R IR T, T DAAE AN B [ B HE A B A A% IR i
FEARRE NS, FTLL, M%7 RS 4E softirg_action Z5#) R E T — 58 A 471
completion_queue, % NAZELE T B SCHORE I skb B, 441 dev_kfree_skb_irq(skb):

static inline void dev_kfree_skb_irg(struct sk_buff *skb)

{
if (atomic_dec_and_test(&skb->users)) {
struct softnet_data *sd;
unsigned long flags;
local_irg_save(flags);
sd = &_get cpu_var(softnet_data);
skb->next = sd->completion_queue;
sd->completion_queue = skb;
raise_softirg_irqoff(NET_TX_SOFTIRQ);
local_irg_restore(flags);
}
}

ATLUE S, IR BOERIRTA skb 22 1], i K EHE A 5E A1 completion_queue ',
Il AR W, AR R AT BCE RS AR, X2 ISR R net_tx_action()>R 5K
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clist = sd->completion_queue;
sd->completion_queue = NULL;
local_irg_enable();

while (clist) {
struct sk_buff *skb = clist;
clist = clist->next;

BUG_TRAP(latomic_read(&skb->users));
__kfree_skb(skb);

net_tx_action()f) 75— MESS, WRRAMES, MR RIEEPAT -
if (sd->output_queue) {
struct net_device *head;

local_irg_disable();

head = sd->output_queue;
sd->output_queue = NULL,;
local_irg_enable();

while (head) {
struct net_device *dev = head;
head = head->next_sched;

smp_mb__before_clear_bit();
clear_bit(_LINK_STATE_SCHED, &dev->state);

if (spin_trylock(&dev->queue_lock)) {
qdisc_run(dev);
spin_unlock(&dev->queue_lock);

Yelse {

netif_schedule(dev);

IEEAEOUT, B4 output_queue BAFI A [FAG fp I KT A B HR R0 8 38 [T — 1R, IEXE 8N
2% H qdisc_run(dev) & iEE . 763X B, qdisc_run(dev)& )& T QoS HIN A T o X HLIkAT]
HFEBAIE, qdisc_run(dev)& ik “ &A1& 7 1) skb SR G 1% 1645 dev_hard_start_xmit(skb, dev).



(3), dev_hard_start xmit(skb, dev)
KRR, SRR RAAEME sniffer, ZUEAFERG (netdev_nit A% T
0), K —AEIAE dev_queue xmit_nit(skb, dev) & IX 45 :
if (likely('skb->next)) {
if (netdev_nit)
dev_queue_xmit_nit(skb, dev);

B2 5w ISR ) hard_start xmit 58 o KR35 TAE T -
return dev->hard_start xmit(skb, dev);

hard_start_xmit() R ZE 2 SR FTACTE, — MO A1 D M A 58 S I A0E TAE . IX e —
AN, 0 RIS Bl S IR A 5 AN YR scatter/gather 10, £E _F I AR50k i3 A7
4y Fr i) (fragments, Bl skb_shinfo(skb)->nr_frags AN%5F 0 ), ‘& L figiliid skb_linearize(skb)
Ha BRI skb BB il — M 4 1) skb TREAIT D M A
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