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Figure 1. 3D surfaces generated by two implementations of natural neighbor interpolation: (a) the proposed implementation
and (b) compound signed decomposition implementation.

ABSTRACT
Natural neighbor interpolation is a powerful method for data estimation in geo-
science applications where measurements are scattered. However, this method
is not easy to implement, and some simple implementations are numerically un-
stable. We describe a stable and fast implementation and make some in-depth
comparisons with existing implementations.
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1 INTRODUCTION

Interpolation of scattered data is fundamental for many
applications in geoscience. These applications include
numerical modeling of mantle convection, crustal defor-
mation and associated thermal conduction/advection,
seismic tomography, and the interpolation of topo-
graphic, gravitational, magnetic or other data fields
(Sambridge et al., 1995).

For a given set of known samples, using different in-
terpolation methods may yield totally different results.
However, if we implement a single method in differ-
ent ways, we may also get different results. Surfaces in
Figure 1 are interpolated using two implementations of
a single method called natural neighbor interpolation.
The spike in surface (b) shows a numerical instability.
This leads us to the principle focus of this paper: im-

plementation is a crucial and often overlooked issue in
natural neighbor interpolation.

Generally, the purpose in interpolation of scattered
data is to determine values of any point in space, using
N pairs (xi, fi), (i = 1, 2, ..., N) as inputs, where xi ∈
Rn is the coordinate n-tuple of the ith known sample
point and fi ∈ R is the corresponding data value.

Numerous interpolation methods exist in the liter-
ature. Examples include inverse-distance weighted av-
eraging (IDWA), kriging, adaptive normalized convo-
lution (ANC), radial basis function (RBF) based in-
terpolation, and natural neighbor interpolation. These
methods can be divided into two categories, depending
on which points are used to determine the interpolated
value at a point x. These two categories are global and
local interpolations. In global interpolations, all known
data are used. The computational cost of global meth-
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ods increases with the amount of known data. In con-
trast, local techniques only use part of the data that
fall within a defined neighborhood of x. Therefore, if
the number of known samples increases, the cost does
not grow so quickly.

IDWA and RBF based interpolations were initially
introduced as global methods. However, local versions
exist based on some simple definitions of local neigh-
borhoods. For example, one can use a fixed number of
nearest data (usually called k-nearest neighbors) to per-
form the interpolation. Alternatively, one can simply use
all data lying inside a circle centered at x with fixed
radius. Since data in geoscience applications are often
distributed sparsely and anisotropically, these simple lo-
cality definitions may be inadequate. Natural neighbor
interpolation, a local method based on the Voronoi dia-
gram (Sibson, 1981; Berg et al., 2008), has an intrinsic
advantage in dealing with geoscience interpolation prob-
lems (Watson et al., 1987; Watson, 1992; Foster and
Evans, 2008). The Voronoi diagram adapts automati-
cally to the spatial distribution of scattered geoscience
data.

There have been a number of implementations pro-
posed for natural neighbor interpolation. However, these
methods are either computationally costly or difficult to
implement. We propose a fast and stable implementa-
tion of natural neighbor interpolation. The key idea of
this implementation is to reuse intermediate results dur-
ing computation as much as possible. We will describe
our method after introducing some basic definitions and
reviewing existing implementations.

2 NATURAL NEIGHBOR
INTERPOLATION

Natural neighbor interpolation was first proposed by
Sibson (1981). Before we go into further detail about
this particular interpolation method, let’s consider the
definitions of the Voronoi diagram and Delaunay trian-
gulation as well as the relationship between them. These
concepts are building blocks of natural neighbor inter-
polation.

2.1 Voronoi diangram and Delaunay
triangulation

The Voronoi diagram of known data sites xi(i =
1, ..., N) is a space partition (Berg et al., 2008). Each
site xi is encompassed by a convex polygon V (xi) called
the Voronoi cell (see Figure 2), which is defined as a set
of points that are closer to xi than to any other known
data sites xj(j 6= i). If two polygons V (xi) and V (xj)
share an edge, we call them adjacent cells. For example
in Figure 2, V (x1) and V (x2) are adjacent, but V (x1)
is not adjacent to V (x3).

Simply connecting sites with those in adjacent
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Figure 2. The Voronoi diagram (solid lines) and its dual
graph–Delaunay triangulation (dashed lines).

Voronoi cells yields the Delaunay triangulation of the
sites. (See Figure 2.) The Voronoi diagram and its cor-
responding Delaunay triangulation are dual (Berg et al.,
2008) which means that

• Edges in the Delaunay triangulations are perpen-
dicular to the corresponding Voronoi edge. For example,
the Delaunay edge which connects xi and xj is perpen-
dicular to the Voronoi edge shared by cells V (xi) and
V (xj). If xi and xj are not adjacent, there is no edge
connecting xi and xj . The Delaunay triangulation is
unique because the Voronoi diagram is unique.
• Vertices of Voronoi polygons are circumcenters

(centers of circles passing through three vertices) of
corresponding Delaunay triangles. The Voronoi vertex
shared by cells V (xi), V (xj) and V (xk) is the circum-
center of Delaunay triangle 4xixjxk.

Duality plays an important role in the definition and
computation of natural neighbor interpolation.

2.2 Definitions

Natural neighbors are defined as two sites whose
Voronoi cells share a common edge. To determine the
natural neighbors of an interpolation point x, one can
imagine this point is virtually inserted into the Voronoi
diagram. This virtual insertion modifies the original
Voronoi diagram and creates a new Voronoi cell V (x),
a set of points that are closer to x than to any known
xi. Figure 3c shows that V (x1), V (x2), V (x3), V (x4)
and V (x5) share edges with V (x); consequently, sam-
ple points x1, x2, x3, x4 and x5 are natural neighbors
of x. Weighted averaging of the sample values for these
natural neighbors gives the interpolated value at x.

Different averaging functions yield a variety of nat-
ural neighbor interpolants. Among them, Sibson’s inter-
polant (Sibson, 1981) is the most commonly used one



Natural neighbor interpretation 209

in natural neighbor interpolation and is defined as

f(x) =

P
i ai · f(xi)P

i ai
, (1)

where ai is the overlap area corresponding to the known
data site xi. (See Figure 3c.) The term overlap area
here refers to the area shared by V (xi) and V (x). [The
overlap polygon is called the second-order Voronoi cell
(Sambridge et al., 1995).] In this paper, we consider only
Sibson’s interpolant.

If sample point xi lies outside of the convex hull
of all known sample points, the overlap polygon is un-
bounded and ai in equation 1 is infinite. Therefore, only
points that lie inside the convex hull of known sample
points xi can be interpolated using equation 1. This
brings about the extrapolation problem.

2.3 Features and developments

A number of advantages of natural neighbor interpola-
tion are discussed in the literature (Sibson, 1981; Wat-
son et al., 1987; Sambridge et al., 1995; Bobach et al.,
2006; Bobach et al., 2009). Some of these inherent ad-
vantages allow this type of interpolation to conform well
to geoscience requirements. Li and Götze (1999) and
Foster and Evans (2008) give benchmarks for a num-
ber of scattered data interpolation methods with geo-
physical applications. Comparisons show that natural
neighbor interpolation performs best in their test cases.

However, significant disadvantages of natural
neighbor interpolation is that its implementation is rel-
atively difficult. Several papers are concerned with the
following implementation issues:

• simplicity (Park et al., 2006)
• numerical stability (Hiyoshi, 2008)
• extrapolation (Park et al., 2006; Bobach et al.,

2009)
• extension to 3D (Sambridge et al., 1995; Boissonnat

and Cazals, 2000)

Except for discrete sibson interpolation (Park et al.,
2006), all of the implementations mentioned above rely
on the Voronoi diagram or Delaunay triangulation. In
this paper, we refer to these methods as geometric im-
plementations. Generally, interpolating a value f(x) at
an arbitrary point x using a geometric implementation
requires three steps:
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Figure 3. Three steps of the geometric method for comput-
ing the value at x. The darker area in (c) is the overlap area
corresponding to x1
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Natural Neighbor Interpolation (NNI)

(1) Locate the point x. Does x lie inside the convex
hull of known data sites? Which Delaunay triangle
contains x? (See Figure 3a.)
(2) Determine which triangles will no longer be

Delaunay triangles if x is added to the Delaunay
triangulation of known data sites. (Which triangles
have circumcircles that contain x?) For example,
shaded triangles in Figure 3b are in this set.
(3) For all vertices of these triangles (the natural

neighbors), compute Sibson’s weights. (See
Figure 3c.)

Henceforth, we will illustrate different geometric
implementations by following this three-step process.

2.4 Extension to 3D

Natural neighbor interpolation is defined in Rn. In prac-
tice, 2D and 3D natural neighbor interpolations are
most widely used. Hence, there is a need for an easy
and efficient extension of a 2D implementation to 3D.
3D geometric implementations rely on more complex
data structures, for example, 3D Voronoi polyhedra and
Delaunay tetrahedra. In 2D, the key to computing Sib-
son’s weights in step (3) is to determine overlap areas.
In 3D, one must compute volumes of overlap polyhedra.
In addition, computational cost is higher in 3D imple-
mentations.

In the next section, we will first discuss implemen-
tations in 2D and then investigate their extensions to
3D version.

3 GEOMETRIC IMPLEMENTATIONS

In 2D, different methods for computing the overlap ar-
eas in step (3) of NNI lead to different geometric im-
plementations. Since the vertices of overlap polygons
are circumcenters of Delaunay triangles, a brute-force
method for computing Sibson’s weight is to collect the
centers, and then determine areas of the overlap poly-
gons. However, this implementation is computationally
costly. Below, we introduce more efficient implementa-
tions.

3.1 Watson-Sambridge

Watson et al. (1987) and Watson (1992) introduced the
natural neighbor interpolation into geoscience with this
implementation, which was first extended to 3D by Sam-
bridge et al. (1995). Many applications using natural
neighbor interpolation have adopted this implementa-
tion (Li and Götze, 1999). Watson (2001) used the name
compound signed decomposition as he extended the im-
plementation to n dimensions and spherical coordinates.
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Figure 4. The computation of the overlap area for x1 with
the Watson-Sambridge implementation.
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The compound signed decomposition implementa-
tion is summarized by the sequence shown in Figure 4.
To compute the overlap area corresponding to x1, the
method walks through Delaunay triangles that reference
x1 and other natural neighbors of x. (See Figure 4a and
b; x1x2x4 and x1x4x5 are such triangles.) Vertices of
the shaded triangles in Figure 4a and b are circumcen-
ters. The sign of a triangle’s area is determined by the
order of its vertices. If its vertices lie in counterclock-
wise order, the area is positive. In contrast, clockwise
order yields a negative area. By summing up areas with
appropriate signs, one can determine areas of overlap
polygons. (See Figure 4c.) This implementation natu-
rally combines steps (2) and (3) in the three-step pro-
cess for NNI.

Although widely used, this implementation is not
ideal, as illustrated by the instability shown in Figure
1b. The spike is caused by rounding errors, numerical
instability addressed by Hiyoshi (2008). Sambridge et
al. (1995) emphasize that this instability occurs when
an interpolation point lies exactly on a Delaunay edge.
However, in the case shown in Figure 1, the interpo-
lation point does not lie exactly on a Delaunay edge.
This singularity is caused by catastrophic cancellation,
subtracting one large value from another large value, as
shown in Figure 5. Here, x is close to Delaunay edge
x1x4. This fact makes the center of the circle passing
through x, x1 and x4 distant from x. Note that the cir-
cumcenter of triangle4x1xx4 lies far outside this figure,
so that the shaded areas in Figure 5a and b are huge.
Even when using double precision, 16 significant digits,
one cannot avoid this catastrophic cancellation in this
implementation.

3.2 Braun-Sambridge

To avoid catastrophic cancellation, Braun and Sam-
bridge (1995) developed another implementation, which
computes areas using Lasserre’s method (Lasserre,
1983).

By definition, all points inside the overlap polygons
satisfy a system of linear inequality constraints:

Ax 6 b, (2)

where A is a m×n matrix and b is a vector with n ele-
ments. Here, m is the number of polygon boundaries and
n is the dimensionality. In 2D, n = 2. For x1 in Figure 6,
the first bounding edge of the shaded overlap polygon is
c1c2, the perpendicular bisector of xx1. Other bound-
ing edges are perpendicular bisectors of x1x2, x1x4 and
x1x5. Note that x2, x4 and x5 are natural neighbors of
x and are also adjacent to x1 in the Voronoi diagram.

Lasserre (1983) designed a recursive formula to
compute volume in n dimensions:

V (n,A,b) =
1

n

mX
i=0

bi

|ait|
V

′
it(n− 1, Āi,t, b̄t), (3)
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Figure 5. The computation of the overlap area for x1 in
the Watson-Sambridge implementation when x is close to
one Delaunay edge.
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Figure 6. Braun-Sambridge implementation. Perpendicular
bisectors of dashed lines are boundaries of overlap polygons.

where Āi,t is the reduced matrix obtained from A by
eliminating the tth variable using the equation ai · x =
bi, where ai is the ith row by A, b̄t is the corresponding
reduced vector and ait is the tth element of ai. More
detail can be found in Braun and Sambridge (1995).

This method avoids the catastrophic cancellation in
Watson-Sambridge implementation. However, it is com-
putationally more costly.

3.3 Hiyoshi

To overcome the instability in the compound signed
decomposition implementation, Hiyoshi (2008) presents
another solution.

The following typographical errors in his paper
should be corrected as indicated below.

• Lemma 2. on page 345 should be

2 · −→xix · −−−→miri,j = Ξti,j (x).

• In pages 334-337, all Γ(x) should be Γ(xi).

Hiyoshi’s idea is to replace subtractions in step (3)
with dot products of vectors. In addition, he does not re-
strict his implementation to Sibson’s interpolation, but
he gives a general framework for all natural neighbor in-
terpolants (for example, the Laplace interpolant). More
detail can be found in Hiyoshi (2008). Unfortunately,
this method is much difficult to implement than other
methods.

3.4 Boissonnat-Cazals

Again, to avoid instabilities caused by subtractions in
computing overlap areas, Boissonnat and Cazals (2000)
propose another decomposition method. Instead of us-
ing compound signed decomposition, they decompose

the polygons into triangles with only positive areas, as
shown in Figure 7.

However, the extension to 3D of their decomposi-
tion is complicated.

3.5 3D implementations

All implementations mentioned above, with the excep-
tion of that by Hiyoshi (2008), have 3D versions. How-
ever, same 3D versions are complicated and thus diffi-
cult to implement.

Compared to the 2D version, the 3D Watson-
Sambridge implementation maintains a large table to
store vertex orders, which determine signs of tetrahedra.
Numerical instabilities present in the 2D implementa-
tion remain in the 3D version.

Extending the 2D Braun-Sambridge implementa-
tion to 3D is more straightforward. The only change
from 2D to 3D in this method is n = 3 rather than
n = 2, so that in equation 2 matrix A has 3 columns
and b has 3 elements. The same recursive scheme can
be used to compute the volume bounded by the system
of inequality constraints.

In Boissonnat-Cazals implementation, some parts
need to be modified for computing volumes. Instead
of decomposing 2D overlap polygons into triangles,
their 3D implementation decomposes overlap polyhedra
into tetrahedra. The volumes of overlap polyhedra are
thereby reduced to sums of volumes of tetrahedra.

4 OUR IMPLEMENTATION

In this section, we describe an efficient and stable im-
plementation. Our implementation is similar to the
Braun-Sambridge implementation and to the Boissonat-
Cazals implementation, in that it also decomposes over-
lap polygons into smaller parts. However, instead of de-
composing polygons into triangles, we compute areas by
accumulating edge contributions. The key idea of our
implementation is to reuse edge contributions as much
as possible. Triangles inside a polygon, like the shaded
triangles in Figure 7, never appear inside another poly-
gon. However, edges are always shared by more than one
overlap polygon, as shown in Figure 8. This fact makes
our implementation efficient.

4.1 2D implementation

Our implementation is simply a stable and efficient
method for computing the overlap areas ai for the nat-
ural neighbors.

As in other implementations of natural neighbor in-
terpolation, we first find the natural neighbor triangle
that contains the point x, and then recursively visit ad-
jacent triangles, taking care to visit no triangle more
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Figure 7. Illustration of the Boissonnat-Cazals implemen-
tation for the situation shown in Figure 5.
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Figure 8. An edge c1o1 shared by two overlap polygons.
This edge has one green endpoint o1 and one blue end-
point c1. o1 and c1 are the circumcenters of 4x1x4x5 and
4x1xx5, respectively.
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Figure 9. Computing area of a polygon by accumulating
edge contributions.

than once, until we have visited all natural neighbor
triangles.

As in the Watson-Sambridge method, as we visit
each natural neighbor triangle, we accumulate contri-
butions to the overlap areas ai for the natural neigh-
bors xi. However, to avoid catastrophic cancellation, we
accumulate these overlap areas ai in a different way.

We use the fact (Gelder, 1995) that the area of any
polygon with k vertices pi(i = 1..k) is

A =
1

2

kX
i=1

(pi × pi+1), (4)

where the index i + 1 is computed modulo k, so that
pk+1 = p1. This formula for area is valid for any planar
polygon in 2D or 3D (see Figure 9). The area of the
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polygon is the magnitude of the vector sum A, which is
orthogonal to the plane containing all polygon vertices
pi. The out-of-plane component of this vector is positive
if the vertices pi are indexed in counterclockwise order
when viewed from above the plane.

All polygon vertices pi in Equation 4 are circum-
centers of triangles. Some of those triangles are the so-
called natural neighbor triangles. Let the oj denote the
corresponding circumcenters of these triangles. We ac-
cumulate the contributions of cross products oj × oj+1

in the area formula as we visit each natural neighbor
triangle (see Figure 10).

Specifically, as we visit each natural neighbor tri-
angle, we accumulate the contributions of up to three
cross products in the area formula. Each such pair cor-
responds to the natural neighbor triangle and one ad-
jacent triangle, if the latter exists and is also a natural
neighbor triangle. The circumcenters of these two nat-
ural neighbor triangles contribute one cross product to
the area formula. Each such cross product contributes
to the overlap areas for the two natural neighbors shared
by the two natural neighbor triangles.

Because each triangle has three edges, it may have
up to three adjacent triangles, and there exist up to
three possible contributions of the sort oj×oj+1. There-
fore, up to three overlap areas ai may be updated as we
visit each natural neighbor triangle.

For each edge of a natural neighbor triangle that
we visit, if we find that an adjacent triangle does not
exist or is not a natural neighbor triangle, then we know
that the corresponding edge must be one of the natu-
ral neighbor edges ei. (Indeed, this is how we find the
natural neighbor edges, as we recursively visit natural
neighbor triangles.) We store each such triangle edge ei

that we find in a circular linked list of edges stored in
counterclockwise order. We also store the circumcenter
ci of the triangle formed by the edge ei and the inter-
polation point x, along with the circumcenter oj of the
triangle being visited. We named ci new circumcenters,
and oj old circumcenters.

In Figure 10 and 11, we have 5 natural neighbors
x1..x5 and 3 natural neighbor triangles. Thus we have 5
natural neighbor edges e1..e5, 5 overlap areas a1..a5, 5
new circumcenters c1..c5 and 3 old circumcenters o1..o3.
In this case, i = 1..5 and j = 1..2.

After we have visited all natural neighbor trian-
gles, we then process the edges in circular linked list
of natural neighbor edges ei. Each such edge ei con-
tributes three cross products to the overlap areas. Two
of these contributions correspond to the cross product
ci×oj , where ci and oj are the two circumcenters stored
with the edge. The third contribution corresponds to
the cross product cj ×cj+1. For example, in Figure 11c,
x1x2 (e2) contributes c2o2 to a1, o2c2 to a2 and c1c2

to a1.
Our accumulation of all overlap areas ai is complete

after we have
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Figure 10. The first step: visiting natural neighbor trian-
gles. During the visit, edge contributions oj × oj+1, j = 1..2
are accumulated into corresponding overlap areas. Moreover,
linked list of natural neighbor edges ei, i = 1..5 are stored.
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(1) visited all natural neighbor triangles and
(2) processed all natural neighbor edges.

We then compute the sum a of the overlap areas ai and

the Sibson weights
ai

a
for each natural neighbor of the

interpolation point x.
Our implementation is similar to the Watson-

Sambridge implementation. First, when computing the
Sibson weights, we visit each natural neighbor triangle
only once. Second, as we visit each natural neighbor
triangle, we accumulate overlap areas for up to three
natural neighbor vertices xi.

The key difference is that, in our implementation,
we never compute circumcenters of triangles formed by
the interpolation point x and triangle edges that shared
by two natural neighbor triangles (dashed lines in Figure
10). These shared triangle edges lie inside the polygon
formed by the natural neighbor edges, and numerical
instabilities in the Watson-Sambridge implementation
occur when the point x lies near these inside edges.

Another difference is that, as we visit natural neigh-
bor triangles, we construct a list of natural neighbor
edges for processing later (solid lines in Figure 10). Con-
struction of this edge list makes our implementation
only slightly more costly than the Watson-Sambridge
implementation.

To further improve numerical stability, we perform
all computations in a shifted coordinate system in which
the interpolation point x is the origin. In other words,
we subtract the point x from each of its natural neighbor
vertices xi, before computing circumcenters and cross
products.

4.2 Extension to 3D

This implementation can be naturally extended to 3D.
In Gelder (1995), the volume of a polyhedron R, which
has m faces (F1, F2, ..., Fm), is given by

V =
1

3

mX
i=1

PFj ·Aj , (5)

where Aj is the vector area of Fj (Aj can be computed
as A in equation 4) and PFj is an arbitrary vertex of
Fj . Substituting equation 4 in equation 5, one can see
that the volume computation simply involves computing
edge contributions.

Similar to the 2D case, boundaries of the natural
neighbor region must be found and stored. In 3D, trian-
gular faces of tetrahedra, rather than Delaunay edges,
must be stored. Then, the corresponding green end-
points and blue endpoints are determined by computing
circumcenters of tetrahedra.

4.3 Performance

We illustrate Watson-Sambridge, Braun-Sambridge and
our implementation for 2D in Figure 12. The nine black

Figure 13. The ratio of CPU time of the Braun-Sambridge
implementation and our implementation, with different
known samples. Here, the horizontal axis indicates how many
samples are known in each dimension, e.g., 3 samples per di-
mension means we have 3× 3× 3 = 27 known samples.

dots represent the locations of known samples located
uniformly in the space [0, 1] × [0, 1]. The value of a
known sample (x, y) is f(x, y) = sin(πx) sin(πy). We
interpolate between these known samples using natural
neighbor interpolation and compute differences between
the interpolation values and f(x, y) at all samples in
[0, 1]× [0, 1] with the sampling interval 0.01. Colors rep-
resent sample values. We can clearly see some shortcom-
ings in the Watson-Sambridge implementation. As ex-
plained earlier, instabilities occur near Delaunay edges.

We benchmarked these implementations in 2D and
3D. We selected 3 × 3, 5 × 5, 7 × 7, 9 × 9 and 11 × 11
known samples in 2D and 3× 3× 3, 5× 5× 5, 7× 7× 7,
9 × 9 × 9 × 9 and 11 × 11 × 11 known samples in
3D from the functions f(x, y) = sin(πx) sin(πy) and
f(x, y, z) = sin(πx) sin(πy) sin(πz), respectively. Ta-
bles 1-4 show the time consumed by different imple-
mentations (the unit is second). The terms “scattered”
and “uniform” in these tables show the distributions of
known samples.

We benchmarked these implementations on an Ap-
ple Mac Pro apple workstation with 3 GHz Intel Xeon
CPU. Our method is slower than the Watson-Sambridge
implementation but faster than the Braun-Sambridge
implementation. Figure 13 demonstrates the efficiency
of our method compared to the Braun-Sambridge
method in different situations.

5 CONCLUSION

An efficient and stable implementation of natural neigh-
bor interpolation is described in this report. The key
idea is to reuse terms in the area formula as much as
possible, without sacrificing accuracy. In addition, sev-
eral simple improvements in computational issues are
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Figure 11. The second step: traversing the linked edge list stored in the first step. Edge contributions are computed and
accumulated into corresponding areas when boundaries (dashed lines) are traversed.
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(a) (b) (c)

Figure 12. Comparisons of different implementations: (a)-(c) are interpolation results of the Watson-Sambridge implementa-
tion, the Braun-Sambridge implementation and our implementation, respectively.

Watson-Sambridge Braun-Sambridge Our

3× 3 1.22 5.02 1.59

5× 5 1.23 5.44 1.68

7× 7 1.39 6.14 1.86

9× 9 1.41 6.42 1.89

11× 11 1.55 7.10 1.96

Table 1. The computational time of different implementations of natural neighbor interpolation in 2D for scattered data.

Watson-Sambridge Braun-Sambridge Our

3× 3 1.12 6.47 1.43

5× 5 1.14 6.70 1.52

7× 7 1.21 3.94 1.50

9× 9 1.24 4.24 1.62

11× 11 1.30 4.13 1.61

Table 2. The computational time of different implementations of natural neighbor interpolation in 2D for uniform data.

Watson-Sambridge Braun-Sambridge Our

3× 3× 3 0.63 8.42 0.75

5× 5× 5 0.98 16.45 1.14

7× 7× 7 1.02 17.02 1.22

9× 9× 9 1.13 19.50 1.36

11× 11× 11 1.22 20.86 1.44

Table 3. The computational time of different implementations of natural neighbor interpolation in 3D for scattered data.
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Watson-Sambridge Braun-Sambridge Our

3× 3× 3 0.67 10.90 0.81

5× 5× 5 0.85 13.33 1.01

7× 7× 7 0.91 14.76 1.10

9× 9× 9 0.92 14.27 1.11

11× 11× 11 0.99 15.48 1.21

Table 4. The computational time of different implementations of natural neighbor interpolation in 3D for uniform data.

introduced, such as preventing substantial value sub-
traction and avoiding the use of formulas which have
divisions.

Instead of using geometric implementations, one
can also implement natural neighbor interpolation us-
ing discrete sibson interpolation (Park et al., 2006). The
main advantage of discrete sibson interpolation is that
this method is easy to implement because overlap areas
need not be explicitly computed. The main disadvan-
tage is that one has to compute values at every sample
points in order to determine the value at one particular
sample point.

We also restrict the topic to 2D and 3D implemen-
tations. In some applications, like the natural-elements
method (Braun and Sambridge, 1995) for solving par-
tial differential equations, the extension to higher di-
mensions may be useful. In the implementations men-
tioned above, the Braun-Sambridge implementation is
the most straightforward one for extending to higher
than three dimensions; this is the implementation used
in the natural-elements method (Braun and Sambridge,
1995). However, in most cases, solving partial differ-
ential equations using the natural-elements method
only requires 2D or 3D natural neighbor interpolation.
Hence, the proposed method can be a good substitution
for the Braun-Sambridge implementation because of its
high efficiency.

The code for our implementation can be found in
Mines Java Toolkit: http://boole.mines.edu/jtk/trunk/
src/edu/mines/jtk/interp/.
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