
Lecture 2. 2022.01.13 Math/Comp 562 Thursday  

Motivation:

http://proceedings.mlr.press/v97/recht19a.html

 

 

From errors to losses  

So far we discussed PAC learning bounds for the error (zero-one loss)
Next we are going to discuss learning bounds for more general losses. 
Review in tutorial/Notes general losses.

Classification losses

Margin loss: takes a score based classifier,   and a class , to a loss 
.  The classifier is 
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Logistic regression loss: takes a class probability  to a loss  or 

Multiclass versions: SVM or cross-entropy loss.

Regression loss: 

abstract loss, in general (could be advanced loss, such a triplet loss)

Theory can handle general losses. What changes?  

For general losses, we drop the "approximately correct" part of PAC.
Can't control the loss (i.e. make it small), Instead control the generalization gap. 

Study the error in terms of the "bias-variance decomposition"  

 true label function, 
,  minimizer of the true loss over the hypothesis class.

  minimizer of training loss

Section 5.2 Shalev Schwartz:

where    and 

 

Math review: Random variables  

Ref: Mohri Appendix C

probability space

A probability space consists of: sample space , events set  (subsets of  satisfying 
technical properties), probability distribution  
The distribution can be used to measure subset  (from the event set) 
We can draw samples independently  from  according to . 

Random Variable

A random variable is a function  with the technical property that it is 
measurable. 
Technical definition of measurable:    must be a measurable set for all 
intervals.  However, this definition rarely fails, except for artificially contructed examples.  
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(E.g. for Lebesgue measure, all continuous functions are measureable)
In the dataset  the data  are samples drawn from .  They 
are not random variables.  Note:  is usually vectors, but could be anything. 

Probability Space Example: Dice  

Roll two (different colored) dice.  

 is the numbers on the two dice , 

 is all subsets. (All subsets are measureble)
 is the probability of each roll (they are all equal, since sequence)

, the sum of the dice, is a random variable
All functions on this domain are measureable

Exercise:  

Define the probability set when the dice are indistinguishable.  Find the measure of the set 
where the sum is between 

Exercise:

What is the average sum obtained when you roll two dice? Answer: 7

What is the empirical average of rolling two dice?  

c = 7,  experiment is to measure empirical average of rolling dice. 

Probability Space Example: Natural Images  

ImageNet ImageNet Large Scale Visual Recognition Challenge (ILSVRC) :

 This dataset  spans 1000 object classes and contains 1,281,167 training images, 50,000 
validation images and 100,000 test images.  Images typically croppsed to 224X224 pixels by 3 
colors. 

Empirical dataset: each image in the dataset is equally likely.  

What is the underlying probability space for ImageNet?

 is the set of all  where . 

Note: Images stored in finite precision, so can also make it discrete.  

Distribution  of ImageNet images:
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We model these images as being drawn from an unknown distribution.   What can we say about 
?  It is a continuous density, since small ball around each image is the same.  So  

for some density .  

If you give a random vector  and a real image , then .  
We can assume further that the , for  random vectors, (with high probability). 

Random variables:

Random variable:  the function  given by the average pixel value is a random variable.  
So is any typical mathematical function of , since math functions are measurable.  
(Non-measurable functions are artificial/pathological, usually come from taking a non-
measurable set)
Random variable: given a label function  and a hypothesis  , the 
zero-one loss  is a random variable.
More generally, given a vector valued function  and a loss  , the 
loss  where  is the one hot vector,  is a random variable.   For example, 
cross entropy loss, margin loss. 

* Essential fact:  the loss of a model applied to data, , is a random variable *

Hoeffding's inequality (bound) and Estimation  

Application : Estimation. Biased Coin Toss.  

Consider coin, heads with probability . 

 random variable representation coin toss, outcome  or .

 is the number of tosses.
 is the error tolerance in the estimate.

How can we bound the error?  Let 
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Then 

With   bound is  

Participation quiz; what is the number RHS bound when   and  (=.27)

Note: 10 X smaller epsilon means 100X more  to get the same RHS bound. 

This shows how we can bound the error of an empirical estimate

Application: Test Loss versus Generalization loss  

Suppose we take a trained model .  We measure the loss, ,  on the (unseen) test set, , 
which has  pairs .  How does Hoeffding's inequality bound the (true) generalization 
loss?

Defininition:  

Interpretation:  

Since each  is sampled i.i.d from , then the loss at , is a random variable, 
 

The expected value off the loss, over the data distribution is 

With these interpretations, we can apply the Hoeffding inequality to bound the generalization 
gap:

(case where loss in in  )
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Discussion: Why can't we apply this estimate to the training error?  
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