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1. Problems

1.1. Tutorial problems. Tutorial problems are suggestions for problems to discuss in
tutorial (do not hand them in).

(1) Study the PAC learning bounds axis-aligned rectangles problem (see Mohri Ex-
ample 2.4 or Shalev-Schwatz), see also the tutorial. Note the learning bound is of
the form R(hS) ≤ 4

m
log(4/δ) with probability ≥ 1− δ. Where m is the number

of samples, in the dataset S, R(hS) is the generalization error.
(2) Look up figure 1 from Notes Lecture 3, or the paper http://proceedings.mlr.

press/v97/recht19a.html. Discuss the gap in the validation error going from
the original validation set to the new one. What does it say about how models
are overfitting? In the paper they argue that models are still ranked appropriately,
even if the accuracy is slightly overestimated. What does this say about how we
should interpret benchmark results?

(3) Review definition of Rademacher complexity. Review proof of Theorem 3.3.

1.2. Homework problems: conceptual. Write a paragraph to answer the following
problems. You can discuss with others, but use your own words. There is no correct
answer, but you will be graded on making a clear arguement.

(1) (Concept class and hypothesis classes: Overfitting and underfitting). Suppose
C represents a concept class, from which the true label function c is drawn,
and H represents a hypothesis class from which h is chosen. Consider the sets
I = H∩C andH\C, and C\H. How do these sets correspond to underfitting, and
overfitting? Explain why from this point of viewe H = C is ideal. Give examples
of each case (where there set differences are non-empty) using C axis-aligned
rectangles, and making a choice for H.

(2) Look at https://paperswithcode.com/sota/image-classification-on-imagenet
which gives the top 1 accuracy of ImageNet models over the years. Typical prac-
tice is to train several models, and choose the one which gets the best validation
accuracy. In this problem, let’s try to understand the gap between the actual
(true) accuracy of a model, and the test accuracy.
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• Suppose I train a single model, h, and obtain a validation accuracy of 80.9
percent (ResNext101, 2016). Find the bound on the true accuracy, given
by Hoeffding’s inequality, valid with probability at least 0.9 (Here using the
validation set with m = 50, 000 images)

• Common practice is to train 10 models and pick the one with the best
validation accuracy. Assuming this was done by (ResNext101, 2016), suggest
a better estimate for the true accuracy of the model. (Hint: is it reasonable
to subtract the bound found in the part above?). No need for a technical
analysis, but justify your answer.

(3) The Hoeffding inequality result applied to a chosen function (which has not
”seen” the data). If we train a function using the data, we have htrain = A(S),
the function obtained comes from an algorithm which depends on the dataset.
We argued that the assumptions of Hoeffding inequality no longer hold for this
function, because while it is true that each data point xi is still sampled iid
from the data distribution, the loss values θi are no longer independent. In this
problem, the goal is to make a clear argument why the indepedence fails. The
best answer is the most convincing. (Hint 1: prove this directly, be very careful
with the argument). (Hint 2: construct a simple classifier from the data using an
example and prove direclty that the loss values are correlated. For example define
the majority rule classifier to be h(x) = y where y is the most popular label in
S. Note, it’s okay if the classifier still generalizes, just want to show can’t apply
Hoeffding).

1.3. Homework problems: technical. Review the material from class notes/ tutorial/
textbook to solve the following problems. Turn them in, handwritten or typed.

(1) Use the first form of Hoeffding’s inequality, Prob[|LS(h) − LD(h)| ≥ ε] ≤
2 exp(−2mε2) to prove the second form, |LS(h) − LD(h)| ≤

!
log(2/δ)

2m
with

probability ≥ 1− δ for any δ ∈ (0, 1).
(2) Let X = [0, 1]2 the unit square. Consider the concept class C determined by a

vertical line in the square, hw(x1, x2) = 1 if x1 ≥ w and 0 otherwise. Prove a
learning bound of the form R(hS) ≤ c1

m
log(c2/δ) with probability ≥ 1− δ. Here

m is the number of samples in the dataset S, R(hS) is the generalization error,
and c1, c2 are constants to be determined. (Hint: refer to axis-aligned rectangle
example).

(3) Consider the function Φ(S) = supg∈G

"
E[g]− #ES[g]

$
from course notes and

from [M Theorem 3.3].
(a) Prove that Φ satisfies the bounded difference inequality with constants ci =

1/m.
(b) Prove that E[φ] ≤ 2Rm(G).


