
Spark – Decommissioning and node
blacklisting

Problem 
Spark dynamic resource allocation allows Spark applications to add and remove executors in the 
middle of a Spark application’s execution without affecting its stability. In particular, executor removal 
is safe when shuffle files are handled by the external shuffle service, which runs on each Spark worker 
node independently of any Spark executors. However, the external shuffle service stores the shuffle 
blocks on the local disk of the worker nodes, with no replication to other nodes, so this mechanism is 
not effective when nodes are removed. When a node is removed from the cluster while a Spark 
application is running, the loss of the external shuffle service on this node leads to 
FetchFailedException errors that trigger new attempts for the affected stages. Dynamic cluster 
configurations where cluster nodes are added and removed frequently are common in public cloud 
environments, so this has become a problem for Spark users.

To cope with this we propose implementing a mechanism in the line of YARN’s support for graceful 
node decommission or Mesos maintenance primitives. These changes allow cluster nodes to be 
transitioned to a ‘decommissioning’ state, at which point no more tasks will be scheduled on the 
executors running on those nodes. After a configurable drain time, nodes in the ‘decommissioning’ 
state will transition to a ‘decommissioned’ state, where shuffle blocks are not available anymore. 
Shuffle blocks stored on nodes in the ‘decommissioning’ state are available to other executors. By 
preventing more tasks from running on nodes in the ‘decommissioning’ state we avoid creating more 
shuffle blocks on those nodes, as those blocks won’t be available when nodes eventually transition to 
the ‘decommissioned’ state.

This mechanism must have a clean integration point so that it can be used with the different cluster 
managers (YARN, Mesos, standalone) supported by Spark.

Technical approach 
We have implemented a first version of this proposal for YARN, using Spark’s blacklisting mechanism 
for task scheduling ─available at the node level since Spark 2.2.0─ to ensure tasks are not scheduled on
nodes in the ‘decommissioning’ state.
We have defined a new Enumeration HostState that includes values for Decommissioning and 
Decommissioned states. This represents the state of a node from the Spark driver’s perspective, and 
can be converted from and to YARN org.apache.hadoop.yarn.api.records.NodeState 
values. A modified version of YarnAllocator processes the list of NodeReport for updated 
nodes available in the AllocateResponse that the YARN ApplicationMasterService 
returns as a response to the Spark application master heartbeat. For each updated host we send a  
HostStatusUpdate message to the YarnSchedulerBackend, which contains the host and the 
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new state translated into a HostState value. Handling this message is delegated by calling a new 
method of the parent CoarseGrainedSchedulerBackend, that handles updated host states. 
CoarseGrainedSchedulerBackend reacts to transitions into Decommissioning state by 
asking TaskSchedulerImpl to blacklist the node for the whole application, using its 
TaskSchedulerImpl field. If a node transitions back into running state, then 
CoarseGrainedSchedulerBackend reacts to that even by unblacklisting the node. 

With this solution it is the cluster manager, not the Spark application, that tracks the status of the node, 
and handles the transition from ‘decommissioning’  to ‘decommissioned’. The Spark driver simply 
reacts to the node state transitions. 

Testing 
All functionality has been tested with unit tests, with an integration test based on the 
BaseYarnClusterSuite, and with manual testing on a cluster. 

Open questions 
The main problem with this approach is that the decommissioning mechanism for YARN is not 
completely implemented (see YARN-914), and some of the parts that are implemented are only 
available from YARN 2.9.0 (see YARN-4676). For this reason, our current prototype has been tested 
running Spark on a version of Hadoop with additional patches. 
A workaround for this, which could be applied in the short term, would be implementing an 
administrative command to send node transitions to send HostStatusUpdate messages to 
CoarseGrainedSchedulerBackend. This command would be similar to the yarn rmadmin
-refreshNodes -g, which is currently used for decommissioning nodes in YARN.  This would be 
a secondary interface for decommissioning nodes, so nodes transitions could be signaled either by the 
cluster manager, or using the administrative command. 

Future work 
Additional actions can be taken when a node transitions to the ‘decommissioned’ state. For example we
might unregister all shuffle blocks for the executors running on that host, and retry the affected stages, 
without having to wait for a  FetchFailedException, which will improve the recovery time of the Spark 
application. 

Other subclasses of CoarseGrainedSchedulerBackend for other cluster managers like Mesos 
(MesosCoarseGrainedSchedulerBackend) or Spark Standalone 
(StandaloneSchedulerBackend) might be modified to receive a HostStatusUpdate 
message from the code that integrates from the cluster manager. HostStatusUpdate only contains 
a host identifier and a Spark specific HostState value, so this message is the integration point for 
other cluster managers. 
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