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Apache Sparkzh?

Apache Spark™ is a fast and general engine for large-scale data processing.

» ElC|0|&] 22| Engine

» Cl|OJE] d&/He/=A
» S A 1.3.1(at 2015.06.08)
» Scala 2 7{2=l Engine




Apache Spark &4

» Speed

» Hadoop ECt 1006 O] A i =Lt

120

Running time (s)
o 8 8 &

110

¥ Hadoop
B Spark
0.9

Logistic regression in Hadoop and Spark
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Apache Spark &4
» Ease of Use
» Java, Scala, Python=2 0|25t Applications WEA| 2Hd 7ts
Ex) Python 22 WordCount 24
text_file = spark textFile(“hdfs://--")

text_file. flatMap(lambda line : line.split())
.map(lambda word : (word, 1))
reduceByKey(lambda a, b : a + b)




Apache Spark &4

» Generality
» Spark SQL
» HIVE 2™ SQL 1} FAFst YAl X
» Mllib
» Spark Streaming
» GraphX

Spark MLIib

Streamingll (machine
learning)

Apache Spark




Apache Spark &4

» Runs Everywhere

» Standalone

» EC2 o cassandra
» Yarn @MESOS HEASE
» Apache Mesos

A -0/

» Data Access
» HDEFS

» Cassandra

» Hbase

>

Hive




Apache Spark #+£2

» Apache Spark Stack ++2&

Spark
Spark SQLE streaming
& Shark real-time

processing

Spark Core
Standalone Scheduler NARIN

MLIib GraphX

machine graph
learning processing




Apache Spark ++=

» Apache Spark Cluster 7+

Worker Mode

Executor | Ccache

—
Driver Flrcgram / / Task Task

SparkContext Cluster Manager

Worker Node

\ Executor | Cache

—¥ | Task Task

1. SparkContext?} ClusterManager0| &<. O| ClusterManagerE &35l Executor &4
2. ExecutorgZ &g 2o ™ Z2t2t0| Executors0f| A £38e IEE HE
3. Executor W0 TaskO|A 22| 4=&H,




RDD&t?

» Resilient Distributed Datasets
» 20129 NSDIOAM 21

» http://www.cs. berkeley.edu/~matei/papers/2012/nsdi_spark.pdf
144 e ==

USENIX Symposium on Networked Systems Design & Implementation
SAI A 22| A|AE

20124 - EH|O[E] M[-H0{[AM 27l (Best Paper)
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http://www.cs.berkeley.edu/~matei/papers/2012/nsdi_spark.pdf

RDD ==& 8

1. Introduction - 2l RDDE ZH=/U=71?

Resilient Distributed Datasets - RDD §7d 1t &

Spark Programming Interface - RDD Oi|A|

Representing RDD - RDD= HEH E3E| 2, Lineage=?
5. Implementation - Job scheduling, Interpreter £, Memory2t2|, Checkpoint ++9
6. Evaluation - 453 7H(VS Hadoop)

7. Discussion - RDD&= AletE SetOl| = of CHE=

g, Related Work - RDD7} EFMGII|7HR| GSkE & T 2AE

9. Conclusion - &
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RDD7} E4%

Aot Ol
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» 2&5tR, Multi-stage st 22| H{2{-&(Machine Learning, Graph)
» Interactivest! ad-hocSt #2| 022

_-— O
=542

Data Sharing =71 &




RDD/} Erdot Ol

» MapReduce”t iteration®|A =2l 0|
2} iterations =M A| stage 7+2| H[O|&f 577t HDFS & O|&35t7| Wi

HDFS HDFS HDFS HDFS HDFS
Write Read Write Read
Iter. 2

Read
Iter. 1

Iter. 1 k—’

Input

;

Input




RDD =487

» OOk faylt7} EHAHGHH?

» 7|2 Memory A Tfj2{Ct
» Update(fine-grained update)

» O|0|E fAZ2 8to 24X replicating & checkpointing 22




RDD =44 &l| &

» HDFS = O{H I} A|AEIQITL?
ModifyZt £|A| ¢t= Ot A[AE
Read-Only O} A|AE

» ZCHH MemoryE Read-Only2 AR5}

This is RDD!!




RDD 9| EA

» Immutable
> dd = =4 =7HRead-Only)
» S22 (Storage or RDD)Z £E &R B X =] A2 (lineage) Bt 7|23 < fault-tolerant
» Storage » RDD or RDD - RDD 7t&




RDD Z ¢ Y&

A= ALt = 20| OfL|2f
A ¢ LIOHH lineage AEE
Directed Acyclic Graph(DAG) 2 C|Z}QI &ff Lp7t= A




RDD Operation

» Transformations & Actions

map(f:T=U)

filter(f : T = Bool)
fatMap(f : T = Seq[U])
sample(fraction : Float)

RDDI[T] = RDDJ[U]
RDDI[T] = RDD|T]
RDDI[T] = RDD|U]
RDDIT] = RDDI[T] (Deterministic sampling)

groupByKey() : RDD[(K, V)] = RDD[(K, Seq[V])]
reduceByKey(f : (V.V) = V) RDDI[(K, V)] = RDD|(K, V)]
Transformations union() (RDD[T)],RDD|T]) = RDD|T]
Join() (RDD[(K, V)],RDD[(K, W)]) = RDD[(K, (V, W))]
cogroup() : (RDD[(K, V)],RDD[(K, W)]) = RDD[(K, (Seq[V], Seq[W1))]
crossProduct() (RDD|T].RDD[U]) = RDDI(T, U)]
mapValues(f : V = W) RDD[(K, V)] = RDDI[(K, W)] (Preserves partitioning)
sort(c : Comparator[K]) RDDI(K, V)] = RDDI[(K, V)]
partitionBy(p : Partitioner[K]) : RDDI(K, V)] = RDD[(K, V)]
count() RDD|T] = Long
collect() RDD|T] = Seq[T)
Actions reduce(f : (T,T)=T) RDD[T] =T

lookup(k : K)
save(path : String)

RDDI[(K, V)] = Seq[V] (On hash/range partitioned RDDs)
Outputs RDD to a storage system, e.g., HDFS




RDD 2| Lazy Execution

text_file = spark.textFile(“hdfs://--")

text_file. flatMap(lambda line : line.split())
.map(lambda word : (word, 1))
.reduceByKey(lambda a, b:a +b)

» Transformations A|0f|= A2 IS 21|
» Action & A| L2 215
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Lazy Execution E&0] Lineage(AE) & Ct D=2 MENNA £=HIts
=, A0 HH7'<|5_|, Hiz| 2 A=2hS O|2| Do 2| A | AEHO|A 2.




Apache Spark & x|

» Standalone
» Cluster mode

» Yarn or Mesos
» CPULt Memory At

ujo

22| (Resource Manager)




» spark-shell(REPL &4])
A

» spark-class

> AAHHO|M deprecated 0|

» UMON s ME
spark-class org.apache.spark.deploy.yarn.Client
--jar {=% Classg 21 U= Jarlt 22}
--class {~3&f Class Full Name}
--arg {INPUT_PATH}
--arg {OUTPUT_PATH}

» spark-submit




Apache Zeppelin

» https://zeppelin.incubator.apache.orqg/
> E3
» Multiple Language Z| &
» Scala, Python, SparkSQL, Hive &

» Apache Spark Integration

» Spark ContextLt SQL ContextE MEdd T 9

o

» Data Visualization
» Collaboration
> O3 ALEAIRL 2 3R
» Publish
» GOl M 21=2 URLE A|lS5t0 AR A} WebsiteO| A Embeded 7ts

» Open-Source



https://zeppelin.incubator.apache.org/

HUE

» http://gethue.com/

» O|0|e 2AMZ st Web interface

» Sparke BetaH A

Sample Notebook ~ Run Spark Python, Scala and SOL snippets with graphs

> J\IW

: from random import random

5 NUM_SAWPLES = 1000

5 def sample(p):

5 l?”;’ =(?gm$). rundo-(z

return 1 if x¥*x + y*y <1 else 0

count = sc.parallelize(xrange(0, NUM_SAMPLES)).map(sample) \
Pa.reduceugmbaaxaf b:a =+ b) ))-map(sanple)

print "Pi is roughly %f" % (4.0 * count / NUM_SAMPLES)

6
7
8
9

10
11
12

2.782s

Pi is roughly 3.232000

| Scatter piot widget
1 select avg(latitude) as lat, avg(longitude) as long, app, sum(bytes) FROM web_logs group by app having lat < 100 and lat is not NULL

0.282s X
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