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Motivating application 1: Audio modelling

audio
time-series
data

reconstruction
using a GP
model

0

y(t)
T=10%10"
datapoints

5 6
time /s

~
How can we use

GPs in this
setting?

time /ms



Motivating application 2: non-linear regression
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Motivating application 2: non-linear regression
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Outline of the tutorial

@ An Introduction to GPs

» Mathematical foundations
» Hyper-parameter learning
» Covariance functions

» Multi-dimensional inputs

@ Using GPs: Models, Applications and Connections
» Models and more on covariance functions
» Applications
» Connections

@ GPs for large data and non-linear models

» Scaling through pseudo-data: changing the generative model
» Scaling through pseudo-data: variational Inference
» General Approximate inference
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GP regression: introducing notation

Q1. What's the formal justification for how we were using GPs for regression?
generative model (like non-linear regression) y
y(x) = f(x) + €oy
p(e) = N(€:0,1)

place GP prior over the non-linear function

p(f(x)|0) = GP(f(x): 0,Ky(x,X))

K(x,x') = 0% exp (2_;2()( _ x’)2) (smoothly wiggling functions expected)

sum of Gaussian variables = Gaussian: induces a GP over y(x)

p(y(x)|0) = GP(y(x): 0,K,(x,X) +107)
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GP regression: introducing notation

Q4. How do we make predictions?

= ([V] (3] & €))

p(Y1,Y2)

p(y1|y2) - p(y2)

= p(Y1]Y,) =N(y;:a+ BC_l(y2 —b),A - BC_lBT)

— TN

predictive mean predictive covariance
My, ly, = a-+ BC_l(y2 o b) Ey1|y2 =A-— BC_lBT
=BC™y, predictive _  prior  _ reduction in

uncertainty  uncertainty uncertainty
— Wy2

linear in the data predictions more confident than prior



Motivation: Gaussian Process Regression
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Motivation: Gaussian Process Regression

p(fl0) = GP(f;0,Kp)

P(Yn|fs Tn,0)

outputs

y = {yn}gzl

inputs x = {x,}]_;



Motivation: Gaussian Process Regression

p(f|t9) — gp(f; 0, K@) inference & learning p(f’y7 X, (9)

)
P(Yn|f, 0, 0) p(y|x,0)

outputs

y = {yn}gzl

inputs x = {x,}]_;



Motivation: Gaussian Process Regression

p(f|9) — gp(f; 0, Ke) inference & learning p(f’y7 X, (9)

>
P(Ynlf,zn,0) intractabilities p(y|x, 0)
computational O(N?)
analytic
A
?

outputs

Y = {Untn=1

inputs x = {x,}]_;



Motivation: Gaussian Process Regression

p(f16) = GP(f;0,K,) Inference &leaming — p(fy, x. 6)

4>
P(Ynlf, xn,0) intractabilities p(y]x, ‘9)
computational O(N?)
analytic
A
?
3 :
,' § 4 A S
outputs f X A A
4 f ' ¢ ¥ :
N ¥ ¥ / 4
y — {yn}nzl '“* “ Aty ; -t“ ‘X ‘i‘ .f
v A% + ! s
vy F \‘ J
. 5 & . .
Wi Yy idea: summarise dataset
4 by small number (M)
pseudo-data
>

iInputs x = {x, }_,



A Brief History of Gaussian Process Approximations

FITC: Snelson et al. “Sparse Gaussian Processes using Pseudo-inputs”

PITC: Snelson et al. “Local and global sparse Gaussian process approximations”

EP: Csato and Opper 2002 / Qi et al. "Sparse-posterior Gaussian Processes for general likelihoods.”
VFE: Titsias “Variational Learning of Inducing Variables in Sparse Gaussian Processes”

DTC / PP: Seeger et al. “Fast Forward Selection to Speed Up Sparse Gaussian Process Regression”



A Brief History of Gaussian Process Approximations

approximate generative model
exact inference

div(p(f,y)lq(f,y)]

FITC: Snelson et al. “Sparse Gaussian Processes using Pseudo-inputs”

PITC: Snelson et al. “Local and global sparse Gaussian process approximations”

EP: Csato and Opper 2002 / Qi et al. "Sparse-posterior Gaussian Processes for general likelihoods.”
VFE: Titsias “Variational Learning of Inducing Variables in Sparse Gaussian Processes”

DTC / PP: Seeger et al. “Fast Forward Selection to Speed Up Sparse Gaussian Process Regression”



A Brief History of Gaussian Process Approximations

approximate generative model  methods employing
exact inference pseudo-data

div(p(f,y)lq(f,y)]

FITC: Snelson et al. “Sparse Gaussian Processes using Pseudo-inputs”

PITC: Snelson et al. “Local and global sparse Gaussian process approximations”

EP: Csato and Opper 2002 / Qi et al. "Sparse-posterior Gaussian Processes for general likelihoods.”
VFE: Titsias “Variational Learning of Inducing Variables in Sparse Gaussian Processes”

DTC / PP: Seeger et al. “Fast Forward Selection to Speed Up Sparse Gaussian Process Regression”



A Brief History of Gaussian Process Approximations

approximate generative model  methods employing
exact inference pseudo-data

div(p(f,y)lq(f,y)]

FITC: Snelson et al. “Sparse Gaussian Processes using Pseudo-inputs”

PITC: Snelson et al. “Local and global sparse Gaussian process approximations”

EP: Csato and Opper 2002 / Qi et al. "Sparse-posterior Gaussian Processes for general likelihoods.”
VFE: Titsias “Variational Learning of Inducing Variables in Sparse Gaussian Processes”

DTC / PP: Seeger et al. “Fast Forward Selection to Speed Up Sparse Gaussian Process Regression”



A Brief History of Gaussian Process Approximations

approximate generative model  methods employing
exact inference pseudo-data

div(p(f,y)lq(f,y)]

A Unifying View of Sparse
Approximate Gaussian
Process Regression
Quinonero-Candela &
Rasmussen, 2005

(FITC, PITC, DTC)

FITC: Snelson et al. “Sparse Gaussian Processes using Pseudo-inputs”

PITC: Snelson et al. “Local and global sparse Gaussian process approximations”

EP: Csato and Opper 2002 / Qi et al. "Sparse-posterior Gaussian Processes for general likelihoods.”
VFE: Titsias “Variational Learning of Inducing Variables in Sparse Gaussian Processes”

DTC / PP: Seeger et al. “Fast Forward Selection to Speed Up Sparse Gaussian Process Regression”



A Brief History of Gaussian Process Approximations

approximate generative model  methods employing exact generative model
exact inference pseudo-data approximate inference
div[p(f,y)||q(f,y)] div{p(fly)||a(f)]

A Unifying View of Sparse
Approximate Gaussian
Process Regression
Quinonero-Candela &
Rasmussen, 2005

(FITC, PITC, DTC)

FITC: Snelson et al. “Sparse Gaussian Processes using Pseudo-inputs”

PITC: Snelson et al. “Local and global sparse Gaussian process approximations”

EP: Csato and Opper 2002 / Qi et al. "Sparse-posterior Gaussian Processes for general likelihoods.”
VFE: Titsias “Variational Learning of Inducing Variables in Sparse Gaussian Processes”

DTC / PP: Seeger et al. “Fast Forward Selection to Speed Up Sparse Gaussian Process Regression”



A Brief History of Gaussian Process Approximations

approximate generative model  methods employing exact generative model
exact inference pseudo-data approximate inference
div[p(f,y)||q(f,y)] div{p(fly)||a(f)]

A Unifying View of Sparse
Approximate Gaussian
Process Regression
Quinonero-Candela &
Rasmussen, 2005

(FITC, PITC, DTC)

FITC: Snelson et al. “Sparse Gaussian Processes using Pseudo-inputs”

PITC: Snelson et al. “Local and global sparse Gaussian process approximations”

EP: Csato and Opper 2002 / Qi et al. "Sparse-posterior Gaussian Processes for general likelihoods.”
VFE: Titsias “Variational Learning of Inducing Variables in Sparse Gaussian Processes”

DTC / PP: Seeger et al. “Fast Forward Selection to Speed Up Sparse Gaussian Process Regression”




A Brief History of Gaussian Process Approximations

approximate generative model  methods employing exact generative model
exact inference pseudo-data approximate inference
div[p(f,y)||q(f,y)] div{p(fly)||a(f)]

A Unifying View of Sparse
Approximate Gaussian
Process Regression
Quinonero-Candela &
Rasmussen, 2005

(FITC, PITC, DTC)

FITC: Snelson et al. “Sparse Gaussian Processes using Pseudo-inputs”

PITC: Snelson et al. “Local and global sparse Gaussian process approximations”

EP: Csato and Opper 2002 / Qi et al. "Sparse-posterior Gaussian Processes for general likelihoods.”
VFE: Titsias “Variational Learning of Inducing Variables in Sparse Gaussian Processes”

DTC / PP: Seeger et al. “Fast Forward Selection to Speed Up Sparse Gaussian Process Regression”




A Brief History of Gaussian Process Approximations

approximate generative model  methods employing exact generative model
exact inference pseudo-data approximate inference
div[p(f,y)||q(f,y)] div{p(fly)||a(f)]

A Unifying View of Sparse
Approximate Gaussian
Process Regression
Quinonero-Candela &
Rasmussen, 2005
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VFE: Titsias “Variational Learning of Inducing Variables in Sparse Gaussian Processes”

DTC / PP: Seeger et al. “Fast Forward Selection to Speed Up Sparse Gaussian Process Regression”

A Unifying Framework for
Sparse Gaussian Process
Approximation using
Power Expectation
Propagation

Bui, Yan and Turner, 2016
(VFE, EP, FITC, PITC ...)
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Factor Graphs: reminder (or introduction)

factor graph examples @

P($1,$2,$3) — 9(3317513275133) @ @
p(z1,x2,23) = g1(x1,22)g2(T2, x3) r3 L x1|T]

what is the minimal factor graph for this multivariate Gaussian?

Pl ) = N ) N

4 dimensional

1 1/2 1/2 1/4 ] 1.5 —-1/2 —-1/2 0
s _ | 1/2 5/4 1/4 1/8 g1 | 121 0 0
~ | 1/2 1/4 5/4 5/8 | -1/2 0 5/4 —1/2
| 1/4 1/8 5/8 21/16 | 0 0 —1/2 I



Factor Graphs: reminder (or introduction)

factor graph examples @

p(z1,22,23) = g(x1, T2, T3) @ @
p(r1, 2, 23) = g1(w1,72)g2(72, T3) xr3 L x1|wo

what is the minimal factor graph for this multivariate Gaussian?

p(xl, ) = N, 5)

4 dimensional

1 1/2 1/2 1/4 ] 1.5 —-1/2 —-1/2 0
v _ | /2 5/4 1/4 1/8 g1 | 1201 0 0
| 1/2 1/4 5/4 5/8 |l -1/2 0 5/4 —1/2
| 1/4 1/8 5/8 21/16 0 0 —1/2 I
solution:



A brief introduction to the Kullback-Leibler divergence

p1(2)
p2(2)

KL(p1(2)][p2(2 Z p1(2 log

Important properties:
e Gibb’s inequality: CL(p1(2)||p2(2)) > 0, equality at pi(2) = p2(2)
» proof via Jensen's inequality or differentiation (see slide at end )

o Non-symmetric: KL(p1(2)|[p2(2)) # KL(p2(2)|[p1(2))

» hence named divergence and not distance
Example:

@ binary variables z € {0,1}
@ p(z=1)=08and q(z=1)=p
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1. augment model with M<T pseudo data

ww=x([L][5] [ ke ])

2. remove some of the dependencies
(results in simpler model)

—>> @ @ all factors

3. calibrate model
(e.g. using KL divergence, many choices)

u)=np(u
arg min p(f,w]|q(u Hq (f;ju)) = a(u) = p(u)
a(u) {q(felu)}7, q(fe|u) = p(fifu)
equal to exact conditionals
construct new generative model (with pseudo-data) e
cheaper to perform exact learning and inference posterior

calibrated to original approximation
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Fully independent training conditional (FITC) approximation

g(u) = p(u) = N(u;0,Kyy)

q(ft|u) = p(f|u)

construct new generative model (with pseudo-data) e e
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Fully independent training conditional (FITC) approximation

g(u) = p(u) = N(u;0,Kyy)

q(ft|u) = p(f|u)

How do we make predictions?

p(Y1]¥s) = N (Y1:Z1225, Vs, B11 — T123555 X5)

y
construct new generative model (with pseudo-data) e e
cheaper to perform exact learning and inference posterior

calibrated to original approximation



Fully independent training conditional (FITC) approximation

g(u) = p(u) = N(u;0,Kyy)

q(fslu) = p(f;|u)
— N(ft; KftUKlJ_U1u7 Kftft o KftUKu_Ul KUft)

How do we make predictions?

p(Y1]¥s) = N (Y1:Z1225, Vs, B11 — T123555 X5)

y
construct new generative model (with pseudo-data) e e
cheaper to perform exact learning and inference posterior
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Fully independent training conditional (FITC) approximation

g(u) = p(u) = N(u;0,Kyy)
q(f:|u) = p(f|u)
= N (f; Kr, Ko U, K, — KKy Kur,)
construct new generative model (with pseudo-data) indirect
cheaper to perform exact learning and inference posterior

calibrated to original approximation



Fully independent training conditional (FITC) approximation

g(u) = p(u) = N(u;0,Kyy)
q(ftlu) = p(f:|u)
= N (f:; K,uKiy U, P&ft — Ki, Koy Kift)
Du
(1) (1) (%3
construct new generative model (with pseudo-data) indirect
cheaper to perform exact learning and inference posterior

calibrated to original approximation



Fully independent training conditional (FITC) approximation

(u)

u
u)

|
3

u) =MN(u;0,Ky)
|

(
p(ft u)
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Fully independent training conditional (FITC) approximation
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original variances along diagonal: stops variances collapsing

construct new generative model (with pseudo-data) el
cheaper to perform exact learning and inference posterior
calibrated to original approximation



FITC: Demo (Snelson)

amplitude lengthscale noise

X

Initialize adversarially: amplitude and lengthscale too big
noise too small
pseudo-inputs bunched up




FITC: Demo (Snelson)

amplitude lengthscale noise

X XX X XX XXX X

Pseudo-inputs and hyperparameters optimized



Fully independent training conditional (FITC) approximation

@ introduces parametric bottleneck into non-parametric model
(although in a clever way)
@ if | see more data, should | add extra pseudo-data”?

» unnatural from a generative modelling perspective
» natural from a prediction perspective (posterior gets more complex)
—> lost elegant separation of model, inference and approximation

@ example of prior approximation

Extensions:

@ methods for optimising pseudo-inputs (indirect approximations tend
to over-fit)

@ partially independent training conditional and tree-structured
approximations (see extra slides)
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Variational free-energy method (VFE)

lower bound the likelihood &
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assume approximate posterior factorisation with special form
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Variational free-energy method (VFE)

F(0) = logp(y|0) — KL(q(f)||p(f]y))

approximate posterior true posterior

q(f) = p(frulu)q(u) p(f1y)

KL
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Variational free-energy method (VFE)

F(0) = logp(y|0) — KL(q(f)||p(f]y))

same form as prediction
from GP-regression

approximate posterior true posterior

q(f) = p(frulu)q(u) p(f1y)

KL

output locations
and covariance

inputs locations of
'‘pseudo’ data ‘pseudo’ data

optimise variational free-energy wrt to these variational parameters
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KL between stochastic processes

assume approximate posterior factorisation with special form

q(f) = q(U, f2u) = q(f2u|U)q(U) = p(f1ulU)q(U) <— predictive from GP
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exact: q(fxulU) = p(fsrulY,U)
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Variational free-energy method (VFE)

lower bound the likelihood &
/'\ 9

y]—"(q,@) \
S by O)pirmn(u)
/df g lu)g <u>‘/"f‘f<"':)lg a—rrv Ty

where q(f) = q(u, fxu) = q(frulu)q(U) = p(frulU)q(u)

F(0) = (dogp(Y[f,0))4() — KL(g(u)][p(u))

A A
average of KL between two
quadratic form multivariate Gaussians

make bound as tight as possible: ¢"(u) = arg max F(q, )
g(u)
¢*(u) o< p(WN(y; KKy, u,o71) (DTC)
_ 1 _
F(q*,0) =log N(y;0, Kquuu Kuf; 03') - Q_Qtrace(Kff — Ky Kuu1 Kut)
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DTC like uncertainty based correction



Summary of VFE method

@ optimisation pseudo point inputs better behaved in VFE methods
(direct posterior approximation)

@ variational methods known to underfit (and have other biases)
@ no augmentation required: target is posterior over functions,
which includes inducing variables

» pseudo-input locations are pure variational parameters (do not
parameterise the generative mdoel)

» coherent way of adding pseudo-data: more complex posteriors require
more computational resources (more pseudo-points)

@ Curious observation:
VFE returns better mean estimates
FITC returns better error-bar estimates

@ how should we select M = number of pseudo-points?
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Power Expectation Propagation
and Gaussian Processes



A Brief History of Gaussian Process Approximations

approximate generative model = methods employing exact generative model
exact inference pseudo-data approximate inference

divp(f,y)||q(f,y)]

div(p(fly)|lq(f)]

A Unifying View of Sparse
Approximate Gaussian
Process Regression
Quinonero-Candela &
Rasmussen, 2005

(FITC, PITC, DTC)

A Unifying Framework for
Sparse Gaussian Process
Approximation using
Power Expectation
Propagation

Bui, Yan and Turner, 2016
(VFE, EP, FITC, PITC ...)

FITC: Snelson et al. “Sparse Gaussian Processes using Pseudo-inputs”

PITC: Snelson et al. “Local and global sparse Gaussian process approximations”

EP: Csato and Opper 2002 / Qi et al. "Sparse-posterior Gaussian Processes for general likelihoods.”
VFE: Titsias “Variational Learning of Inducing Variables in Sparse Gaussian Processes”

DTC / PP: Seeger et al. “Fast Forward Selection to Speed Up Sparse Gaussian Process Regression”
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EP pseudo-point approximation

p*(f) = p(f,y]x,0) ¢*(f) = p(f1O)p(F|u, ) S lom
N N \'/regression
n=1 n=1
= p(ylx,0) p(fly,x,0) = Zzp q(f)
| |
marginal  posterior tn(f) = N(; pi, )
likelihood

dim(u) = M f ={u, fxu}

\ true posterior O(N?) approximate posterior O(NM?)
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R
—~—
S
~
T ~~
>} }’Z (- (-] 00 (- (-] (-]
> el
N input locations of  outputs and covariance
X = {Zvn}n:1 'pseudo’ data 'pseudo’ data
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EP algorithm
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| " likelihood
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EP algorithm

sk
1. remove q\"(f) _4g (f) take out one
/' tn(u) pseudo-observation
' likelihood
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i tilt add in one
2. include Pn () = q\”(f)p(yn\f, Tn, 0) true observation

f _ likelihood

tilted KL between unnormalised

stochastic processes
: " . ; " project onto
3. project ¢*(f) = argmin KL [pS(A)]lg* ()] approximating
g (f) family

Q*(f) update

pseudo-observation

q\n(f) likelihood

4. update tn(u) =



EP algorithm

sk
1. remove q\n(f) _ q (f) take out one |
/' tn(u) pseudo-observation
' likelihood
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i tilt add in one
2. include Pn () = q\”(f)p(yn\f, Tn, 0) true observation

r _ likelihood

tilted KL between unnormalised

stochastic processes
, « o : tilt " project onto
3. prOJeCt q (f) _ ar%mln KL [pn (f)Hq (f)} approximating
a*(f) family
1. minimum: moments matched at pseudo-inputs O(NM?)
2. Gaussian regression: matches moments everywhere

q* (f) update

= pseudo-observation
¢\"(f) likelihood

4. update t, (1)



EP algorithm

sk
1. remove q\”(f) _ 4 (f) take out one
f' tn(u) pseudo-observation
' likelihood
cavity

i tilt add in one
2. include pn (f) = q\”(f)p(yn\f, Tn, 0) true observation

f _ likelihood

tilted KL between unnormalised

stochastic processes
, « o : tilt " project onto
3. prOJeCt q (f) — ar%mln KL [pn (f)Hq (f)} approximating
q*(f) family
1. minimum: moments matched at pseudo-inputs O(NM?)
2. Gaussian regression: matches moments everywhere

* update
4. update tn(u) = q\n(f) pseudo-observation
q\"(f) likelihood

= ZnN(KfnuK;&UQ dn, Un) rank 1



A Brief History of Gaussian Process Approximations

approximate generative model = methods employing exact generative model
exact inference pseudo-data approximate inference
div[p(f,y)||q(f,y)] div[p(fly)|lq(f)]

A Unifying View of Sparse
Approximate Gaussian
Process Regression
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Rasmussen, 2005

(FITC, PITC, DTC)

A Unifying Framework for
Sparse Gaussian Process
Approximation using
Power Expectation
Propagation

Bui, Yan and Turner, 2016
(VFE, EP, FITC, PITC ...)

FITC: Snelson et al. “Sparse Gaussian Processes using Pseudo-inputs”

PITC: Snelson et al. “Local and global sparse Gaussian process approximations”

EP: Csato and Opper 2002 / Qi et al. "Sparse-posterior Gaussian Processes for general likelihoods.”
VFE: Titsias “Variational Learning of Inducing Variables in Sparse Gaussian Processes”

DTC / PP: Seeger et al. “Fast Forward Selection to Speed Up Sparse Gaussian Process Regression”
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Fixed points of EP = FITC approximation

approximate generative model = methods employing exact generative model
exact inference pseudo-data approximate inference
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A Unifying View of Sparse
Approximate Gaussian
Process Regression
Quinonero-Candela &
Rasmussen, 2005

(FITC, PITC, DTC)

A Unifying Framework for
Sparse Gaussian Process

interpretation resolves issues with FITC: Approximation using
. Power Expectation
why does it work so well? Propagation
are we allowed to increase M with N Bui, Yan and Tumer, 2016

(VFE, EP, FITC, PITC ...)

FITC: Snelson et al. “Sparse Gaussian Processes using Pseudo-inputs”

PITC: Snelson et al. “Local and global sparse Gaussian process approximations”

EP: Csato and Opper 2002 / Qi et al. "Sparse-posterior Gaussian Processes for general likelihoods.”
VFE: Titsias “Variational Learning of Inducing Variables in Sparse Gaussian Processes”

DTC / PP: Seeger et al. “Fast Forward Selection to Speed Up Sparse Gaussian Process Regression”



EP algorithm

*
1. remove q\N(f) _ 4 (f) take out one
/r tn(u) pseudo-observation
cavity likelihood
| bilt add in one
2. include Pnl (f) — q\”(f)p(yn\f, Ln; 9) true observation
tiltefd KL between unnormalised ikelihood

stochastic processes

y :
_ . ) ; " project onto
3. project ¢*(f) = argg)m KL [pzlt(f)Hq (f)] approximating
q*

family
1. minimum: moments matched at pseudo-inputs O(NM?)
2. Gaussian regression: matches moments everywhere

q* ( f ) update
pseudo-observation

g\"(f) 1 likelihood
— ZnN(KfnuK;uu; 9n, vn) rank 1

4. update tn (1)



Power EP algorithm (as tractable as EP)

q (f) take out fraction of
1. remove /’ q\n(f) ey (u)® pseudo-observation
" likelihood

cavity

add in fraction of

2. include szﬂt (f) = q\n(f)p(yn\f, T, 0) true observation

f , likelihood
tilted KL between unnormalised

stochastic processes

y :
_ . ) ; " project onto
3. project ¢*(f) = argg)m KL [pzlt(f)Hq (f)] approximating
q*

family
1. minimum: moments matched at pseudo-inputs O(N M?)
2. Gaussian regression: matches moments everywhere

q* ( f ) update
pseudo-observation

q\"(f) 1 likelihood
tn (11) — ZnN(KfnuK;uu; 9n Un) rank 1

2
|

4. update tn (1)




Power EP: a unifying framework

a— 0

a=1

VFE
Titsias, 2009

FITC
Csato and Opper, 2002
Snelson and Ghahramani, 2005



Power EP: a unifying framework

GP Regression GP Classification

[16*]

[17,13] [13]

[7,4%,6%]
(PITC)

urewop-Jajul
urewop-Jaul

ok |

V

[9,11,8%]
8’ [10,5,6%] 9 (’o,(/ [12%,15%]
% %f FTC) T oo or, e a0
Bro "oy i @ \FE Q\» v o \VEE
X a=1 PEP a=1 PEP
EP EP
[4] Quifionero-Candela et al. 2005 [8] Titsias, 2009 [12] Naish-Guzman et al, 2007
[5] Snelson et al., 2005 [9] Csato, 2002 [13] Qi etal., 2010
[6] Snelson, 2006 [10] Csaté et al., 2002 [14] Hensman et al., 2015
[7] Schwaighofer, 2002 [11] Seeger et al., 2003 [15] Hernandez-Lobato et al., 2016
[16] Matthews et al., 2016
* = optimised pseudo-inputs [17] Figueiras-Vidal et al., 2009

** = structured versions of VFE recover VFE



How should | set the power parameter o?

8 UCI regression datasets
20 random splits
M=0-200
hypers and inducing
inputs optimised

MSE rank
log-loss rank

2'5 | | | | | |
0.0 0.2 0.4 0.6 0.8 1.0

6 UCI classification datasets
20 random splits
M =10, 50, 100
hypers and inducing
inputs optimised

error rank

log-loss rank

! ! ! ! ! ! ! ! ! ! !
0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0

(87 (84

(X =0.5 does well on average
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Appendix: proof of KL divergence properties

Minimise Kullback Leibler divergence (relative entropy) KL(q(z)||p(x)):

add Lagrange multiplier (enforce ¢(z) normalises), take variational
derivatives:
q(z)

5q§x> [ ) toe 28 e A(1 = [ a(a)de)] = log T84 1 -\

Find staionary point by setting the derivative to zero:

q(x) = exp(A—1)p(x), normalization conditon A = 1, so ¢q(z) = p(x),

which corresponds to a minimum, since the second derivative is positive:

S KL(e@)lp(@) = —= > 0
0q(x)0q(x) '

q(z)
The minimum value attained at ¢(z) = p(z) is KL(p(z)||p(x)) = 0,

showing that ICL(q(x)||p(x))
@ is non-negative and it attains its minimum 0 when p(z) and ¢(z) are

equal



