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ABSTRACT
This paper introduces the use of Wikipedia as a resource
for automatic keyword extraction and word sense disam-
biguation, and shows how this online encyclopedia can be
used to achieve state-of-the-art results on both these tasks.
The paper also shows how the two methods can be com-
bined into a system able to automatically enrich a text with
links to encyclopedic knowledge. Given an input document,
the system identifies the important concepts in the text
and automatically links these concepts to the correspond-
ing Wikipedia pages. Evaluations of the system show that
the automatic annotations are reliable and hardly distin-
guishable from manual annotations.

Categories and Subject Descriptors
I.2.7 [Natural Language Processing]: Text analysis; I.7
[Document and Text Processing]: Document and Text
Editing

General Terms
Algorithms,Experimentation

Keywords
keyword extraction, word sense disambiguation, Wikipedia,
semantic annotation

1. INTRODUCTION
Wikipedia (http://en.wikipedia.org) is an online encyclo-

pedia that has grown to become one of the largest online
repositories of encyclopedic knowledge, with millions of ar-
ticles available for a large number of languages. In fact,
Wikipedia editions are available for more than 200 languages,
with a number of entries varying from a few pages to more
than one million articles per language.

One of the important attributes of Wikipedia is the abun-
dance of links embedded in the body of each article con-
necting the most important terms to other pages, thereby
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providing the users a quick way of accessing additional infor-
mation. Wikipedia contributors perform these annotations
by hand following a Wikipedia“manual of style,”which gives
guidelines concerning the selection of important concepts in
a text, as well as the assignment of links to appropriate re-
lated articles. For instance, Figure 1 shows an example of
a Wikipedia page, including the definition for one of the
meanings of the word “plant.”

Figure 1: A sample Wikipedia page, with links to
related articles.

This paper introduces the use of Wikipedia as a resource
for automatic keyword extraction and word sense disam-
biguation. The paper also shows how these two methods
can be combined into a system, which we refer to as Wikify!,
which is able to automatically perform the annotation task
following the Wikipedia guidelines. Specifically, given an
input document, the Wikify! system has the ability to iden-
tify the important concepts in a text (keyword extraction),
and then link these concepts to the corresponding Wikipedia
pages (word sense disambiguation).

There are many applications that could benefit from such
a system. First, the vision of the Semantic Web is to have
semantic annotations readily available inside the webpages,
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Goals of part I

- Learn entity linking basics
- Get familiar with 

- terminology and essentials
- seminal papers/methods
- evaluation and datasets

- Obtain experience with
- (publicly available) toolkits
- evaluation



Why do we need entity linking?

- (Automatic) document enrichment
- go-read-here
- assistance for (Wikipedia) editors
- inline (microformats, RDFa)

- “Use as feature”
- to improve

- classification
- retrieval
- word sense disambiguation
- semantic similarity
- ...

- dimensionality reduction (e.g., term vectors)



Why do we need entity linking?

- Enable 
- entity retrieval / semantic search
- advanced UI/UX
- ontology learning, KB population
- ...



A bit of history

- Text classification
- NER
- WSD
- NED/NEN

- {person name, geo, movie name, ...} disambiguation
- (Cross-document) coreference resolution
- Automatic link generation

- Entity linking



Entity linking?

- NE normalization / canonicalization / sense 
disambiguation 

- DB record linkage / schema mapping
- (not the focus here, but see [Demartini et al.  2013])

- Knowledge base population
- Entity linking

- D2W
- Wikification
- Semantic linking



Entity Linking: main problem

- Linking free text to entities
- Any piece of text

- news documents
- blog posts
- tweets
- queries
- ...

- Entities (typically) taken from a knowledge base
- Wikipedia
- Freebase 
- ...



Typical steps

1. Determine “linkable” phrases 
- mention detection – MD

2. Rank/Select candidate entity links
- link generation – LG
- may include NILs (null values, i.e., no target in KB)

3. (Use “context” to disambiguate/filter/improve)
- disambiguation – DA



Methods



Preliminaries

- Knowledge bases...
- Wikipedia-based measures

- commonness
- relatedness
- keyphraseness



Wikipedia

- Basic element: article (proper)
- But also

- redirect pages
- disambiguation pages
- category/template pages
- admin pages

- Hyperlinks
- use “unique identifiers” (URLs) 

- [[United States]] or [[United States|American]]
- [[United States (TV series)]] or 

[[United States (TV series)|TV show]]



Wikipedia style guidelines

- “the lead contains a quick summary of the 
topic's most important points, and each major 
subtopic is detailed in its own section of the 
article”
- “The lead section (also known as the lead, 

introduction or intro) of a Wikipedia article is the 
section before the table of contents and the first 
heading. The lead serves as an introduction to the 
article and a summary of its most important 
aspects.”

See http://en.wikipedia.org/wiki/Wikipedia:Summary_style 
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- Senses of a phrase
- Short description
- (Possible) categorization
- Non-exhaustive

Disambiguation pages



Some statistics

- WordNet
- 80k entity definitions
- 115k surface forms
- 142k senses (entity - surface form combinations) 

- Wikipedia (only)
- ~4M entity definitions
- ~12M surface forms
- ~24M senses



Wikipedia-based measures



Wikipedia-based measures

- keyphraseness(w) [Mihalcea & Csomai 2007]

42

May 9, 2013

CF(wl)

CF(w)

1



Wikipedia-based measures

- keyphraseness(w) [Mihalcea & Csomai 2007]
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Wikipedia-based measures

- commonness(w,c) [Medelyan et al. 2008]
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Image taken from Li et al. (2013). TSDW: Two-stage word sense disambiguation using Wikipedia. 
In JASIST 2013.
processing, which can be an important preprocessing step in
the aforementioned text mining tasks. Figure 1 shows an
example of an article in our evaluation data set, where
ambiguous phrases are highlighted in red and boldface, and
disambiguated using our proposed approach.

Recently, many works have been proposed to address the
problem of D2W (Li, Sun, & Datta, 2011; Medelyan et al.,
2008; Milne & Witten, 2008b; Ratinov et al., 2011). The
proposed solutions mainly focus on the approximation of the
likelihood of a phrase mapping to each candidate Wikipedia
page based on the semantic context of the document. The
semantic context is defined to be the set of Wikipedia pages
that are uniquely mapped to by the unambiguous phrases in
the document (Li et al., 2011; Medelyan et al., 2008; Milne
& Witten, 2008b). However, the information provided by the
unambiguous phrases in a document could be very limited,
leading to poor accuracy for disambiguation of some
ambiguous phrases. The situation becomes apparent when
short documents are processed. To augment the semantic
context of such documents, Wikipedia pages of ambiguous
phrases disambiguated by some simple methods have been
used as additional context information to augment the
semantic context of such documents. One simple method is
to map an ambiguous phrase to the Wikipedia page that has
the largest cosine similarity with the local neighboring
words of the ambiguous phrase (Ratinov et al., 2011).
However, the augmentation may bring in not only additional
computational cost but also noisy information. In addition,
all existing works are based on English articles only. Con-
sidering the popular usage of Wikipedia in other languages,
as well as its significant contribution in many fields (Chru-
pala & Klakow, 2010; Kassner, Nastase, & Strube, 2008;
Li, Huang, Tsuchiya, Ren, & Zhong, 2008; Shirakawa,

Nakayama, Aramaki, Hara, & Nishio, 2010; Tamagawa
et al., 2010; Zesch, Gurevych, & Mühlhäuser, 2007), it is
important to study the performance of the disambiguation
solutions to other languages in terms of both effectiveness
and efficiency.

In this article, we propose a generic two-stage framework
for word sense disambiguation to Wikipedia, named TSDW.
TSDW consists of the following three key components:
Wikipedia inventory, keyphrase recognizer, and two-stage
disambiguator. We build a word sense inventory by extract-
ing the polysemy, synonym, and hyperlinks encoded in
Wikipedia. Each entry in the inventory is a keyphrase that
refers to at least one Wikipedia article. A keyphrase is a
phrase that is used either as a Wikipedia article title or
anchor text of a wikilink in Wikipedia. The keyphrases, each
of which refers to exactly one Wikipedia article, are unam-
biguous keyphrases. Some keyphrases are ambiguous, each
of which refers to multiple Wikipedia articles (i.e., candidate
topics/senses). Given a document, the unambiguous key-
phrases extracted by the keyphrase recognizer from the
document serve as context information to help in disambigu-
ating the ambiguous keyphrases. Although the ambiguous
keyphrases are often ignored in existing works, some of
them may provide additional semantic clues, resulting in a
better semantic context for disambiguation. The core com-
ponent of TSDW, which distinguishes this work from our
previous work (Li et al., 2011), is the two-stage disambigu-
ator. In the first stage, it disambiguates the ambiguous key-
phrases in a document by exploring semantic context
defined by the unambiguous keyphrases. The quality of each
disambiguation decision in the first stage is evaluated by a
confidence measure. In the second stage, the disambiguated
keyphrases with high confidence from the first stage are

FIG. 1. Sample article with phrases disambiguated to Wikipedia topics. Ambiguous phrases are highlighted in red and boldface. The top 10 unambiguous
phrases in terms of keyphraseness are highlighted in gradual changing green colors. The top five unambiguous phrases are highlighted in boldface with their
corresponding Wikipedia topics labeled. The most probable candidate topics are listed for the ambiguous phrases along with the corresponding commonness
values, and their correct Wikipedia topics are highlighted in boldface. [Color figure can be viewed in the online issue, which is available at
wileyonlinelibrary.com.]

1204 JOURNAL OF THE AMERICAN SOCIETY FOR INFORMATION SCIENCE AND TECHNOLOGY—June 2013
DOI: 10.1002/asi



Wikipedia-based measures

- relatedness(c, c’) [Milne & Witten 2008a]

Corpus-based approaches obtain background knowledge 
by performing statistical analysis of large untagged 
document collections. The most successful and well known 
of these techniques is Latent Semantic Analysis (Landauer 
et al., 1998), which relies on the tendency for related 
words to appear in similar contexts. LSA offers the same 
vocabulary as the corpus upon which it is built. 
Unfortunately it can only provide accurate judgments when 
the corpus is very large, and consequently the pre-
processing effort required is significant.  

Strube and Ponzetto (2006) were the first to compute 
measures of semantic relatedness using Wikipedia. Their 
approach—WikiRelate—took familiar techniques that had 
previously been applied to WordNet and modified them to 
suit Wikipedia. Their most accurate approach is based on 
Leacock & Chodorow’s (1998) path-length measure, 
which takes into account the depth within WordNet at 
which the concepts are found. WikiRelate’s 
implementation does much the same for Wikipedia’s 
hierarchical category structure. While the results are 
similar in terms of accuracy to thesaurus based techniques, 
the collaborative nature of Wikipedia offers a much 
larger—and constantly evolving—vocabulary.   

Gabrilovich and Markovitch (2007) achieve extremely 
accurate results with ESA, a technique that is somewhat 
reminiscent of the vector space model widely used in 
information retrieval. Instead of comparing vectors of term 
weights to evaluate the similarity between queries and 
documents, they compare weighted vectors of the 
Wikipedia articles related to each term. The name of the 
approach—Explicit Semantic Analysis—stems from the 
way these vectors are comprised of manually defined 

concepts, as opposed to the mathematically derived 
contexts used by Latent Semantic Analysis. The result is a 
measure which approaches the accuracy of humans. 
Additionally, it provides relatedness measures for any 
length of text: unlike WikiRelate, there is no restriction 
that the input be matched to article titles. 

Obtaining Semantic Relatedness from 
Wikipedia Links 

We have developed a new approach for extracting 
semantic relatedness measures from Wikipedia, which we 
call the Wikipedia Link-based Measure (WLM). The 
central difference between this and other Wikipedia based 
approaches is the use of Wikipedia’s hyperlink structure to 
define relatedness. This theoretically offers a measure that 
is both cheaper and more accurate than ESA: cheaper, 
because Wikipedia’s extensive textual content can largely 
be ignored, and more accurate, because it is more closely 
tied to the manually defined semantics of the resource.  

Wikipedia’s extensive network of cross-references, 
portals, categories and info-boxes provide a huge amount 
of explicitly defined semantics. Despite the name, Explicit 
Semantic Analysis takes advantage of only one property: 
the way in which Wikipedia’s text is segmented into 
individual topics. It’s central component—the weight 
between a term and an article—is automatically derived 
rather than explicitly specified. In contrast, the central 
component of our approach is the link: a manually-defined 
connection between two manually disambiguated concepts. 
Wikipedia provides millions of these connections, as 
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Figure 1: Obtaining a semantic relatedness measure between Automobile and Global Warming from Wikipedia links.
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Wikipedia-based measures

- relatedness(c, c’) [Milne & Witten 2008a]
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Baseline methods



Recall the steps

1. mention detection – MD
2. link generation – LG
3. (disambiguation) – DA



Large-Scale Named Entity 
Disambiguation Based on Wikipedia Data
[Cucerzan 2007]

- Key intuition: leverage context links 
- '''Texas''' is a [[pop music]] band from [[Glasgow]], 

[[Scotland]], [[United Kingdom]]. They were founded 
by [[Johnny McElhone]] in [[1986 in music|1986]] and 
had their performing debut in [[March]] [[1988]] at ...

- Prune the candidates, keep only:
- appearances in the first paragraph of an article, and
- reciprocal links



Large-Scale Named Entity 
Disambiguation Based on Wikipedia Data
[Cucerzan 2007]

- MD
- NER; rule-based; co-ref resolution
- not the focus...

- LG
- Represent entities as vectors 

- context, categories
- Same for all candidate entity links
- Determine maximally coherent set



Wikify!
[Mihalcea & Csomai 2007]

- First paper on actual entity linking, i.e., 
moving beyond disambiguation

- Identifies two steps
1. identify important concepts in the text

“keyword extraction” (mention detection - MD)
2. link these to corresponding Wikipedia pages 

“word sense disambiguation” (link generation - LG)



Wikify!
[Mihalcea & Csomai 2007]

- MD
- tf.idf, Χ2, keyphraseness

- LG
1.Overlap between definition (Wikipedia page) and 

context (paragraph) [Lesk 1986]
2.Naive Bayes [Mihalcea 2007]

- context, POS, entity-specific terms
3.Voting between (1) and (2)



Topic Indexing with Wikipedia
[Medelyan et al. 2008]

- MD
- keyphraseness [Mihalcea & Csomai 2007]

- LG
- combination of average relatedness & commonness

- LG/DA
- Naive Bayes

- TF.IDF, position, length, degree, weighted keyphraseness



Learning to Link with Wikipedia
[Milne & Witten 2008b]

- Key idea: disambiguation informs detection
- start with unambiguous senses 
- compare each possible sense with its relatedness to 

the context sense candidates
- So, first LG, then base MD on these results



Image taken from Milne and Witten (2008b). Learning to Link with Wikipedia. In CIKM '08.

and disambiguation pages, because these are not representative 
unstructured text. A total of 700 articles were randomly selected 
and set aside for developing the disambiguation algorithm: 500 
for training; 100 for configuration, and a further 100 for final 
evaluation.  
The 500 training articles contain more than 50,000 links. Each 
link represents several training instances. The connection between 
an anchor term and its chosen destination gives a positive 
example, while the remaining possible destinations provide 
negative ones. Figure 2 demonstrates this with the anchor tree: 
there are 26 possible senses (18 more than are shown in table on 
the right). Only one sense is a positive example, and the 
remaining 25 are negative. In all, the 500 training articles provide 
about 1.8 million examples. 

Commonness and Relatedness 
Just like Medelyan et al’s (2008) algorithm, our basic approach is to 
balance the commonness (i.e. prior probability) of a sense with its 
relatedness to the surrounding context. The commonness of a sense 
is defined by the number of times it is used as a destination in 
Wikipedia: Figure 2 shows that 93% of tree anchors link to the 
woody plant, 3% to the type of graph, and 3% to the computer 
science concept. The algorithm is predisposed to select the first of 
these senses rather than the more obscure ones, which go all the way 
down to The Trees, a song by the British rock band Pulp.  
As figure 2 demonstrates, this is not always the best decision. Here 
tree clearly refers to one of the less common senses—the 
hierarchical data structure—because it is surrounded by computer 
science concepts. Our algorithm identifies these cases by comparing 
each possible sense with its surrounding context. This is a cyclic 
problem because these terms may also be ambiguous. Fortunately in 
a sufficiently long piece of text one generally finds terms that do not 
require any disambiguation at all, because they are only ever used to 
link to one Wikipedia article. There are four unambiguous links in 
the text of Figure 2, including algorithm, uninformed search and 
LIFO stack. We use every unambiguous link in the document as 
context to disambiguate ambiguous ones.  
Each candidate sense and context term is represented by a single 
Wikipedia article. Thus the problem is reduced to selecting the 

sense article that has most in common with all of the context 
articles. Comparison of articles is facilitated by the Wikipedia Link-
based Measure we developed in previous work (Milne and Witten, 
2008), which measures the semantic similarity of two Wikipedia 
pages by comparing their incoming and outgoing links. For the sake 
of efficiency the disambiguation algorithm (and the link detection 
system that follows) only considers the links made to each article. 
The algorithm must make a vast amount of comparisons, and this 
small sacrifice allows all of the information required to do so to be 
stored in memory. Formally, the relatedness measure is: 

 
where a and b are the two articles of interest, A and B are the sets of 
all articles that link to a and b respectively, and W is set of all 
articles in Wikipedia. The relatedness of a candidate sense is the 
weighted average of its relatedness to each context article, where the 
weight of each comparison is defined in the next section.   

Some context terms are better than others 
One of the main differences between our approach and Medelyan et 
al’s is that we do not consider all context terms to be equally useful. 
The word the, for example, is unambiguous in that it is only ever 
used to link to the grammatical concept of an article, but it has zero 
value for disambiguating other concepts. Mihalcea and Csomai’s 
link probability feature helps to identify such cases; there are 
millions of articles that mention the but do not use it as a link. 
Weighting context terms on this feature emphasizes those that are 
most likely a priori—ones that are almost always used as a link 
within the articles where they are found, and always link to the same 
destination.  
Secondly, many of the context terms will be outliers that do not 
relate to the central thread of the document. We can determine how 
closely a term relates to this central thread by calculating its average 
semantic relatedness to all other context terms, using the measure 
described previously. These two variables—link probability and 
relatedness—are averaged to provide a weight for each context 
term. This is then used when calculating the weighted average of a 
candidate sense to the context articles.  
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Figure 2: Disambiguating tree using surrounding unambiguous links as context.  

sense commonness relatedness
Tree 92.82% 15.97%
Tree (graph theory) 2.94% 59.91%

Tree (data structure) 2.57% 63.26%
Tree (set theory)  0.15% 34.04%
Phylogenetic tree 0.07% 20.33%
Christmas tree 0.07% 0.0%
Binary tree 0.04% 62.43%
Family tree 0.04% 16.31%
  … 

Learning to Link with Wikipedia
[Milne & Witten 2008b]
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and disambiguation pages, because these are not representative 
unstructured text. A total of 700 articles were randomly selected 
and set aside for developing the disambiguation algorithm: 500 
for training; 100 for configuration, and a further 100 for final 
evaluation.  
The 500 training articles contain more than 50,000 links. Each 
link represents several training instances. The connection between 
an anchor term and its chosen destination gives a positive 
example, while the remaining possible destinations provide 
negative ones. Figure 2 demonstrates this with the anchor tree: 
there are 26 possible senses (18 more than are shown in table on 
the right). Only one sense is a positive example, and the 
remaining 25 are negative. In all, the 500 training articles provide 
about 1.8 million examples. 

Commonness and Relatedness 
Just like Medelyan et al’s (2008) algorithm, our basic approach is to 
balance the commonness (i.e. prior probability) of a sense with its 
relatedness to the surrounding context. The commonness of a sense 
is defined by the number of times it is used as a destination in 
Wikipedia: Figure 2 shows that 93% of tree anchors link to the 
woody plant, 3% to the type of graph, and 3% to the computer 
science concept. The algorithm is predisposed to select the first of 
these senses rather than the more obscure ones, which go all the way 
down to The Trees, a song by the British rock band Pulp.  
As figure 2 demonstrates, this is not always the best decision. Here 
tree clearly refers to one of the less common senses—the 
hierarchical data structure—because it is surrounded by computer 
science concepts. Our algorithm identifies these cases by comparing 
each possible sense with its surrounding context. This is a cyclic 
problem because these terms may also be ambiguous. Fortunately in 
a sufficiently long piece of text one generally finds terms that do not 
require any disambiguation at all, because they are only ever used to 
link to one Wikipedia article. There are four unambiguous links in 
the text of Figure 2, including algorithm, uninformed search and 
LIFO stack. We use every unambiguous link in the document as 
context to disambiguate ambiguous ones.  
Each candidate sense and context term is represented by a single 
Wikipedia article. Thus the problem is reduced to selecting the 

sense article that has most in common with all of the context 
articles. Comparison of articles is facilitated by the Wikipedia Link-
based Measure we developed in previous work (Milne and Witten, 
2008), which measures the semantic similarity of two Wikipedia 
pages by comparing their incoming and outgoing links. For the sake 
of efficiency the disambiguation algorithm (and the link detection 
system that follows) only considers the links made to each article. 
The algorithm must make a vast amount of comparisons, and this 
small sacrifice allows all of the information required to do so to be 
stored in memory. Formally, the relatedness measure is: 

 
where a and b are the two articles of interest, A and B are the sets of 
all articles that link to a and b respectively, and W is set of all 
articles in Wikipedia. The relatedness of a candidate sense is the 
weighted average of its relatedness to each context article, where the 
weight of each comparison is defined in the next section.   

Some context terms are better than others 
One of the main differences between our approach and Medelyan et 
al’s is that we do not consider all context terms to be equally useful. 
The word the, for example, is unambiguous in that it is only ever 
used to link to the grammatical concept of an article, but it has zero 
value for disambiguating other concepts. Mihalcea and Csomai’s 
link probability feature helps to identify such cases; there are 
millions of articles that mention the but do not use it as a link. 
Weighting context terms on this feature emphasizes those that are 
most likely a priori—ones that are almost always used as a link 
within the articles where they are found, and always link to the same 
destination.  
Secondly, many of the context terms will be outliers that do not 
relate to the central thread of the document. We can determine how 
closely a term relates to this central thread by calculating its average 
semantic relatedness to all other context terms, using the measure 
described previously. These two variables—link probability and 
relatedness—are averaged to provide a weight for each context 
term. This is then used when calculating the weighted average of a 
candidate sense to the context articles.  
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Figure 2: Disambiguating tree using surrounding unambiguous links as context.  

sense commonness relatedness
Tree 92.82% 15.97%
Tree (graph theory) 2.94% 59.91%

Tree (data structure) 2.57% 63.26%
Tree (set theory)  0.15% 34.04%
Phylogenetic tree 0.07% 20.33%
Christmas tree 0.07% 0.0%
Binary tree 0.04% 62.43%
Family tree 0.04% 16.31%
  … 

Learning to Link with Wikipedia
[Milne & Witten 2008b]



Learning to Link with Wikipedia
[Milne & Witten 2008b]

- MD
- ...

- LG
- Machine learning

- keyphraseness, average relatedness, sum of average 
weights



Learning to Link with Wikipedia
[Milne & Witten 2008b]

- MD
- Machine learning

- link probability, relatedness, confidence of LG, 
generality, frequency, location, spread

- LG
- Machine learning

- keyphraseness, average relatedness, sum of average 
weights



Learning to Link with Wikipedia
[Milne & Witten 2008b]

- Some heuristics
- filter non-informative, non-ambiguous candidates 

(e.g., “the”)
- based on keyphraseness, i.e., link probability

- filter non-central candidates
- based on average relatedness to all other context senses



Image taken from Milne and Witten (2008b). Learning to Link with Wikipedia. In CIKM '08.

on newer data) gains better results. On the other hand 

disambiguation may well be getting easier over time. The baseline 

of simply choosing the most common senses has improved since 

Mihalcea and Csomai’s experiments, which shows that common 

senses are becoming more and more dominant. Consequently any 

algorithm that is trained and tested on the newer documents will 

inherently have a higher accuracy. In any case, our approach is 

competitive and has a distinct advantage of not requiring parsing 

of the text. This significantly reduces the resources required and, 

in principle, provides language independence. Additionally the 

system requires much less training (500 articles vs. the entire 

Wikipedia). On a modest desktop machine (with a 3Ghz Dual 

Core processor and 4Gb of RAM) the new disambiguator was 

trained in 13 minutes and tested in four, after spending another 

three minutes loading the required summaries of Wikipedia’s link 

structure and anchor statistics into memory.  

This evaluation can also be considered as a large-scale test of our 

Wikipedia link-based measure. Just the testing phase of the 

experiment involved more than two million comparisons in order 

to weight context articles and compare them to candidate senses. 

When these operations were separated out from the rest of the 

disambiguation process they where performed in three minutes (a 

rate of about 11,000 every second) on the desktop machine.  

4. LEARNING TO DETECT LINKS 
This section describes a new approach to link detection. The 

central difference between this and Mihalcea and Csomai’s 

system is that Wikipedia articles are used to learn what terms 

should and should not be linked, and the context surrounding the 

terms is taken into account when doing so. Wikify’s detection 

approach, in contrast, relies exclusively on link probability. If a 

term is used as a link for a sufficient proportion of the Wikipedia 

articles in which it is found, they consider it to be a link whenever 

it is encountered in other documents—regardless of context. This 

approach will always make mistakes, no matter what threshold is 

chosen. No matter how small a terms link probability is, if it 

exceeds zero then, by definition, there is some context in which 

has been used as a link. Conversely, no matter how large the 

probability is, if it is less than 1 there is some context where it 

should not be used a link. Thus this approach will always discard 

relevant links and retain irrelevant ones, regardless of chosen 

threshold. We are able to gain much better results by only using 

link probability as one feature among many.  

4.1 A machine-learning link detector 
The link detection process starts by gathering all n-grams in the 

document, and retaining those whose probability exceeds a very 

low threshold. This threshold—the value of which is established 

in the next section—is only intended to discard nonsense phrases 

and stop words. All the remaining phrases are disambiguated 

using the classifier described in the previous section. As shown in 

Figure 4, this results in a set of associations between terms in the 

document and the Wikipedia articles that describe them, which is 

obtained without any form of part-of-speech analysis. Sometimes, 

as is the case with Democrats and Democratic Party, several 

terms link to the same concept if that concept is mentioned more 

than once. Sometimes, if the disambiguation classifier found more 

than one likely sense, terms may point to multiple concepts.  

Democrats, for example, could refer to the party or to any 

proponent of democracy. 

These automatically identified Wikipedia articles provide training 

instances for a classifier. Positive examples are the articles that 

were manually linked to, while negative ones are those that were 

not. Features of these articles—and the places where they were 

mentioned—are used to inform the classifier about which topics 

should and should not be linked. The features are as follows. 

Link Probability. Mihalcea and Csomai’s link probability is a 

proven feature. On its own it is able to recognize the majority of 

links. Because each of our training instances involves several 

candidate link locations (e.g. Hillary Clinton and Clinton in 

Figure 4), there are multiple link probabilities. These are 

combined into two separate features: the average and the 

maximum. The former is expected to be more consistent, but the 

latter may be more indicative of links. For example, Democratic 

Figure 4: Associating document phrases with appropriate Wikipedia articles

Hilary Rodham 
Clinton 

Barack 
Obama 

Democratic Party 
(United States) 

Florida 
(US State) 

Nomination Voting

Delegate President of the 
United States 

Michigan 
(US State) 

Democrat 
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Local versus global context

- “Global” 
- i.e., disambiguation of the candidate entity graph
- NP-hard

- Optimization
- reduce the search space to a “disambiguation context”

- all plausible (reciprocal) disambiguations [Cucerzan 2007] 
- unambiguous surface forms, pair-wise comparisons, and/or 

averages [Milne & Witten 2008b]
- hill-climbing, integer linear programs [Kulkarni et al. 2009]
- hybrid + ML [Ratinov et al. 2011, Ferragina & Scaiella 2010]



Collective annotation of Wikipedia 
entities in web text
[Kulkarni et al. 2009]

- Contribution
- determine a collective score based on trade-off 

between local compatibility and global topical 
coherence between candidate entities

- use ILP or Hill-climbing (ILP beats HC, but is slower)

- Also
- new test collection (web pages), including NILs



Local and Global Algorithms for 
Disambiguation to Wikipedia
[Ratinov et al. 2011]

- Main contribution, in steps – MD + DA
1.use “local” approach (e.g., commonness) to 

generate a disambiguation context
2.apply “global” machine learning approach on pairs

- relatedness, PMI
- {inlinks, outlinks} in various combinations (c and c’)
- {avg, max}

- (Apply another round of machine learning) – LG



TAGME: On-the-fly Annotation of Short 
Text Fragments
[Ferragina & Scaiella 2010]

- MD
- keyphraseness [Mihalcea & Csomai 2007]

- LG
- use “local” approach to generate a disambiguation 

context, very similar to [Ratinov et al. 2011] 
- Heavy pruning

- mentions; candidate links; coherence

- Accessible at http://tagme.di.unipi.it

http://tagme.di.unipi.it
http://tagme.di.unipi.it


Adding semantics to microblog posts
[Meij et al. 2012]

- MD
- commonness (and others)
- idea: obtain ranked list of all candidate entity links

- LG
- use point-wise LeToR to determine which links to keep

- ..., random forests, GBRT
- {text, entity, text+entity, context} features
- ([Guo et al. 2013] use a similar approach)

- Relatively “clean” test collection, see [Derczynski et 
al. 2012] and [Cassidy et al. 2012] 



Graph-based methods



Feeding the Second Screen: Semantic 
Linking based on Subtitles
[Odijk et al. 2013]

- Setting: entity linking on closed captions
- streaming, high-precision, real-time

- Graph information as additional features
- Idea: maintain a (coherent) tripartite context graph

- entities 
- chunks 
- anchors

w

chunk t1 chunk t2 chunk t3

anchor (t2, a) anchor (t3, a’)



Feeding the Second Screen: Semantic 
Linking based on Subtitles
[Odijk et al. 2013]

Table 2: Context features used for learning to rerank

on top of the features listed in Table 1.

Context features
DEGREE(w,G) Number of edges connected to the

node representing Wikipedia article w
in context graph G.

DEGREE�

CENTRALITY (w,G)
Centrality of Wikipedia article w in
context graph G, computed as the

ratio of edges connected to the node
representing w in G.

PAGERANK (w,G) Importance of the node representing
w in context graph G, measured using
PageRank.

Computing features from context graphs. To feed our
learning to rerank approach with information from the con-
text graph we compute a number of features for each link
candidate. These features are described in Table 2. First,
we compute the degree of the target Wikipedia article in
this graph. To measure how closely connected a target is,
we compute degree centrality. Finally, we measure the im-
portance of a target by computing its PageRank [26].

4. EXPERIMENTAL SETUP
We describe the dataset used, our ground truth and met-

rics.

Dataset. To measure the e↵ectiveness and e�ciency of our
proposed approach to semantic linking, we use the subti-
tles of six episodes of a live daily talk show. The subtitles
are generated during live broadcast by a professional and
are intended for the hearing impaired. From these subtitles,
video segments are identified, each covering a single item of
the talk show. These video segments are based on the struc-
ture of the talk show. Video segments cover a single topic;
their boundaries are manually identified during annotation.
Our data set consists of 5,173 chunks in 50 video segments,
with 6.97 terms per chunk. The broadcast time of all video
segments combined is 6 hours, 3 minutes and 41 seconds.

Establishing ground truth. In order to train the super-
vised machine learning methods and also evaluate the end
result, we need to establish a gold standard. To this end, we
have asked a trained human annotator to manually identify
links that are relevant for a wide audience.2 The subtitles
are in Dutch, so we link to a Dutch version of Wikipedia.3

Each video segment is assessed in sequence and links are
identified by selecting anchors and a target Wikipedia arti-
cle. If no target can be identified a link with a NIL target
is created. A total of 1,596 links have been identified, 150
with a NIL target and 1,446 with a target Wikipedia article,
linking to 897 unique articles, around 17.94 unique articles
per video segment and 2.47 unique articles per minute.

Evaluation metrics. For the evaluation of our learning to
rerank approach, we are specifically interested in the rank-
ing that is assigned to each link. We therefore regard the

2To validate these manual annotations, we have asked a second
annotator to annotate six video segments; 95,9% of links identified
by the main annotator were also found by the second one.
3There is nothing in our approach, however, that is language
specific. One could even argue that semantic linking for Dutch is
more di�cult than for English as the Dutch version of Wikipedia
contains fewer Wikipedia articles.

ranked list of all target Wikipedia articles for the link candi-
dates that are produced by the baseline retrieval model for
a video segment. Our learning to rerank approach assigns
new ranks for the ranked list, but does not update the el-
ements making up the list. We report average R-precision
and mean average precision (MAP). We also measure e�-
ciency. We report the average classification time per chunk
on a single core of an eight core machine. This classification
time per chunk indicates how long it takes to produce links
for one line of subtitles, after they appear on the screen. It
should be noted, that all features can be computed o↵-line,
only requiring a simple lookup at runtime.

Features and baselines. To compute our features, we use
a Wikipedia dump from November 2011 (⇠1M articles) for
which we calculate link statistics. For the WIKISTATS fea-
tures, we collect visitor statistics for Wikipedia on a daily
basis and aggregate these per day, week, month, and year.
This preprocessing makes all features fairly easy to compute
at runtime. We consider one baseline: a baseline retrieval
model using COMMONNESS as a ranking function. On
top of that we consider a learning to rerank approach as de-
scribed as step 3 in §3. In this learning to rerank approach,
the ranker is trained using five-fold cross-validation at the
video segment level. The Random Forests algorithm has two
free parameters; the number of trees is set to 1500, based
on preliminary experiments reported in §5 and we set K,
the number of features to consider when taking a bootstrap
sample, according to the common rule-of-thumb, to roughly
10% of the number of features [24].

5. RESULTS AND DISCUSSION
We discuss the outcomes of our experiments aimed at an-

swering our research questions.

Baseline retrieval model. First, we consider the perfor-
mance of our baseline retrieval model. Line 1 in Table 3
shows the scores for the ranking baseline. The recall oriented
link candidate finding step described in §3 produces 120,223
links with 42,265 target articles, including 771 known tar-
gets that are in the ground truth (a recall of 0.8595). With
this number of link candidates, there is a clear need for rank-
ing. The ranking baseline achieves reasonable e↵ectiveness
scores; in absolute terms they are higher than the numbers
reported for the COMMONNESS ranking baseline on mi-
croblog data in [20]. Recall is comparable to the numbers
reported for the baseline on Wikipedia articles in [10, 23],
where R-Precision and MAP are not reported, however. As
to our first research question, the state of the art retrieval
model that we use performs well on the task of semantic
linking of streaming text in terms of e�ciency. The perfor-
mance in terms of e↵ectiveness is strong, with high recall-
scores. In terms of precision these numbers are comparable
to the literature, while leaving room for improvement.

Learning to rerank. Next we consider the performance of
the learning to rerank approach (§3.2). Lines 2–10 in Table 3
show the results with a growing set of features. We add
groups of features in a coordinate ascent [21], i.e., adding
the best feature at each step plus any related feature we
can compute without additional costs in classification time.
We see that learning to rerank significantly boosts e↵ec-
tiveness over the retrieval baseline, while keeping the av-
erage classification time per chunk at around 100 millisec-
onds. This makes classification in a streaming text setting



A Graph-based Method for Entity Linking
[Guo et al. 2011]

- MD
- rule-based; prefer longer links
- generate a disambiguation context

- LG
- (weighted interpolation of) in- and outdegree in 

disambiguation context to select entity links
- edges defined by wikilinks

- Evaluation on TAC KBP



Graph-based named entity linking with 
Wikipedia
[Hachey et al. 2011]

- MD
- generate disambiguation context 

- based on unambiguous entity links
- edges defined by wikilinks (articles & categories)

- max step size: 2 (articles), 3 (categories)

- LG
- use degree centrality and PageRank to reweigh 

cosine-based similarity scores

- Evaluation on TAC KBP



- Global approach, main contribution
- random walk on the referent graph, defined by the 

intra-Wikipedia links

Collective Entity Linking in Web Text: 
A Graph-Based Method
[Han et al. 2011]

There has been several research which focused on computing the 
semantic relatedness between entities (Strube and Ponzetto [19]; 
Milne and Witten [9]). In this paper, we adopt the method 
proposed by Milne and Witten [9] to compute the semantic 
relatedness between entities, which computes the semantic 
relatedness as: 

log(max( )) log( )
( , ) 1

log( ) log(min( , ))
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W A B
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where a and b are the two entities of interest, A and B are the sets 
of all entities that link to a and b in Wikipedia respectively, and W 
is the entire Wikipedia. We show an example of semantic 
relatedness between four selected entities in Table 1, where the 
semantic relatedness can reveal the semantic relations between 
Michael Jordan and Space Jam, and between Michael Jordan and 
Chicago Bulls. 

 Space Jam Chicago Bulls 
Michael Jordan 0.66 0.82 

Michael B. Jordan 0.00 0.00 

Table 1. The relatedness table of four selected entities 

3.3 The Referent Graph 
Now we have two relations: the Compatible relation between 
name mention and entity and the Semantic-Related relation 
between entities. In this way, the interdependence between the EL 
decisions in a document can be best represented as a graph, which 
we refer to as Referent Graph. Concretely, the Referent Graph is 
defined as follows: 

A Referent Graph is a weighted graph G=(V, E), where the 
node set V contains all name mentions in a document and all 
the possible referent entities of these name mentions, with 
each node representing a name mention or an entity; each 
edge between a name mention and an entity represents a 
Compatible relation between them; each edge between two 
entities represents a Semantic-Related relation between them. 

For illustration, Figure 2 shows the Referent Graph representation 
of the EL problem in Example 1. 
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Michael Jordan

Michael I. Jordan

Michael B. Jordan

Space Jam

Bulls Jordan

Mention
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0.66

0.82
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Figure 2. The Referent Graph of Example 1 

By representing both the local mention-to-entity compatibility 
and the global entity relation as edges, two types of dependencies 
are captured in Referent Graph: 

1) Local Dependency between name mention and entity. 
In Referent Graph, the local dependency between a name mention 
and an entity is encoded as the edge between the nodes 
corresponding to them, with an edge weight indicates the strength 
of this dependency. For example, in Figure 2 the dependency 
between (Bulls, Chicago Bulls) is represented as an edge between 
them. Notice here the dependency between name mention and 

entity is asymmetric: only the entity depends on the name mention, 
but the name mention does not depend on the entity. 

2) Global Interdependence between EL decisions. 
By connecting candidate referent entities using the Semantic-
Related relation, the interdependence between EL decisions is 
encoded as the graph structure of the Referent Graph. In this way, 
the referent graph allows us to deduce and use indirect and 
implicit dependencies, and can take the structural properties of the 
interdependence into consideration. For example, the name 
mention Bulls is related to the entity Chicago Bulls, which in turn 
is related successively to the entity Michael Jordan. An indirect 
relation between Bulls and Michael Jordan could be established 
and used in the EL when necessary. Such indirect relations cannot 
be identified using an approach based on pair-wise dependence 
modeling. 

The Referent Graph Construction. Given a document, the 
construction of Referent Graph takes three steps: name mention 
identification, candidate entity selection and node connection. In 
this paper, we focus on the task of linking entities with Wikipedia, 
even though the proposed method can be applied to other 
knowledge bases. Thus we will only show how to construct the 
Referent Graph using Wikipedia: 

1) Name Mention Identification. We first identify all name 
mentions in a document. Given a document, we gather all 
N-grams (up to 8 words) and match them to the anchor 
dictionary of Wikipedia (Medelyan et al. [16]). Not all 
matches are considered, because even stop words such as 
“is” and “an” may match to the anchor texts. We use 
Mihalcea and Csomai [2]’s keyphraseness feature to filter 
out the meaningless name mentions, and the retained name 
mentions will be represented in the graph. 

2) Candidate Entity Selection. In this step, we select the 
candidate referent entities for each name mention detected 
in Step 1. We adopt the method described in Milne & 
Witten [14], where a name mention’s candidate referent 
entities are the destination Wikipedia articles of the anchor 
text which are the same as this name mention. 

3) Node Connection. In this step, we add the dependency edge 
to the Referent Graph. For each name mention, we add a 
Compatible edge between it and each of its candidate 
referent entities using the method in Section 3.1. For each 
pairs of entities in Referent Graph, if there is a Semantic-
Relation between them, we add an edge between them using 
the method described in Section 3.2. 

4. COLLECTIVE ENTITY LINKING 
In this section, we propose a purely collective inference algorithm, 
which can jointly identify the referent entities of all name 
mentions in the same document. Given a Referent Graph 
representation, the goal of the collective EL is to use both the 
Compatible and the Semantic-Related relations simultaneously in 
EL decision making. 

4.1 Problem Reformulation 
As shown in Section 1, the referent entity of a name mention m 
should be both: 

y Compatible with the name mention m; 
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- Global approach, main contribution
- random walk on the referent graph, defined by the 

intra-Wikipedia links

Collective Entity Linking in Web Text: 
A Graph-Based Method
[Han et al. 2011]

There has been several research which focused on computing the 
semantic relatedness between entities (Strube and Ponzetto [19]; 
Milne and Witten [9]). In this paper, we adopt the method 
proposed by Milne and Witten [9] to compute the semantic 
relatedness between entities, which computes the semantic 
relatedness as: 
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where a and b are the two entities of interest, A and B are the sets 
of all entities that link to a and b in Wikipedia respectively, and W 
is the entire Wikipedia. We show an example of semantic 
relatedness between four selected entities in Table 1, where the 
semantic relatedness can reveal the semantic relations between 
Michael Jordan and Space Jam, and between Michael Jordan and 
Chicago Bulls. 

 Space Jam Chicago Bulls 
Michael Jordan 0.66 0.82 

Michael B. Jordan 0.00 0.00 

Table 1. The relatedness table of four selected entities 

3.3 The Referent Graph 
Now we have two relations: the Compatible relation between 
name mention and entity and the Semantic-Related relation 
between entities. In this way, the interdependence between the EL 
decisions in a document can be best represented as a graph, which 
we refer to as Referent Graph. Concretely, the Referent Graph is 
defined as follows: 

A Referent Graph is a weighted graph G=(V, E), where the 
node set V contains all name mentions in a document and all 
the possible referent entities of these name mentions, with 
each node representing a name mention or an entity; each 
edge between a name mention and an entity represents a 
Compatible relation between them; each edge between two 
entities represents a Semantic-Related relation between them. 

For illustration, Figure 2 shows the Referent Graph representation 
of the EL problem in Example 1. 
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Figure 2. The Referent Graph of Example 1 

By representing both the local mention-to-entity compatibility 
and the global entity relation as edges, two types of dependencies 
are captured in Referent Graph: 

1) Local Dependency between name mention and entity. 
In Referent Graph, the local dependency between a name mention 
and an entity is encoded as the edge between the nodes 
corresponding to them, with an edge weight indicates the strength 
of this dependency. For example, in Figure 2 the dependency 
between (Bulls, Chicago Bulls) is represented as an edge between 
them. Notice here the dependency between name mention and 

entity is asymmetric: only the entity depends on the name mention, 
but the name mention does not depend on the entity. 

2) Global Interdependence between EL decisions. 
By connecting candidate referent entities using the Semantic-
Related relation, the interdependence between EL decisions is 
encoded as the graph structure of the Referent Graph. In this way, 
the referent graph allows us to deduce and use indirect and 
implicit dependencies, and can take the structural properties of the 
interdependence into consideration. For example, the name 
mention Bulls is related to the entity Chicago Bulls, which in turn 
is related successively to the entity Michael Jordan. An indirect 
relation between Bulls and Michael Jordan could be established 
and used in the EL when necessary. Such indirect relations cannot 
be identified using an approach based on pair-wise dependence 
modeling. 

The Referent Graph Construction. Given a document, the 
construction of Referent Graph takes three steps: name mention 
identification, candidate entity selection and node connection. In 
this paper, we focus on the task of linking entities with Wikipedia, 
even though the proposed method can be applied to other 
knowledge bases. Thus we will only show how to construct the 
Referent Graph using Wikipedia: 

1) Name Mention Identification. We first identify all name 
mentions in a document. Given a document, we gather all 
N-grams (up to 8 words) and match them to the anchor 
dictionary of Wikipedia (Medelyan et al. [16]). Not all 
matches are considered, because even stop words such as 
“is” and “an” may match to the anchor texts. We use 
Mihalcea and Csomai [2]’s keyphraseness feature to filter 
out the meaningless name mentions, and the retained name 
mentions will be represented in the graph. 

2) Candidate Entity Selection. In this step, we select the 
candidate referent entities for each name mention detected 
in Step 1. We adopt the method described in Milne & 
Witten [14], where a name mention’s candidate referent 
entities are the destination Wikipedia articles of the anchor 
text which are the same as this name mention. 

3) Node Connection. In this step, we add the dependency edge 
to the Referent Graph. For each name mention, we add a 
Compatible edge between it and each of its candidate 
referent entities using the method in Section 3.1. For each 
pairs of entities in Referent Graph, if there is a Semantic-
Relation between them, we add an edge between them using 
the method described in Section 3.2. 

4. COLLECTIVE ENTITY LINKING 
In this section, we propose a purely collective inference algorithm, 
which can jointly identify the referent entities of all name 
mentions in the same document. Given a Referent Graph 
representation, the goal of the collective EL is to use both the 
Compatible and the Semantic-Related relations simultaneously in 
EL decision making. 

4.1 Problem Reformulation 
As shown in Section 1, the referent entity of a name mention m 
should be both: 

y Compatible with the name mention m; 
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Cosine similarity between 
context of surface form 
and Wikipedia article

relatedness(c, c’) [Milne & 
Witten 2008a]



Collective Entity Linking in Web Text: 
A Graph-Based Method
[Han et al. 2011]

- Evaluation
- IITB test collection [Kulkarni et al. 2009]
- LC = using only cosine similarity

cross validation. The overall performance results are shown in 

Table 3. 

 Precision Recall F1 
Wikify! 0.55� 0.28� 0.37�

Cucerzan 0.71� 0.33� 0.45�
M&W 0.80� 0.38� 0.52�
CSAW 0.65� 0.73� 0.69�

Our Method(LC) 0.52 0.34 0.41 
Our Method 0.69� 0.76� 0.73�

Table 3. The overall results on IITB data set 

From the results in Table 3, we can make the following 

observations: 

1) By modeling and exploiting the global interdependence 

between different EL tasks, our collective EL method can 

achieve significant performance improvements over the 

traditional methods: compared with the local compatibility 

based baseline Wikify!, our method can produce a 36% F1 

improvement; compared with the simple relational baseline 

M&W, our method can produce a 21% F1 improvement; 

compared with the pair-wise based collective baseline CSAW, 

our method can produce a 4% F1 improvement. 

2) The interdependence between the referent entities in the 

same document can provide critical evidence to the EL 

decision: � By adding the relatedness between entities into 

the local compatibility, the Cucerzan can achieve a 8% F1 

improvement over the local context based baseline Wikify!; 

ĸ By using only the relatedness between entities, the simple 

relational method M&W can achieve a 15% F1 improvement 

over the local context based baseline Wikify!. 

3) By modeling and exploiting the interdependence between 

different EL tasks, the collective EL method can achieve 

significant performance improvement over the independent 

decision making based EL methods: ķ Compared with the 

local compatiblity based baseline Wikify!, the two collective 

EL methods CSAW and Our Method can significantly 

improve the F1 measure by 32% and 36% respectively; ĸ 

Compared with the simple relational baseline M&W, the two 

collective EL methods CSAW and Our Method can 

significantly improve the F1 measure by 24% and 28% 

respectively; Ĺ  By exploiting the interdependence and 

making the collective inference, Our Method can achieve a 

32% F1 improvement over our local compatibility only 

system—Our Method(LC). 

4) By modeling and exploiting the global interdependence, our 

method can further improve the EL performance than the 

pair-wise interdependence model: compared with the pair-

wise interdependence model based CSAW baseline, our 

method can achieve a 4% F1 improvement. We believe this 

is because our Referent Graph can encode more 

interdependence between EL tasks than the pair-wise based 

model, and our purely collective inferent algorithm can 

better exploit the global interdependence structure between 

different EL decisions, in particular, regarding indirect 

relations and mutual reinforcement. 

5.2.2 Disambiguation Precision 

For many EL applications such as the Wikification of Web pages 

and Wikipedia articles, the disambiguation precision plays a 

critical role. However, because precision and recall are strongly 

related, it is not straightforward to compare the disambiguation 

precision of different EL systems. Observed that in our 

experiments all EL systems can achieve a recall larger than 20%, 

we compare the disambiguation precision of different EL methods 

at the recall of 20%. The results are shown in Table 4. 

 Precision 
Wikify! 0.60�

Cucerzan 0.71�
M&W 0.83�
CSAW 0.87�

Our Method(LC) 0.58 
Our Method 0.87�

Table 4. The Precision results @20% Recall 

From Table 4, we can make the following observations: 

1) The local context typically is not enough to support a high 

disambiguation precision: even at the recall of 20%, the two 

local context based methods, Wikify! and Our Method(LC), 

can only achieve precisions of 0.60 and 0.58. 

2) The interdependence between referent entities is the better 

evidence for disambiguation than the local context of name 

mentions: all the three interdependence based methods 

(M&W, CSAW and Our method) can achieve a precision 

higher than 0.80 at the recall of 20%. 

5.2.3 Recall-Precision Tradeoff 

Usually, the disambiguation precision of an EL system is related 

to the recall of name mentions. To discuss the tradeoff between 

recall and precision, we show the precisions at different recalls of 

our method in Figure 3 (Notice that the highest Recall that can be 

achieved by Our Method and Our Method(LC) are 

correspondingly 0.83 and 0.32). Furthermore, in order to 

intuitively demonstrate the EL result when pushing the recall into 

a higher value, Table 5 shows our method’s results of the top 20% 

weighted and the last 20% weighted name mentions of the 

Wikipedia article Michael I. Jordan
6
. 

 

Figure 3. The Precisions vs. Recalls 

 
                                                                 

6
 http://en.wikipedia.org/wiki/Michael_I._Jordan 
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From Names to Entities using Thematic 
Context Distance
[Pilz et al. 2011]

- Main contribution
- “extend” previous BOW approaches for 

disambiguation with LDA topics
- compare topic distributions of source document with 

candidate entities
Table 1: Topics for entities with name John Taylor (excerpt) with associated probability value

disambiguation term i p(ti) Important words (titles) of the topics

South Carolina governor 109 0.3805 unit state, state senat, lieuten governor, hous repres, elect governor, ...
120 0.2477 north carolina, south carolina, unit state, west virginia, civil war, ...

athlete 80 0.4190 summer olymp, gold medal, world record, silver medal, world championship, ...
135 0.1047 unit state, rhode island, baltimor maryland, new hampshir, georg washington, ...

racing driver 129 0.7407 grand prix, race driver, motor race, formula, race team, sport car, ...

jazz 141 0.5781 jazz musician, big band, new york, duke ellington, jazz band, ...

bass guitarist 18 0.2964 rock band, solo album, play guitar, band member, rock roll, ...
70 0.1594 album releas, studio album, debut album, record label, music video, ...

lieve that the reason behind this is that the inferred topic
distributions are less smooth and thus also less reliable.

Thus, we propose to use the complete document of the
entity mention m with an additional boost on the local con-
text. We found that a context window of [10,10] around the
mention yields the best result. The terms from this win-
dow are added five times to the overall tokens of the query
document m. We found that this overweighting of the local
context increases the performance significantly (p < 0.05)
in comparison to the unboosted version. Hence, we use the
local boosting for all of the following experiments based on
topic information.

5.3.2 LDA parameters

In preliminary experiments, we also evaluated topic mod-
els with di↵erent values of K for the task of entity disam-
biguation. That is, we varied the number of topics clusters
K from 50 to 500 on the same training corpus and found
no major di↵erence in the predictive performance when in-
creasing the number of topics above 200.

Note that the Mallet implementation of LDA automat-
ically optimizes the ↵ parameter, such that topic models
with the same number of topics but di↵erent initial values
for ↵ yield the same (or very similar) performance. For all
topic models we used � = 0.01 as prior on the word-topic
distribution.

6. EXPERIMENTAL EVALUATION
The approach proposed in this paper using symmetric

Kullback-Leibler distance over topic distributions is denoted
as sKLD. We compare our approach to [5] on the English
version of Wikipedia. In the respective tables, we refer to
this method as Bun06.

We first describe the employed datasets, the properties of
the di↵erent data sets are summarized in Table 3.

6.1 Datasets

6.1.1 English Wikipedia

The first dataset, denoted Q1, constitutes of references
for a random selection of persons4 with an ambiguous name.
The reference datasetA contains 6213 di↵erent entities, from
which we randomly selected each fifth entity as an uncovered
entity. After the removal of these uncovered entities, we have
a ratio of 1242 uncovered vs. 4971 covered entities. We then

4The information that an article refers to a person is ex-
tracted from YAGO.

Table 3: Statistics on the disambiguation datasets

for di↵erent languages. |A| is the size of the reference

data set, |Q| the size of the query dataset.

|A| |Q| avg. ambiguity level

English Q1 6213 16582 2.06
English Q2 10734 15410 26.76

German 22211 4442 2.91
French 7201 1440 1.88

extracted 16582 queries with 2.06 candidates each (e.g., we
build 34197 feature vectors).

Note that in application data, for example news articles,
entities are often referenced merely by the surname, which
makes their distinction even more di�cult. To account for
this di�culty, we create an additional dataset denoted Q2, in
which we allow candidates on partial name matches as well.
In contrast to the other datasets, a candidate is selected
if the surface name is also partially contained in the candi-
date’s title (without disambiguation term). For example, the
surface name Jones can match Bruce Jones, Adam Jones,
Catherine Zeta-Jones, but also Jones Soda or Jones, Okla-
homa. This way we get more than 26 candidates per query
mention and thus a highly ambiguous data set with more
than 400k feature vectors representing all possible (name,
entity)-pairs. Uncovered entities are modeled as above.

6.1.2 German and French Wikipedia

To show that our approach is in general language inde-
pendent, we also report results for disambiguation using the
German and the French Wikipedia. For the German version,
we extracted 22211 articles (again persons5 with ambiguous
names), and 44332 query documents referencing the respec-
tive entities. 4442 of the available entities were modeled as
default entities. Here, we had in average 2.91 candidates per
query, resulting in 129091 feature vector instances.

For the French version, we extracted 7201 articles (again
persons with ambiguous names), and 15149 query docu-
ments. 1440 of the entities were modeled as default entities.
Here, we had in average 1.88 candidates per query, resulting
in 28430 instances.

For both datasets, we trained a topic model with 200 top-
ics on a random selection of articles from the respective ver-
sion of Wikipedia. We used the same preprocessing tech-

5We used language links from the English version to extract
persons in other languages.
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An Entity-topic Model for Entity Linking
[Han & Sun 2012]

- Main contribution
- “extend” previous BOW approaches for 

disambiguation with LDA topics
- add/correlate with global disambiguation
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- Main contribution
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An Entity-topic Model for Entity Linking
[Han & Sun 2012]

- Main contribution
- “extend” previous BOW approaches for 

disambiguation with LDA topics
- add/correlate with global disambiguation

4.5 Experimental Results 

4.5.1 Overall Performance 

We compared our method with all the above five 
baselines. For our method, we estimate the global 
knowledge using all the articles in the Jan. 30, 
2010 English version of Wikipedia, and totally 
there were 3,083,158 articles. For each article, the 
mentions within it are detected using the methods 
described in Medelyan et al.(2008) and all terms in 
an article are used as context words, so a term may 
both be a mention and a context word. The topic 
number of our model is T = 300T = 300  (will be 
empirically set in Sect 4.5.2). To train the entity-
topic model, we run 500500  iterations of our Gibbs 
sampling algorithm to converge. The training time 
of our model is nearly one week on our server 
using 20 GB RAM and one core of 3.2 GHz CPU. 
Since the training can be done offline, we believe 
that the training time is not critical to the real-
world usage as the online inference on new 
document is very quick. Using the above settings, 
the overall results are shown in Table 1. 

 Precision Recall F1 
Wikify! 0.55� 0.28� 0.37�

EM-Model 0.82 0.48 0.61 
M&W 0.80� 0.38� 0.52�
CSAW 0.65� 0.73� 0.69�

EL-Graph 0.69 0.76 0.73 
Our Method 0.81� 0.80� 0.80�

Table 1. The overall results on IITB data set 

From the overall results in Table 1, we can see that: 
1) By jointly modeling and exploiting the 

context compatibility and the topic coherence, our 
method can achieve competitive performance: ƻ1  
compared with the context compatibility baselines 
Wikify! and EM-Model, our method 
correspondingly gets 43% and 19% F1 
improvement; ƻ2  compared with the topic 
coherence baselines M&W, our method achieves 
28% F1 improvement; Ĺ  compared with the 
hybrid baselines CSAW and EL-Graph, our method 
correspondingly achieves 11% and 7% F1 
improvement. 

2) Compared with the context compatibility 
only and the topic coherence only methods, the 
main advantage of our method is that, rather than 
only achieved high entity linking precision on 
salient mentions, it can also effectively link the 

non-salient mentions in a document: this is 
demonstrated in our method’s significant Recall 
improvement: a 32~52% Recall improvement over 
baselines Wikify!, EM-Model and M&W. We 
believe this is because a document usually contains 
little evidence for EL decisions on non-salient 
mentions, so with either only context compatibility 
or only topic coherence the evidence is not enough 
for EL decisions on these non-salient mentions, 
and bring these two directions together is critical 
for the accurate EL on these mentions. 

3) Compared with the hybrid methods, the 
main advantage of our method is the improvement 
of EL precision (a 11~16% improvement over 
baselines CSAW and EL-Graph), we believe this is 
because: ƻ1 Our method can further capture the 
mutual reinforcement effect between the context 
compatibility and the topic coherence; ƻ2 The 
traditional hybrid methods usually determine the 
topic coherence of an entity to a document using 
all entities in the document, in comparison our 
method uses only the entities in the same topic, we 
believe this is more reasonable for EL decisions. 

4.5.2 Parameter Tuning 

One still parameter of our method is the topic 
number T. An appropriate T will distribute entities 
into well-organized topics, in turn it will capture 
the co-occurrence information of entities. Figure 4 
plots the F1 at different T values. We can see that 
the F1 is not very sensitive to the topic number and 
with T = 300T = 300  our method achieves its best F1 
performance. 

0 200 400 600 800 1000
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0.785

0.790
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T  
Figure 4. The F1 vs. the topic number T 

4.5.3 Detailed Analysis 

In this section we analyze why and how our 
method works well in detail. Generally, we believe 
the main advantages of our method are: 

1) The effects of topic knowledge. One main 
advantage of our model is that the topic knowledge 
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Entity Disambiguation with Hierarchical 
Topic Models
[Kataria et al. 2011]

- Semi-supervised hierarchical topic modeling
- one topic per entity: need heavy pruning
- restrict possible topics for words in a WP article 

based on occurrences of surface forms

- Semi-supervised
- bias topic-word distributions based on commonness

- Hierarchical
- capture word and topic correlations: use Wikipedia 

categories for co-occurrence (with pruning)



Recap

- Essential ingredients
- MD

- commonness
- keyphraseness

- LG
- commonness
- machine learning

- DA
- relatedness
- machine learning
- topic modeling
- graph-based methods



Outline

- Part 1 – Entity Linking
- introduction
- methods
- evaluation
- test collections
- toolkits
- open challenges



Evaluation



Image taken from Milne and Witten (2008b). Learning to Link with Wikipedia. In CIKM '08.

on newer data) gains better results. On the other hand 

disambiguation may well be getting easier over time. The baseline 

of simply choosing the most common senses has improved since 

Mihalcea and Csomai’s experiments, which shows that common 

senses are becoming more and more dominant. Consequently any 

algorithm that is trained and tested on the newer documents will 

inherently have a higher accuracy. In any case, our approach is 

competitive and has a distinct advantage of not requiring parsing 

of the text. This significantly reduces the resources required and, 

in principle, provides language independence. Additionally the 

system requires much less training (500 articles vs. the entire 

Wikipedia). On a modest desktop machine (with a 3Ghz Dual 

Core processor and 4Gb of RAM) the new disambiguator was 

trained in 13 minutes and tested in four, after spending another 

three minutes loading the required summaries of Wikipedia’s link 

structure and anchor statistics into memory.  

This evaluation can also be considered as a large-scale test of our 

Wikipedia link-based measure. Just the testing phase of the 

experiment involved more than two million comparisons in order 

to weight context articles and compare them to candidate senses. 

When these operations were separated out from the rest of the 

disambiguation process they where performed in three minutes (a 

rate of about 11,000 every second) on the desktop machine.  

4. LEARNING TO DETECT LINKS 
This section describes a new approach to link detection. The 

central difference between this and Mihalcea and Csomai’s 

system is that Wikipedia articles are used to learn what terms 

should and should not be linked, and the context surrounding the 

terms is taken into account when doing so. Wikify’s detection 

approach, in contrast, relies exclusively on link probability. If a 

term is used as a link for a sufficient proportion of the Wikipedia 

articles in which it is found, they consider it to be a link whenever 

it is encountered in other documents—regardless of context. This 

approach will always make mistakes, no matter what threshold is 

chosen. No matter how small a terms link probability is, if it 

exceeds zero then, by definition, there is some context in which 

has been used as a link. Conversely, no matter how large the 

probability is, if it is less than 1 there is some context where it 

should not be used a link. Thus this approach will always discard 

relevant links and retain irrelevant ones, regardless of chosen 

threshold. We are able to gain much better results by only using 

link probability as one feature among many.  

4.1 A machine-learning link detector 
The link detection process starts by gathering all n-grams in the 

document, and retaining those whose probability exceeds a very 

low threshold. This threshold—the value of which is established 

in the next section—is only intended to discard nonsense phrases 

and stop words. All the remaining phrases are disambiguated 

using the classifier described in the previous section. As shown in 

Figure 4, this results in a set of associations between terms in the 

document and the Wikipedia articles that describe them, which is 

obtained without any form of part-of-speech analysis. Sometimes, 

as is the case with Democrats and Democratic Party, several 

terms link to the same concept if that concept is mentioned more 

than once. Sometimes, if the disambiguation classifier found more 

than one likely sense, terms may point to multiple concepts.  

Democrats, for example, could refer to the party or to any 

proponent of democracy. 

These automatically identified Wikipedia articles provide training 

instances for a classifier. Positive examples are the articles that 

were manually linked to, while negative ones are those that were 

not. Features of these articles—and the places where they were 

mentioned—are used to inform the classifier about which topics 

should and should not be linked. The features are as follows. 

Link Probability. Mihalcea and Csomai’s link probability is a 

proven feature. On its own it is able to recognize the majority of 

links. Because each of our training instances involves several 

candidate link locations (e.g. Hillary Clinton and Clinton in 

Figure 4), there are multiple link probabilities. These are 

combined into two separate features: the average and the 

maximum. The former is expected to be more consistent, but the 

latter may be more indicative of links. For example, Democratic 

Figure 4: Associating document phrases with appropriate Wikipedia articles

Hilary Rodham 
Clinton 

Barack 
Obama 

Democratic Party 
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(US State) 
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DIY Entity Linking

- Ingredients
- knowledge bases
- evaluation metrics 
- test collection



Knowledge bases



DBpedia

- Extract structured information from Wikipedia 
- infoboxes, categories, and more
- crowd-sourced community effort 

- Open source
- written in Scala, Java and VSP
- Virtuoso Universal Server Operating system

- See http://dbpedia.org/About

http://wikipedia.org/
http://wikipedia.org/
http://dbpedia.org/About
http://dbpedia.org/About


Freebase

- Initially seeded from high-quality open data
- now composed mainly by community
- harvested from many sources

- Wikipedia, MusicBrainz, and others.

- Acquired by Google in 2010 (GKG)
- See http://www.freebase.com/

http://en.wikipedia.org/wiki/Online_community
http://en.wikipedia.org/wiki/Online_community
http://www.freebase.com/
http://www.freebase.com/


Wikipedia vs Freebase

- Freebase 5x larger than Wikipedia 
(in terms of the number of entities)

- Geared towards entertainment
- For 85% of Freebase entities there’s no text...

- but, there are Wikipedia-Freebase links 
(for some entities)

- initial work trying to ameliorate this problem [Zheng et 
al. 2012]



YAGO

- Accuracy manually evaluated
- confirmed accuracy of 95%
- relation is annotated with its confidence value.

- Anchored in Time and Space
- Thematic domains (e.g. "music" or "science")

- Includes WordNet 
- See http://www.mpi-inf.mpg.de/yago-naga/

yago/

http://www.mpi-inf.mpg.de/yago-naga/yago/
http://www.mpi-inf.mpg.de/yago-naga/yago/
http://www.mpi-inf.mpg.de/yago-naga/yago/
http://www.mpi-inf.mpg.de/yago-naga/yago/


Sense of Scale

- YAGO: 10 million entities and 120 million facts
- Freebase: 37 million topics, 1,998 types, and 

more than 30,000 properties
- DBpedia: 3.77 million things

- 2.35 million classified in Ontology, including:
- 764,000 persons, 573,000 places, 
- 333,000 creative works, 192,000 organizations, 
- 202,000 species and 5,500 diseases.

- 111 languages, together 20.8 million things

http://wiki.dbpedia.org/Ontology?v=194q
http://wiki.dbpedia.org/Ontology?v=194q


DIY Entity Linking

- Ingredients
- knowledge base
- evaluation metrics 
- test collection



Evaluation metrics



Evaluation metrics

- What is the task?



Evaluation metrics

- Set-based (similar to WSD)
- “How many correct links were retrieved?”

- precision, recall, F-measure

- Rank-based
- “Was the correct link(s) retrieved with a high score?”

- macro/micro 
- per anchor phrase
- per tweet, query, sentence, document



- Accuracy

- Precision

- Recall

Common set-based metrics 
accuracy (A): percentage of correctly linked queries.

A =
|{Ci,0|Ci,0 = G}|

N
(2)

candidate count (!C"): mean cardinality of the candidate sets. Fewer
candidates mean reduced disambiguation workload.

!C" =

!

i |Ci|

N
(3)

candidate precision (PC): percentage of non-empty candidate sets
containing the correct entity.

PC =
|{Ci|Ci #= $ % Gi & Ci}|

|{Ci|Ci #= $}|
(4)

candidate recall (RC): percentage of non-nil queries where the candi-
date set includes the correct candidate.

RC =
|{Ci|Gi #= nil % Gi & Ci}|

|{Gi|Gi #= nil}|
(5)

nil precision (P!): percentage of empty candidate sets that are correct
(i.e., correspond to nil queries).

P! =
|{Ci|Ci = $ % Gi = nil}|

|{Ci|Ci = $}|
(6)

nil recall (R!): percentage of nil queries for which the candidate set is
empty. A high R! rate is valuable because it is di!cult for disambiguators
to determine whether queries are nil-linked when candidates are returned.

R! =
|{Ci|Gi = nil % Ci = $}|

|{Gi|Gi = nil}|
(7)

5. Wikipedia Alias Extraction

We extract a set of aliases — potential mention strings that can refer to
an entity — for each Wikipedia article. By querying an index over these
aliases, we are able to find candidate referents for each entity mention. We
consider the following attributes of an article as candidate aliases:
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Common rank-based metrics

- Recall @ k 
- Precision @ k
- R-precision
- Mean average precision

- Mean reciprocal rank
- Precision @ 1



DIY Entity Linking

- Ingredients
- knowledge base
- evaluation metrics 
- test collection



Test collections



Entity linking test collections

- Wikipedia
- MSNBC 
- AQUAINT
- ACE
- Twitter
- AIDA (CoNLL)
- IITB (web data)
- INEX link-the-wiki
- TREC knowledge base acceleration (KBA)
- TAC knowledge base population (KBP)



Wikipedia (for evaluation)

- Widely used 
- Pros

- cheap and easy; the links are already provided

- Cons
- biased (style guides!)
- specific scenario
- unbalanced



MSNBC
[Cucerzan 2007] 

- 20 news articles
- linked to EN Wikipedia from 2006
- 756 total links; 127 of these are NIL

- Focus: disambiguate entities after NER and 
co-reference resolution
- all mentions of all the detected entities are linked

- Con
- collected by correcting the output of Cucerzan’s 

system

See http://research.microsoft.com/en-us/um/people/silviu/WebAssistant/TestData/

http://research.microsoft.com/en-us/um/people/silviu/WebAssistant/TestData/
http://research.microsoft.com/en-us/um/people/silviu/WebAssistant/TestData/


AQUAINT
[Milne & Witten 2008] 

- 50 news articles
- 449 links, obtained using Amazon mechanical turk

- Subset of AQUAINT newswire, annotated to 
mimic Wikipedia hyperlink structure
- only first mentions of “important” titles were linked 
- uninteresting and redundant mentions of the same 

title not linked

See http://cogcomp.cs.illinois.edu/page/resources/data

http://cogcomp.cs.illinois.edu/page/resources/data
http://cogcomp.cs.illinois.edu/page/resources/data


ACE
[Ratinov et al. 2011] 

- Subset of ACE co-reference data set
- mentions and their types are given
- co-references resolved

- First nominal mentions of each co-reference 
chain are linked
- Amazon mechanical turk
- accuracy of majority vote ~85%
- manually corrected

See http://cogcomp.cs.illinois.edu/page/resources/data

http://cogcomp.cs.illinois.edu/page/resources/data
http://cogcomp.cs.illinois.edu/page/resources/data


Twitter
[Meij et al. 2012] 

- Tweets taken from “verified accounts,” so 
relatively clean

- ~500 tweets, manually linked to Wikipedia
- ~2 entity links per tweet on average

See http://edgar.meij.pro/dataset-adding-semantics-microblog-posts/ 

http://edgar.meij.pro/dataset-adding-semantics-microblog-posts/
http://edgar.meij.pro/dataset-adding-semantics-microblog-posts/


Task Name Year Source All Mentions Instances

cdcr John Smith 1998 News ✘ 197
cdcr WePS 1 2007 Web ✘ 3,489
cdcr Day et al. 2008 News ✔ 3,660
cdcr WePS 2 2008 Web ✘ 3,432
cdcr WePS 3 2009 Web ✘ 31,950
wikify Mihalcea 2007 Wiki ✔ 7,286
wikify Kulkarni 2009 Web ✔ 17,200
wikify Milne 2010 Wiki ✔ 11,000
nel Cucerzan 2007 News ✔ 797
nel tac 09 2009 News ✘ 3,904
nel Fader 2009 News ✘ 500
nel tac 10 2010 News, Blogs ✘ 3,750
nel Dredze 2010 News ✘ 1,496
nel Bentivogli 2010 News, Web,

Transcripts
✔ 16,851

nel Ho!art 2011 News ✔ 34,956

Table 1: Summary of named entity disambiguation data sets.

the documents that refer to that person. In recent years, the task has been
focused on the Web Person Search challenge datasets.

Named entity disambiguation is also sometimes addressed as part of wik-
ification tasks. In these tasks, concepts must be identified and linked to the
best Wikipedia page. Concepts are often named entities, but need not be.
This is often evaluated on Wikipedia links directly, but Kulkarni et al. (2009)
point out that this leads to inaccurate performance estimates due to canoni-
calisation, so collected their own dataset of 17,200 terms mentions using web
text from popular domains from a variety of genres.

Finally, nel resembles wikification, but seeks to link all named entity
mentions, requiring a mechanism for handling mentions that do not have a
corresponding node in the knowledge base. Much of the work on this problem
has been done using the tac data sets. One weakness of these datasets is
that they were collected by cherry-picking ‘interesting’ mentions, rather than
systematically annotating all mentions within a document. One dataset that
corrects this is described by Cucerzan (2007). However, the Cucerzan data
was collected by correcting the output of his system, which may bias the data

11
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TAC 
[McNamee et al. 2010] 

- Target: KB – from Wikipedia (~800k instances)
- infoboxes; article text; type

- “Query”
- document ID (news, web, blog) 
- mention string (occurring at least once in that doc)

- Focus on ambiguous mentions
- collected by cherry-picking ‘interesting’ mentions, 

rather than systematically annotating all mentions 

- Explicit NILs (> 50% of the queries)



tac 2009 test tac 2010 train tac 2010 test

|Q| 3,904 1,500 2,250
kb 1,675 (43%) 1,074 (72%) 1,020 (45%)
nil 2,229 (57%) 426 (28%) 1,230 (55%)
per 627 (16%) 500 (33%) 751 (33%)
org 2710 (69%) 500 (33%) 750 (33%)
gpe 567 (15%) 500 (33%) 749 (33%)
News 3904 (100%) 783 (52%) 1500 (67%)
Web 0 (0%) 717 (48%) 750 (33%)
Acronym 827 (21%) 173 (12%) 347 (15%)

|E| 560 ! 871
kb 182 (33%) 462 (!) 402 (46%)
nil 378 (67%) ! (!) 469 (54%)
per 136 (24%) ! (!) 334 (38%)
org 364 (65%) ! (!) 332 (38%)
gpe 60 (11%) ! (!) 205 (24%)

Table 3: Comparison of tac data sets for all queries (Q) and for unique entities (E).

The tac kb is derived from pages in the October 2008 Wikipedia dump3

that have infoboxes. It includes approximately 200,000 per nodes, 200,000
gpe nodes, 60,000 org nodes and more than 300,000 miscellaneous/non-
entity nodes. We also exploit a more recent English Wikipedia dump from
30th July 2010. This consumes 11.8GB on disk with bzip2 compression,
including markup for 3.3M articles. We use the mwlib4 Python package to
extract article text, categories, links, disambiguation and redirect informa-
tion, and store them using Tokyo Tyrant,5 a fast database server for Tokyo
Cabinet key-value stores. This provides fast access to article data structures
by title as well as the ability to stream through all articles.

We use the tac 2009 test data as our main development set, so that we
can benchmark against a large set of published results. We use the tac 2010
training data for training the Bunescu and Paşca (2006) disambiguator. And
we reserve the tac 2010 test data as our final held-out test set. These are

3http://download.wikimedia.org
4http://code.pediapress.com/wiki/wiki/mwlib
5http://fallabs.com/tokyotyrant/
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Evaluation - recap

- Even with so many test collections to choose 
from, there’s still quite some variation

- People create their own “extracts” from WP
- Same method, same test collection, but 

different results in different papers
- tokenization, normalization, ...

- We need meta-evaluations...



Meta-evaluations

- [Hachey et al. 2013]
- [Cornolti et al. 2013] 



Evaluating Entity Linking with Wikipedia
[Hachey et al. 2013]

- Named entity linking, a.k.a., “NEL”
- include NILs
- Wikipedia articles not always named entities 

- Explicit focus on separating “search” (LG) and 
“disambiguation” (DA)

- Reimplement and evaluate three NEL systems
- [Bunescu & Pasça 2006] 
- [Cucerzan 2007] 
- [Varna et al. 2009] (TAC system paper)



Searcher

System Extractor Condition T
it
le

R
ed

ir
ec
t

L
in
k

T
ru

n
ca

te
d

B
o
ld

D
A
B
T
it
le

Filter Disambiguator

Bunescu
and
Paşca
(2006)

NER NA ✔ ✔ ✔ NA svm rank over
cosine and men-
tion context
word!category
features

Cucerzan
(2007)

NER,
corefer-
ence
expansion

NA ✔ ✔ ✘ ✔ ✔ NA Scalar prod-
uct between
candidate cat-
egory/term
vector and
document-level
vector

Varma
et al.
(2009)

NER,
acronym
expansion

if acronym Cosine between
candidate
article term
vector and
mention context
vector

if expandable ✔ in kb

else ✔ ✔ ✔ ✔ NA
else

search 1 ✔ in kb

if no candidates ✔ ✔ ✔ ✔ NA

Table 2: Comparative summary of seminal linkers.
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Alias Source !C" P!
C R!

C P" R"

Title 0.2 83.5 37.2 68.1 96.5
Redirect 0.1 74.6 20.0 62.1 96.2
Link 4.2 55.7 80.1 88.6 59.5
Bold 1.6 45.1 48.8 71.7 67.2
Hatnote 0.0 42.6 1.2 57.7 99.9
Truncated 1.2 37.8 24.5 62.2 78.6
DABTitle 3.5 34.2 29.3 58.7 65.1
DABRedirect 2.7 34.0 18.9 57.9 77.3

Table 6: Search over individual alias fields (tac 2009).

Alias Source !C" P!
C R!

C P" R"

Title 0.2 83.5 37.2 68.1 96.5
+Redirect 0.3 79.4 54.6 75.0 92.6
+Link 4.2 56.2 81.7 90.2 59.4
+Bold 4.7 55.7 84.8 90.6 55.1
+Hatnote 4.7 55.7 84.8 90.6 55.1
+Truncated 5.0 55.7 85.4 90.6 54.2
+DABTitle 6.9 56.5 87.6 90.8 53.3
+DABRedirect 7.2 56.3 87.8 90.7 52.5

Table 7: Search over multiple alias fields (tac 2009).

Alias Source !C" P!
C R!

C P" R"

Title 0.2 83.5 37.2 68.1 96.5
+Redirect 0.3 79.4 54.6 75.0 92.6
+Link 2.4 56.2 76.5 87.6 63.8
+Bold 2.4 55.8 77.1 88.2 62.9
+Hatnote 2.4 55.8 77.1 88.2 62.9
+Truncated 2.4 55.8 77.1 88.2 62.9
+DABTitle 2.4 55.8 77.1 88.2 62.9
+DABRedirect 2.4 55.4 77.1 88.1 62.2

Table 8: Backo! search over alias fields (tac 2009).
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Alias Source !C" P!
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Alias Source !C" P!
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C P" R"

Title 0.2 83.5 37.2 68.1 96.5
+Redirect 0.3 79.4 54.6 75.0 92.6
+Link 4.2 56.2 81.7 90.2 59.4
+Bold 4.7 55.7 84.8 90.6 55.1
+Hatnote 4.7 55.7 84.8 90.6 55.1
+Truncated 5.0 55.7 85.4 90.6 54.2
+DABTitle 6.9 56.5 87.6 90.8 53.3
+DABRedirect 7.2 56.3 87.8 90.7 52.5

Table 7: Search over multiple alias fields (tac 2009).

Alias Source !C" P!
C R!

C P" R"

Title 0.2 83.5 37.2 68.1 96.5
+Redirect 0.3 79.4 54.6 75.0 92.6
+Link 2.4 56.2 76.5 87.6 63.8
+Bold 2.4 55.8 77.1 88.2 62.9
+Hatnote 2.4 55.8 77.1 88.2 62.9
+Truncated 2.4 55.8 77.1 88.2 62.9
+DABTitle 2.4 55.8 77.1 88.2 62.9
+DABRedirect 2.4 55.4 77.1 88.1 62.2

Table 8: Backo! search over alias fields (tac 2009).

25Table taken from Hachey et al. (2013). Evaluating Entity Linking with Wikipedia. In AI '13.
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System A AC A!

nil Baseline 57.1 0.0 100.0
Title Baseline 71.0 37.2 96.5
+ Redirect Baseline 76.3 54.6 92.6
Bunescu and Paşca 77.0 67.8 83.8
Cucerzan 78.3 71.3 83.5
Varma et al. Replicated 80.1 72.3 86.0
tac 09 Median 71.1 63.5 78.9
tac 09 Max (Varma) 82.2 76.5 86.4

Table 14: Comparison of systems from the literature (tac 2009).

8.1. Comparison of Implemented Linkers

Table 14 summarises the performances of the di!erent systems on the tac
2009 test data. In addition to the systems described above, we report a nil

baseline that returns nil for every query. Thus the overall accuracy of 57.1%
reflects the number of nil queries in the data set. We also report baselines
based on exact matching against Wikipedia article titles, and exact matching
against article titles and redirect titles (Section 5.1). The Title+Redirect
baseline in particular is a strong baseline for this task, achieving a score 5.2
points above the median and 5.9 points below the maximum score achieved
by submissions to the shared task. The last two rows correspond to the
median and maximum results from the tac 2009 proceedings, where the
maximum corresponds to the reported results from Varma et al..

Of the systems we implemented, the Varma et al. approach performs
best on this data, followed by Cucerzan. The Cucerzan and the Bunescu and
Paşca systems perform only slightly better than the Title+Redirect baseline
system, which does not use any disambiguation, and simply queries for exact
matches for the mention string over the title and redirect fields. However,
both systems would have placed just outside the top 5 at tac 2009.

While the Varma et al. system was the best system submitted to tac

2009, two recent papers have reported higher scores on the same data. Zheng
et al. (2010) report an accuracy of 84.9%, the highest in the literature, us-
ing an approach based on learnt ranking with ListNet and a separate svm

classifier for nil detection over a diverse feature set. Zhang et al. (2010)
report an accuracy of 83.8%, using a classifier for nil detection built over a
large training set derived from Wikipedia. Nevertheless, the competitiveness

31

Table taken from Hachey et al. (2013). Evaluating Entity Linking with Wikipedia. In AI '13.

DA



System A AC A!

nil Baseline 57.1 0.0 100.0
Title Baseline 71.0 37.2 96.5
+ Redirect Baseline 76.3 54.6 92.6
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the test collection



Meta-evaluations

- [Hachey et al. 2013]
- [Cornolti et al. 2013] 



A Framework for Benchmarking Entity-
Annotation Systems
[Cornolti et al. 2013]

- Compare five publicly available entity linkers
- [Hoffart et al. 2007] (AIDA)
- [Ratinov et al. 2011]
- [Ferragina & Scaiella 2010] (TAGME)
- [Milne & Witten 2008] (wikipedia-miner)
- DBpedia Spotlight

- And also investigate parameter/cut-off settings

See http://acube.di.unipi.it/ (not available yet).

http://acube.di.unipi.it
http://acube.di.unipi.it


A Framework for Benchmarking Entity-
Annotation Systems
[Cornolti et al. 2013]

- On five publicly available test collections
- AIDA [Hoffart et al. 2007] 

- based on CoNLL 2003: noun annotations
- 1393 Reuters newswire articles
- hand-annotated all nouns with entities in YAGO2

- AQUAINT [Milne & Witten 2008]
- MSNBC [Cucerzan 2007]
- IITB [Kulkarni et al. 2010] (web data)
- Twitter [Meij et al. 2012]



A Framework for Benchmarking Entity-
Annotation Systems
[Cornolti et al. 2013]

- Benchmarking framework 
- Introduces “fuzzy” evaluation measures
- Main findings

- different systems perform well in different scenarios
- AIDA and TagMe seem to be the winners overall



DIY Entity Linking

- Ingredients
- knowledge bases
- evaluation metrics 
- test collection



DIY Entity Linking – footnotes

- ClueWeb annotated with Freebase (FACC1) 
- TREC Web topics too

- Dictionaries for Linking Text, Entities and Ideas:7/26/13 From Words to Concepts and Back: Dictionaries for Linking Text, Entities and Ideas

googleresearch.blogspot.ie/2012/05/from-words-to-concepts-and-back.html 2/4

concept: “soccer”
football and
Football
Soccer and
soccer
Association
football
fútbol and
Fútbol
footballer
Futbol and
futbol
Fußball
futebol
futbolista

footballeur
Fußballspieler
sepak bola

فووتبالل
футболист
כדורגל

piłkarz
voetbalclub
ฟุตบอล
bóng đá
voetbal
Foutbaal
futebolista
لعبة كررةة االقددمم
fotbal

American
football
football
and
Football
fútbol
americano
football
américain

American
football
rules
futebol
americano
فووتبالل
آآمرريیکايیی

football
americano
Amerikan
futbolu
Le Football
Américain
football field
อเมริกัน
ฟุตบอล
פוטבול
كررةة االقددمم
ااألمرريیكيیة
Futbol
amerykański

futbolu
amerykańskiego
football team
американского
футбола
Amerikai futball
sepak bola
Amerika
football player
američki fudbal

كررةة االقددمم ااألميیرركيیة

Associated counts can easily be turned into percentages. The following table illustrates the concept-to-words
dictionary direction — which may be useful for paraphrasing, summarization and topic modeling — for the idea
of soft drink [http://www.wikipedia.org/wiki/Soft_drink] , restricted to English (and normalized for punctuation,
pluralization and capitalization differences):

url=Soft_drink text % 
1. soft drink (and soft-drinks)    28.6 
2. soda (and sodas)    5.5 
3. soda pop 0.9 
4. fizzy drinks 0.6 
5. carbonated beverages (and beverage)    0.3 
6. non-alcoholic 0.2 
7. soft 0.1 
8. pop 0.1 
9. carbonated soft drink (and drinks)    0.1 

10. aerated water 0.1 
11. non-alcoholic drinks (and drink)    0.1 
12. soft drink controversy 0.0 
13. citrus-flavored soda 0.0 
14. carbonated 0.0 
15. soft drink topics 0.0 
⋮ 

http://lemurproject.org/clueweb12/FACC1/
http://lemurproject.org/clueweb12/FACC1/
http://googleresearch.blogspot.com/2012/05/from-words-to-concepts-and-back.html
http://googleresearch.blogspot.com/2012/05/from-words-to-concepts-and-back.html
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Toolkits



Public Toolkits and Web 
Services for Entity Linking

- Wikipedia Miner 
- TagMe
- DBpedia Spotlight
- Illinios Wikifier
- AIDA
- (OpenCalais)



Wikipedia Miner
[Milne & Witten 2008b]

- Open source
- (Public) web service 

- Java
- Hadoop preprocessing pipeline

- Lexical matching + machine learning
- See http://wikipedia-miner.cms.waikato.ac.nz 

http://wikipedia-miner.cms.waikato.ac.nz
http://wikipedia-miner.cms.waikato.ac.nz


TagMe
[Ferragina & Scaiella 2010]

- Web service only (demo + API)
- Approach similar to Wikipedia Miner
- Voting for disambiguation

- based on all possible bindings
- heuristics to select best target

- Designed for short texts
- See http://tagme.di.unipi.it/

http://tagme.di.unipi.it/
http://tagme.di.unipi.it/


Illinois Wikifier
[Ratinov et al. 2011]

- Local install + online demo
- uses Illinois NER system

- Disambiguation as weighted sum of features
- Textual similarity
- Global coherence based on link structure

- See http://cogcomp.cs.illinois.edu/page/
software_view/33

http://cogcomp.cs.illinois.edu/page/software_view/33
http://cogcomp.cs.illinois.edu/page/software_view/33
http://cogcomp.cs.illinois.edu/page/software_view/33
http://cogcomp.cs.illinois.edu/page/software_view/33


DBpedia Spotlight
[Mendes et al., 2011]

- Open source 
- Public web service 
- Disambiguation in local context

- vector-space model using bag-of-words and cosine 
similarity

- (actually, Lucene)

- See http://spotlight.dbpedia.org 

http://spotlight.dbpedia.org
http://spotlight.dbpedia.org


AIDA
[Yosef et al. 2011]

- Open source
- uses Stanford NER system

- (Public) web service, API
- Links to YAGO2
- Disambiguation in 3 variants

- PriorOnly: link to most common target
- Local: disambiguate individual links with local features
- CocktailParty: collective disambiguation maximizing 

coherence using iterative graph-based approach



OpenCalais

- Only on public content
- does not keep a copy of content
- keeps a copy of the metadata it extracts

- Free for up to 50,000 documents per day
- Early adopters: 

- CBS Interactive / CNET, Huffington Post, Al Jazeera,  
The White House

- more than 30,000 developers && 50 publishers



Programming 
Language Service

Available 
Languages

Open
Source

Wikipedia 
Miner

TagMe

DBpedia 
Spotlight

Illinois 
Wikifier

AIDA

OpenCalais

Java Web API, 
Application any WP ✔

Java Web API EN, IT ✖

Java Web API,
Application

EN
+ any WP ✔

Java Application EN ✔

Java Web API EN ✔

? Web API EN, FR, SP ✖



Matching Target KB Context Comment

Wikipedia 
Miner

TagMe

DBpedia 
Spotlight

Illinois 
Wikifier

AIDA

OpenCalais

Lexical Wikipedia ML on 
Relatedness

Lexical Wikipedia Vote on 
Relatedness

Focus on 
Short texts

Lexical? DBpedia Cosine 
Similarity Structure

NER Wikipedia Global 
Coherence

NER YAGO2 Multiple Structure

? Calais ?
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Open challenges

- Difficulty prediction
- similar to ambiguity, but not the same
- dependent on context, candidate links, ...

- Multi/Cross-lingual entity linking
- [Wang et al. 2013]
- CrossLink-2 (NTCIR-9), CJK - EN [Tang et al. 2013]
- TAC...

- Cross-KB entity linking (“Freebase”)
- directly? use Wikipedia as pivot?



Learning/Updating the KB

- Link parallel, continuous streams of items
- news, tweets, blogs, status updates
- queries, clicks
- web pages, RDFa/schema.org
- etc.

- Given an entity
- “What is new?” What do I need to know now?”
- Add: personal
- Add: social

- TREC KBA/KBP/KBx, TREC TS



Learning/Updating the KB: 
ingredients?

- Accurate entity linking
- real-time
- cross-item
- cross-genre
- cross-vertical

- What is being said?
- aspects, attributes, relations, events

- Correlate with already known facts
- Detect bursts, events



Open challenges

- Generic test collections
- What’s the task? User model? Evaluation?

- TAC? set-based? ranking? known-item finding? top-k?
- exhaustive linking? first mention only?
- “aboutness”

- Moving beyond entities
- events/news, concepts, relations

- Moving beyond "ad hoc" entity linking: 
- incorporate contextual evidence in the task 

(and evaluation)
- {users, history, profile, social, trending, ...}



Follow-up reading

- Detecting unlinkable entities [Lin et al. 2012a]
- Linking entities to any database [Sil et al. 2012]
- Hyperlinking for multimedia data [Eskevich et al. 2013]
- Automatically generating Wikipedia articles 

[Sauper & Barzilay 2009]
- Scaling up to the web [Lin et al. 2012b]
- Serendipitous suggestions based on personalized 

entity links [Bordino et al. 2013] 
- Actionable entities/queries [Lin et al. 2012] 



http://www.mendeley.com/groups/3339761/entity-linking-and-retrieval-tutorial-at-www-2013-and-
sigir-2013/papers/added/0/tag/entity+linking/ 

References – Entity linking

http://www.mendeley.com/groups/3339761/entity-linking-and-retrieval-tutorial-at-www-2013-and-sigir-2013/papers/added/0/tag/entity+linking/
http://www.mendeley.com/groups/3339761/entity-linking-and-retrieval-tutorial-at-www-2013-and-sigir-2013/papers/added/0/tag/entity+linking/
http://www.mendeley.com/groups/3339761/entity-linking-and-retrieval-tutorial-at-www-2013-and-sigir-2013/papers/added/0/tag/entity+linking/
http://www.mendeley.com/groups/3339761/entity-linking-and-retrieval-tutorial-at-www-2013-and-sigir-2013/papers/added/0/tag/entity+linking/
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