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Abstract

The “pre-training — downstream adaptation” presents
both new opportunities and challenges for Continual Learn-
ing (CL). Although the recent state-of-the-art in CL is
achieved through Parameter-Efficient-Tuning (PET) adap-
tation paradigm, only prompt has been explored, limiting its
application to Transformers only. In this paper, we position
prompting as one instantiation of PET, and propose a uni-
fied CL framework with general PET, dubbed as Learning-
Accumulation-Ensemble (LAE). PET, e.g., using Adapter,
LoRA, or Prefix, can adapt a pre-trained model to down-
stream tasks with fewer parameters and resources. Given
a PET method, our LAE framework incorporates it for CL
with three novel designs. 1) Learning: the pre-trained
model adapts to the new task by tuning an online PET mod-
ule, along with our adaptation speed calibration to align
different PET modules, 2) Accumulation: the task-specific
knowledge learned by the online PET module is accumu-
lated into an offline PET module through momentum up-
date, 3) Ensemble: During inference, we respectively con-
struct two experts with online/offline PET modules (which
are favored by the novel/historical tasks) for prediction en-
semble. We show that LAE is compatible with a battery of
PET methods and gains strong CL capability. For exam-
ple, LAE with Adaptor PET surpasses the prior state-of-
the-art by 1.3% and 3.6% in last-incremental accuracy on
CIFARI00 and ImageNet-R datasets, respectively. Code is
available at https://github.com/ggk/LAE\

1. Introduction

Continual Learning (CL) of new knowledge is an essen-
tial ability for AI models in the constantly changing world.
However, neural networks often suffer from catastrophic
forgetting [9,139], in which previously learned knowledge is
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Figure 1: The pipeline of our LAE framework vs.
prompt-pool approaches. Above: Prompt-pool ap-
proaches, which query prompts from a pool of learn-
able prompts. Below: Proposed LAE, where an online
Parameter-Efficient Tuning (PET) module attached to the
pre-trained model to adapt a new task quickly, and an offline
PET module accumulates the learned knowledge slowly.
During inference, we use the ensemble of the predictions of
the online and offline PET modules as the final prediction.

forgotten when the model incorporates novel information.
Although many works have been devoted to reducing for-
getting, such as dynamic networks [41, 150, 26, [18]], regular-
ization [28} 120,152, 11], and memory replay [38, 15} 16,30} 2],
their performance still falls short of practical requirements.
Recently, pre-training and downstream adaptation tech-
niques have opened up new opportunities and challenges for
CL. Basically, these techniques [4,136} 12} 1148 pre-train
a deep model on large-scale data and then adapt the pre-
trained model to novel tasks. We observe that downstream
adaptation and CL are important for each other. On the one
hand, in realistic Al systems, pre-trained models sometimes
needs to be adapted to multiple downstream tasks sequen-
tially, yielding the need of CL. On the other hand, recent ef-
forts [47,146|145]] show that the “pre-training — downstream
adaptation” techniques can boost CL performance.
Specifically, L2P [47], DualPrompt [46], and ESN [45]
all use a popular adaptation technique named Parameter-
Efficient-Tuning (PET). Generally, PET adapts pre-trained
models to downstream tasks with much fewer learnable pa-
rameters, as well as fewer resources. Though these ap-
proaches have advanced the state-of-the-art in CL, they still
have some limitations. 1) They are all constrained to a spe-


https://github.com/gqk/LAE

cific PET method, i.e., prompt tuning, limiting their flexibil-
ity, considering that prompt can only cooperate with trans-
formers and does not accommodate other network architec-
tures. 2) Most of them rely on selecting task-specific pa-
rameters (the prompt tokens, in particular) for each indi-
vidual task. The selection tends to be noisy with increasing
task numbers and the task-specific prompts appear homoge-
neous, according to our investigation in the supplementary.

To circumvent these issues, this paper proposes
Learning-Accumulation-Ensemble (LAE), a unified CL
framework resort to the general Parameter-Efficient Tuning
(PET). LAE is not restricted to Prompt, but can also utilize
various other PET modules as shown in Fig. 2 (b). Given a
PET method, our LAE directly reshapes it for CL with three
steps, i.e., learning, accumulation, and ensemble.

e 1) Learning with calibrated speed. The pre-trained
model adapts to the new task by tuning an online PET mod-
ule. To accommodate various PET methods, a key chal-
lenge is that different PET modules have different adap-
tation speeds (for novel tasks), as well as different forget-
ting speeds (for historical tasks). In response, we design an
adaptation calibration strategy, based on the gradient anal-
ysis for different PET modules. We empirically show that
this calibration strategy aligns different PET against each
other and is critical for LAE to be a unified framework.

e 2) Accumulation of multi-task knowledge. After
adapting the pre-trained model to a new task, the parameters
in the online PET module are prone to the current novel task
and may not fit historical tasks. Instead of memorizing mul-
tiple sets of PET modules and selecting some subsets (as in
L2P and DualPrompt) for individual tasks, LAE accumu-
lates all the knowledge of already-seen tasks into a single
offline PET module through momentum update. This sim-
ple accumulation avoids noisy selection and is competent
for alleviating catastrophic forgetting, especially when the
amount of learned tasks is large (Figs.[3|and [d]in Sec. [3).

¢ 3) Ensemble of two expert models. The online and
offline PET modules respectively contain more novel and
historical knowledge, therefore, two expert models con-
structed with them are correspondingly better at handling
newer and older tasks. Instead of inference only using
the online or offline expert model, we integrate the outputs
of two expert models by an energy indicator (detailed in
Sec. £.2) to obtain the prediction for an inference sample
from any learned task. This expert ensemble strategy helps
our framework to achieve a more robust performance com-
pared to inference using one of the expert models alone.

The contributions of this paper are summarized as follows:

* We thoroughly investigate the novel Continual Learn-
ing paradigm that constantly adapts a pre-trained
model to novel tasks using general Parameter-
Efficient Tuning (PET) methods, and propose a unified
Learning-Accumulation-Ensemble (LAE) framework.

e Our LAE framework reshapes a given PET method
into a competitive Memory-Free Continual Learning
approach with three novel designs: Learning with cal-
ibrated speed, Accumulation of multi-task knowledge,
and Ensemble of two expert models constructed with
online and offline PET modules.

* We conduct extensive experiments on CIFARI100
and ImageNet-R benchmarks, on all of which, our
LAE consistently achieves superior incremental per-
formance than previous state-of-the-art approaches.

2. Related Works

Parameter-Efficient Tuning. As an efficient alternative to
full fine-tuning, Adapter-Tuning [[16] was first proposed to
transfer large pre-trained Language models to downstream
tasks. Inspired by textual prompting, Prompt-Tuning [25]]
and Prefix-Tuning [27] insert learnable tokens to adapt to
the new task. More advanced methods [51, [7, [17, [33]
achieved comparable or superior performance to full fine-
tuning, and keep the same inference cost by merging the
additional learnable parameters to the original pre-trained
model. Following the step of successful Vision Transform-
ers [5,131], VPT [19] and AdapterFormer [3] have been pro-
posed to solve visual transfer learning problems. Prompt-
Tuning and Prefix-Tuning depend on the transformer ar-
chitecture because they modify input or hidden tokens.
Adapter and its variants are network architecture generaliz-
able since they are new modules that can be implemented
in forms compatible with pre-trained models. All types
of Parameter-Efficient Tuning modules can be integrated
into our LAE framework as long as they are suitable for
the pre-trained model, but we focus on the representative
Adapter [16], LoRA [17]], and Prefix [27] in this paper.

Continual Learning. The central problem of Contin-
val Learning (CL) is fighting catastrophic forgetting [9].
Memory-based approaches [38] [15] 16} 130} 2] save a subset
of learned samples into a memory buffer and replay them
when learning a new task. Memory-Free approaches do not
rely on old samples that may raise privacy concerns, they
dynamically expand the network or isolate parameters for
different tasks [41, 150, 26 [18], regularize the network pa-
rameters that are important to learned tasks [28} 120} 152 [1]],
and replay generative or synthetic data [42,149, 43, |8]. Con-
ventional CL approaches learn tasks from scratch using a
randomly initialized model, while pre-trained models have
received little attention from CL researchers until recently.
Two pioneering works [47, 46] introduce Prompt-Tuning to
CL and achieve much higher incremental performance than
previous approaches, demonstrating the advantage of using
pre-trained models in CL. Side-Tuning [S3]] adopts a tech-
nique similar to Adapter-Tuning but requires the task iden-
tity of the inference sample. In this paper, we propose a



unified framework for Memory-Free CL that can incorpo-
rate various types of PET modules. Particularly, we focus
on practical Class-Incremental Learning with the potential
to extend our LAE to other CL scenarios in future work.

3. Preliminaries
3.1. Continual Learning Formulation

We focus on Continual Learning with incremental
classes, i.e., Class-Incremental Learning (CIL), where a
model sequentially learns tasks 7:={71, T2, -, Tn}, the
i" task T; has |T;| categories, the train set of 7; is denoted
as D;, and the categories are non-overlapping between
tasks. The model f(-; 6, ¢) predicts the category label y €
Y for a given sample x € X of the learned tasks, where ) is
all seen categories, 8 and ¢ are parameters of feature extrac-
tor and classification head, respectively. In this paper, the
feature extractor is a pre-trained model parameterized by
0, attached with the Parameter-Efficient Tuning module
parameterized by 6., and ¢p=concatenate(d 4, Prew)s
where ¢, and ¢,,,.,, are classifiers of all learned tasks 77.;
and the current learning task 7;. Since 8., and ¢, are
kept fixed during learning a new task, we may omit them
for concise in the rest of this paper.

3.2. Parameter-Efficient Tuning Revisit

Parameter-Efficient Tuning (PET) keeps the pre-trained
model frozen and tunes a small number of additional learn-
able parameters, called PET module in the paper. Below we
revisit several representative PET modules, in which g is the
module that PET attached to, e and h are input and output
of the orginal g and h’ is output of g attached with PET.
Adapter [16] is a small module that can be inserted to any
layer (i.e., g) of the pre-trained model. As shown in Fig. [2]
(b), the adapter is generally a residual block composed of a
down-projection with parameters W 4,,,,,, @ nonlinear acti-
vation function o(-), and an up-projection with parameters
W,,,,. The two projections can be convolution [37] for CNN
or linear [[16] layers for Transformer architectures, respec-
tively. We formulate the adapter as follows:

h/ = h+0’(h*Wdown) *Wup7 (1)

where the * is matrix multiplication or convolution opera-
tion, o is the activation function. Alternatively, the adapter
can also be parallel with g like a residual branch [53} [10]:

h' =h+ o(ex Wapun) * Wy, 2)

LoRA [17] assumes the change of parameters is in a low-
rank space when tuning the pre-trained model on a down-
stream task. For a linear layer with weight W € RI*d" the
weight updates AW can be decomposed into the multipli-
cation of two small matrices:

AW = Wdownwup7 (3)

where W o, € R and W, € R™%. For the con-
volution layer, the updates can be reshaped into the ker-
nel shape. Finally, LoRA modifies the forward pass of the
adapted layer into the following form:

h'=h + e (Wdownwup)v “)

where * is matrix multiplication or convolution operation,
the bias and reshape operation are omitted for conciseness.
Since LoRA adapts the weight of g, the weight updates can
be merged into g to reduce the inference latency.

Prefix [27] and Prompt [25] are learnable tokens
prepended to the input of a transformer block or keys and
values of the attention module. Given two sets of prefix to-
kens Py, P, € R*? the attention module is modified as:

h, = Attn (XWZI7 [le ewk]v [Pw erD ) (5)

where [, -] is concatenate, and Attn is defined as:

T
Attn (Q, K, V) := softmax <QK ) V,
Vd
and the multi-head mechanism is omitted for conciseness.
In this paper, we follow [10] to add a learnable scale pa-
rameter s to the parallel Adapter (Eq.[2) and LoRA (Eq.
respectively to obtain:

h' =h+s-0(e*x Waoun) * W, (6)

h' =h+s-ex (WaiounWayp). @)

The Egs. (6) and (7)) are general forms of Eqs. (2)) and (@),
and they degenerate to Eq. (2 and (4) when s is the constant
1. We use these PETs in Eqs. (6)) and (7) rather than Eqs. (1)
and (@) in our experiments (Sec. [5).

In addition to the three PET modules described above,
there are many others, such as AdaptBias [7], Com-
pacter [33], and AdapterFormer [3], and there will be new
and superior PET methods in future as well. All of them
can be applied to our CL framework (see Sec.[.2), as long
as they are compatible with the pre-trained model.

4. Methodology
4.1. Naive Baseline

We construct a baseline by leveraging pre-trained mod-
els and PET techniques, following the naive sequential fine-
tuning (Seq-FT) that was usually considered as the lower
bound of CIL. Intuitively, our baseline creates a PET mod-
ule and attaches it to the pre-trained model, then sequen-
tially learns tasks in the same way as Seq-FT but keeping
the pre-trained model frozen. We chose the local cross-
entropy loss (CE) rather than the global CE loss as the learn-
ing objective for Seq-FT and our baseline because local CE
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Figure 2: Illustration of our LAE framework. The left (a) is the training process, the right (c) is the inference flow, and
the middle (b) lists some representative Parameter-Efficient Tuning (PET) modules attached to a transformer attention block,
modules connected with dashed lines are optional and we use one of the PET modules in the experiments. There is no
residual connection in Parallel Adapter. “Online” is a PET module to learn knowledge from the new task and “Offline” is a
PET module to accumulate knowledge. The pre-trained model is omitted in the inference flow for concise.

empirically performs better than global CE when using a
large pre-trained model [47, 146l 45]. The local CE is the
standard CE computed on categories of the current task:

! Z Lec(mask(f(x;0,)),v),

L=
D ,
(x,9)€D;

®)

where y is the ground truth label of the input x in the cur-
rent training set D;, mask(+) is a function that filters out the
logits of old categories. The Eq. (§) falls back to global CE
when mask(-) is removed. Although our baseline is very
naive, the performance is comparable to the state-of-the-art
DualPrompt when using the same Prefix module.

4.2. Proposed Framework

LAE builds upon our network architecture generalizable
baseline and additionally introduces three novel designs,
yielding a robust framework that can readily reshape any
PET methods into a competitive Continual Learning ap-
proach. In the following, we will delve into these three key
aspects of LAE: learning, accumulation, and ensemble.

Learning with calibrated speed. We observed that PET
modules vary in their speed for acquiring new knowledge,
leading to disparities in performance. In theory, adapting
the PET module to a new task too quickly can lead to over-
fitting and result in worse catastrophic forgetting, whereas
slower adaptation can maintain the model’s stability but
limit its plasticity. We argue that aligning the adaptation
speeds of different PET modules is crucial for transforming
them into an efficient and robust CL approach in a unified
way. To address this, we propose calibrating PET modules
to align their adaptation speeds.

Moreover, as the same PET module 6,,; is shared by
new and old tasks, the changes made to 6, for the new

task can cause forgetting for the old tasks. Therefore, slow-
ing down the change in 6., e.g., by reducing the learning
rate (see supplementary), can help mitigate catastrophic for-
getting. Kumar et al. [22] showcase how the linear probing
followed by fine-tuning strategy effectively balances perfor-
mance across out-of-distribution and in-distribution tasks.
We employ a similar technique to calibrate the 0,,.;’s adap-
tation speed relative to ¢,,.,,. Specifically, at the beginning
of the training, we only learn ¢,,.,, with 6., frozen; then
after ¢,,.,, has sufficiently learned and the loss has signifi-
cantly decreased, we jointly learn both ¢,, ., and 6.
According to the study by He et al. [10], the Prefix can be
equivalently transformed into a similar form to the Adapter:

h' + (1 - A(e))h + A(e)o (eW1) W,
in which W :WquT, Wy=P,, o=softmax and

€))

> exp (quP;—)i
> exp (eW,P[) + > jexp (EWqWJCT)j
(10)
As Py, usually contains much fewer tokens than input C,
A(e) is often a small positive number close to 0, which im-

pacts the gradient of Prefix tokens P,,:

Ae) =

oL
opP,

oh’
oP,

oL oL
T _ T~
ah/ - A(e)(o- (ewl)) ah/ N

=(5p5) (1)

Therefore, the gradient of P, is significantly smaller
than W, of the corresponding Adapter parameterized by
Wiown=W1 and W,,,=Wj, and we can arrive at a simi-
lar conclusion regarding Py and W 4,,,,,. Then, we can eas-
ily observe that Prefix adapts to the new task much slower
than Adapter. This is partly why the prompts for different



tasks in prior approaches [47| |46] are prone to be homo-
geneous (see supplementary). Here we align Prefix with
Adapter by compensating its gradient by ﬁ and adding
two learnable scaling parameters s* and s?, calibrating the
Prefix described by Eq. (9) into the following form:

h' + (1 - Ae)h+o (s"-eWy) (s"- W), (12)

The adaptation speed of the calibrated Prefix is nearly
equivalent to the Adapter depicted in Eq. (6) and elevates
its performance to be on par with the Adapter. For other
PET modules, we can also analyze them specifically and
then calibrate their adaptation speeds to align with Adapter.
By aligning the adaptation speed of PET modules and
calibrating their adaptation speed relative to the classi-
fiers, our framework achieves a better and more consistent
stability-plasticity balance with various PET modules.

Accumulation of multi-task knowledge. The PET mod-
ule 0, is designed to continuously adapt to new tasks,
making the model more proficient in dealing with novel
tasks. However, this adaptation process can result in the
model gradually forgetting how to handle older tasks. To
address this issue, we propose to create an additional expert
for older tasks to complement the expert for newer tasks,
drawing inspiration from the Complementary Learning Sys-
tem [34} 23] of the human brain, which involves the hip-
pocampus rapidly learning new knowledge and the neocor-
tex integrating learned knowledge in an offline manner over
time. We achieve this by duplicating the online PET module

0,c; (i.e., the 0., in the baseline) attached to the model as

the offline PET module G;Qf after the model has learned the

first task. The agg‘,-f slowly accumulates the learned knowl-
edge when the model learns a new task by an accumulation
function, and we empirically find the simple Exponential

Moving Average (EMA) algorithm works well for our LAE:

00l «a-00f +(1-a)- 092, (13)

where « € (0, 1) is a large (i.e., close to 1) weight decay.
This way, the neocortex-like offline PET module gradu-
ally integrates the learned knowledge in a slow offline man-
ner, while the hippocampus-like online PET module con-
tinues to rapidly learn new knowledge. Then, we can obtain
two experts for newer tasks and older tasks with 68°7, and

pet
egg , respectively. However, the task a sample belongs to

is unknown during inference, we need to devise a method
to effectively utilize both experts for inference.

Ensemble of two expert models. Two expert models con-
structed with GZZt and 0;£tf are respectively proficient at
handling newer and older tasks. Instead of inference only
using the online or offline expert model, we integrate their
outputs to obtain the prediction for an inference sample.

A classifier can be viewed as an energy model when we
define the unnormalized negative log probability as the en-
ergy function [24]. The optimization goal of the energy
model is to minimize the energy of the model on the data
distribution of its learning task. Previous research [29] has
shown that the energy of an energy model trained on one
data domain is generally very high on other data domains.
Therefore, the Eq. actually continuously minimizes the
energy of the ¢,,.,, on the new task. Even if old data is not
used during training, the energy of the old data on ¢,,.,,, will
be very high, as demonstrated by the recent work ESN [45]].
Likewise, as the 8¢, and 0;’,2’0 respectively contain rel-
atively more novel and historical knowledge, theoretically,
the energy produced by OZZt for the sample of the newer
tasks should be smaller than that produced by 9;’,{{ , and the
vice versa for the sample of older tasks. Therefore, choos-
ing the prediction result with the lowest energy as the final
prediction of an inference sample seems like a simple but
effective solution. However, in practice, we find that nor-
malizing the energy produced by 8,7, and 0;5{ before en-
semble yields more robust results. Therefore, we adopt the
following ensemble algorithm instead:

fens (Oon7 OOff) ‘= Inax (0 (Oon) O (Ooff)) ’ (14)

where ¢ is the softmax function, 0°” and 0°// are outputs
of the online and offline expert models (i.e., f(-;0pc;, @)

and f(-; 9;2{‘ , ¢)) for an inference sample, respectively.

As illustrated in Fig. in our LAE framework, the
model learns a new task with 677, and accumulates the
learned knowledge to aggf , the two experts favored by
newer and older tasks are ensembled to get the final pre-
diction for an inference sample. Our LAE can be applied to
the pre-trained model in any network architecture as long as

the PET modules are compatible with the model.

5. Experiment
5.1. Datasets and Evaluation Protocols

Our experiments use models pre-trained on the Im-
ageNet21k [40] dataset without specified, and we fol-
low prior works to train and evaluate the model on CI-
FAR100 [21] and ImageNet-R [14] benchmarks.
CIFAR100 is an extensively used dataset in prior contin-
ual learning (CL) works, containing 100 classes, each class
with 500 training and 100 test images of size 32 x32x3.
ImageNet-R is first introduced to CL by Wang et al. [46]],
including 200 subcategories of ImageNet [40], but its sam-
ples are in different styles, such as cartoon, graffiti, and
origami. There are also some hard examples from ImageNet
that standard models, e.g., ResNet [[13]], fail to classify. The
original dataset is split into the train set with 24000 sam-
ples and the test set with 6000 samples, and the number of
training and testing samples varies between classes.



Table 1: Benchmark Results on CIFAR100. The PET mod-
ules are inserted into the first 5 transformer blocks of the
standard ViT-B/16 pre-trained on the ImageNet21k dataset.
The “5, 10, 20” indicate the size of PET modules.

Table 2: Benchmark Results on ImageNet-R. The PET
modules are inserted into the first 5 transformer blocks
of the standard ViT-B/16 pre-trained on the ImageNet21k
dataset. The ““5, 10, 20” indicate the size of PET modules.

Approach PET Module A (D) A (D) Approach PET Module Ao (1) A M
Joint-FT - 92.00+0.18 - Joint-FT - 79.69+0.16 -

Seq-FT - 77.61+£0.37 85.82+0.86 Seq-FT - 40.4243.28 59.39+2.36
Adapter5 82.30+£1.20 88.184+0.31 Adapter5 61.63+£2.51 71.584+2.33
Adapter10 81.76+1.21 87.84+0.49 Adapter10 57.08+£3.67 68.58+2.89
Baseli LoRAS 83.24+1.54 88.484+0.31 Baselin LoRAS 60.79+2.63  70.504+2.23
aseline LoRAI0  82.55+1.61 88.35+0.48 aseline LoRA10  57.6243.74 68.21+2.85
Prefix10 84.49+0.30 89.3440.59 Prefix10 68.94+1.25 75.31+£1.51
Prefix20 84.44+0.75 89.461+0.42 Prefix20 68.99+0.98 75.3841.43
L2P [47] Prompt 82.574+0.42 86.95+0.68 L2P [47] ) Prompt 63.91£1.60 69.2742.25
DualPrompt [46] Prefix20 84.27+0.41 88.9240.78 DualPrompt [46] Prefix20 68.99+£0.08 74.21£1.13
ESN [45] Prompt 84.18+0.08 88.49+0.64 ESN [45] Prompt 62.61+£096 68.58+1.64
Adapter5 85.59+0.46 89.96+0.44 Adapter5 72.66+0.63 78.91+0.89
Adapter10 85.33+0.20 89.774+0.50 Agall)lt/irSIO ;gggiggé ;gggiggg

LoRAS 85.56+0.16 89.63+0.41 ) . . . .
LAE (Ours) LoRA10 85.374+0.39 89.87+0.50 LAE (Ours) LoRAI10 71.83+0.57 78.24+0.90
Prefix10 85.174+0.14  89.7340.43 Prefix10 71.85+0.66  77.44 +1.12
Prefix20 85.25+0.66 89.71+0.42 Prefix20 72.05+£0.66  77.55+1.00

We follow prior works to split the dataset into 10 tasks,
and all tasks have the same number of classes, i.e., 10
for CIFAR100 and 20 for ImageNet-R. We evaluate the
model by the widely used incremental metrics: last in-
cremental accuracy Ay and average incremental accuracy
Ay = % Zf\;l A;, where N is the total number of tasks
(i.e., 10), and A; is formally defined as:

1
Ai = o Yo 1=y, (15)

VT (xy)eDisst

where 1(-) is the indicator function that maps the boolean
value to {0, 1}, DIt is the test set of all seen tasks so far,
9 and y are predicted and ground truth labels of input x. We
ran all experiments 3 times with different class orders and
report the mean and standard deviation of these 3 runs.

5.2. Implementation and Training Details

To make fair comparisons, we consider state-of-the-art
approaches [47, 46] based on pre-trained models like our
LAE and using the PyTorch code released by Jacho Led|
to conduct experiments. The joint fine-tuning (Joint-FT)
and the naive sequential fine-tuning (Seq-FT) usually rec-
ognized as the upper and lower bounds of CIL are imple-
mented in our codebase, referring to the code of Jacho Lee.
We also compare with recent work ESN [45]], using its of-
ficial PyTorch code. We chose three types of represen-
tative PET modules and two sizes per type for our base-
line and LAE framework, where the size denotes the down-
projection dimension of the Adapter, the rank of LoRA, or
the length of the Prefix described in Sec.[3] We assume

https://github.com/JH-LEE-KR

that only a single PET module is attached to the pre-trained
model in the previous discussion for convenience, in prac-
tice, multiple PET modules are inserted into the Attention
blocks of Transformers or the convolution blocks of Con-
vNets in the shallow layers, following DualPrompt [46].

The training strategy of our baseline and LAE frame-
work is the same as DualPrompt, i.e., training the model
with Adam optimizer for 5 and 50 epochs, and constant
learning rate 0.03 and 0.005 based on batch size 256, for
CIFAR100 and ImageNet-R, respectively. The EMA algo-
rithm’s weight decay « defined in Eq. (I3)) is empirically set
to 0.9999 in all experiments. The freezing epochs of PET
modules are set to 3 and 30 for CIFAR100 and ImageNet-R,
respectively. The data augmentation is consistent with that
used in model pre-training. We train Joint-FT and Seq-FT
with the recommended fine-tuning strategy of ViT [J5], but
the number of training epochs is the same as ours. More
details can be found in the supplementary materials.

5.3. Benchmark Results

CIFAR100 benchmark results are present in Tab. [T] All ap-
proaches use the same ViT-B/16 [5] model pre-trained on
the ImageNet21k [40] dataset. The numerical suffix of the
PET module denotes its size (i.e., down-projection dimen-
sion or length). L2P and DualPrompt are state-of-the-art ap-
proaches that adopt a pool to store Prompt or Prefix. How-
ever, the accuracy of their prompt selection gradually de-
clines with the increase in the number of learning tasks and
the prompts for different tasks appear homogeneous (see
supplementary). Therefore, our baseline is very naive but
achieves comparable performance to L2P and DualPrompt,
and our LAE framework with all 6 PET modules consis-
tently surpasses DualPrompt and ESN by about 1.5% in last
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Figure 3: Task-by-Task Incremental Accuracy on two
benchmarks. The lines show the task-by-task evaluation re-
sults of L2P [47]], DualPrompt [46l], ENS [45]], and our LAE
framework with different PET modules.

incremental accuracy A;p. Although PET modules have
different performances in the baseline, they achieve better
and same level performance in our LAE, mainly due to the
calibration of adaptation speed. In particular, DualPrompt
has 3-10x more learnable parameters than our LAE.
ImageNet-R benchmark is more difficult than CIFAR100,
but it can better demonstrate the advantages of our LAE
framework. From the results shown in Tab. 2] our baseline
can only achieve comparable performance to DualPrompt
when using Prefix. This is because the Adapter and LoRA
adapt to a new task faster than Prefix, which is enlarged in
the ImageNet-R dataset but successfully addressed by the
adaption speed calibration of our LAE framework. Thus,
we can see that our LAE achieves more than 3.5% perfor-
mance improvement over DualPrompt in terms of the last
incremental accuracy Ajg, which is also scaled up com-
pared to the easier CIFAR100 dataset. We can also observe
that the size of the PET modules has little impact on perfor-
mance in our LAE framework, and our LAE is more robust
to the class order, while our baseline has a relatively large
variance between different class orders.

The real-world CL is an endless procedure, and the per-
formance of each learning phase is equally important to the
Al system. So, we also plot the task-by-task incremental
accuracy in Fig. |3aJand We can observe that our LAE
with all three types of PET modules performs better than
L2P and DualPrompt at almost all learning phases. Our
LAE outperforms others by a wider margin in the 20-task
experiments presented in the supplementary material, high-
lighting its ability to handle long-term CL scenarios. In
the supplementary, we compare our LAE with the contem-
porary CODA-Prompt [44] approach on ImageNet-R and
DomainNet [35] datasets. The parameters and computation
comparison can also be found in the supplementary.

5.4. Ablation Study

Our LAE consists of three main novel designs, i.e., learn-
ing, accumulation, and ensemble, so we ablate on them and
report the results in Tab. [3] The first and last rows are
our baseline and LAE framework, respectively. The per-

Table 3: Ablation study on three key designs of our LAE
framework: Learning (Lea.), Accumulation (Acc.), and
Ensemble (Ens.). The experiments are conducted on the

ImageNet-R dataset with Adapter10.

Lea. Ens. Acc. Ao (D) A (D)
X X X 57.08+£3.67 68.58+2.89
X v X 63.36+1.46 73.78+1.54
X v v 65.224+2.56 75.71+1.18
v X X 70.30+1.48 77.254+1.39
v v X 71.37+1.24  78.274+1.30
v X v 72.80+£0.81 78.634+0.95
v v v 72.45+£0.81 79.07+0.88
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Figure 4: Ablation on inference with Online Adapter, Of-
fline Adapter, and our Experts Ensemble. The three strate-
gies correspond to rows 4, 6, and 7 in Table

formance drops the most when removing our learning with
calibrated speed, demonstrating that it contributes the most
to our LAE. Accumulation and Ensemble are also impor-
tant to our LAE, without them the last incremental accuracy
decreases by 2.15%. The sixth row indicates our LAE in-
ference with the Offline PET module only, whose Ajq is
even better than the inference by our expert ensemble. As
illustrated in Fig. ] inference by expert ensemble performs
better than inference with the Online or Offline PET mod-
ule alone in the earlier learning phases. However, as the
number of learned tasks increases, the advantage of expert
ensemble over the Offline PET module gradually decreases,
partly due to the performance of the old tasks dominating
the overall performance. Nonetheless, inference with expert
ensemble yields more robust performance in most cases.

We also conducted ablation experiments on the calibra-
tion made to Prefix. We can see from Tab. [4] that both gra-
dient compensation and learnable scaling parameters indi-
vidually lead to significant improvements in performance.
Moreover, when used together, the performance gain is ap-
proximately equal to the sum of the gains achieved by using
each of them separately, indicating that their contributions
to the performance are independent of each other.

5.5. Attach Position of PET Modules

Our LAE inserts PET modules directly into the first 5
Transformer blocks, following the DualPrompt. As shown



Table 4: Ablation study on the calibration of Prefix: gra-
dient compensation and learnable scaling parameters. The
experiments are conducted on ImageNet-R with Prefix20.

Compensation ~ Scale Ajo (1) Ao (1)

X X 69.23+0.47 75.11£1.30
v X 70.53+0.55 76.16%1.16
X v 70.384+0.52 76.46+1.25
v v 72.05+0.66 77.554+1.00

4 s s 7
Index of the End Block

Figure 5: Ablation on the attached position of PET mod-
ule (left) and the number of inserted blocks (right). There
are 12 transformer blocks in the pre-trained model, “1-5”
indicates attaching PET modules to the first 5 transformer
blocks. The PET modules are inserted into the transformer
starting from the first block in the right figure.

in Fig. [5] (left), inserting the PET modules in the shallow-
est position produces better results than inserting them in
deeper positions, which is consistent with the observation in
DualPrompt. Additionally, Fig. [5] (right) shows that insert-
ing PET modules in the first 6 Transformer blocks achieves
the best performance while inserting them in the first 5
Transformer blocks (i.e., the default setting of our LAE)
also results in nearly the same performance.

5.6. Results on Transformer variant and ConvNet

Prefix and Prompt are not flexible enough to be applied
to ConvNets and Transformer variants, while our LAE is
model architecture generalizable due to the ability to lever-
age various PET modules. We choose the Swin Trans-
former [31] and ConvNeXt [32] to validate our LAE.

Swin Transformer is a representative window-based Vi-
sion Transformer, but L2P and DualPrompt cannot be di-
rectly applied to it because the inserted tokens may dis-
rupt the proper division of the windows. Therefore, we
only compare our LAE with our baseline when using Swin
Transformer, and report the results in Tab. [5] We can see
that our LAE achieves better performance with Swin-B than
with ViT-B/16, which is mainly due to the superior per-
formance of Swin-B. Moreover, our LAE significantly im-
proves the performance of our baseline on all two datasets.

ConvNeXt is a modern ConvNet for the 2020s that outper-
forms Swin Transformer by incorporating several novel de-
signs into the standard ResNet [[13]. Similarly, we compare

Table 5: The comparison between our LAE framework with
our baseline on two datasets using the Swin-B model pre-
trained on the ImageNet22k dataset. Adapters are inserted
in the shallower 10 of 24 transformer blocks.

Approach Dataset Aig (D) Aig (D)

Baseline 85.854+0.69 90.3640.67
LAE (Ours) CHFARIO0 g5 1038  90.58+0.61
Baseline ImaceNeR /181109 7891141
LAE (Ours) TMagelett 23381070 80.01+1.51

Table 6: The comparison between our LAE framework with
our baseline on two datasets using the ConvNeXt-B model
pre-trained on the ImageNet22k dataset. Adapters are in-
serted in the shallower 15 of 36 convolution blocks.

Approach Dataset Aig (M Ag (D)

Baseline 86.40+0.07 91.0040.31
LAE (Ours) CIFARIO0  g7'017028  91.18+0.34
Baseline ImaseNeR 10355136 82.60£1.79
LAE (Ours) TageNetl  7838+0.80 83.95+1.16

our LAE with the baseline in Tab. [f] The Adapter’s down
and up projections are implemented using 1x1 convolution
layers. Both our baseline and LAE achieve significantly
better performance using ConvNeXt-B compared to using
ViT-B/16 and Swin-B, highlighting LAE’s strengths beyond
being limited to Transformers. Our LAE consistently im-
proves the performance of our baseline on both datasets.

6. Conclusion

This paper thoroughly studied the novel Continual
Learning (CL) paradigm that starts with a pre-trained model
and continuously adapts the model to arriving tasks uti-
lizing general Parameter-Efficient Tuning (PET) methods.
We constructed a naive baseline that achieved performance
comparable to the prior state-of-the-art approaches. We pro-
posed the Learning-Accumulation-Ensemble (LAE) frame-
work by introducing three novel designs to the baseline.
Our LAE can convert any PET method into an efficient CL
approach without accessing any old data. We conducted
extensive experiments to validate the effectiveness of our
LAE, and the results demonstrated that our LAE signifi-
cantly outperforms the previous state-of-the-art approaches.
Limitations. There are still some limitations that need to be
improved in the future, such as how to accumulate knowl-
edge more efficiently and better ensemble expert models.
Moreover, due to the lack of large-scale datasets that do not
overlap with the pre-training dataset, our LAE has not been
verified in CL scenarios with a larger number of tasks.
Overall, this paper provides a new solution for Memory-
Free CL and offers some theoretical and experimental ref-
erences for future research on this novel CL paradigm.
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