ColossalChat Cl B &=

e Test data preparation

(test) yeanbang@Hsex $ PRETRAINED_MODEL_PATH=/home/yeanbang/ci_data/coati_v2/models SFT_DATASI home/yeanbang/ci_data/coati_v2/sft_data PROMPT_DATASET=/home/yeanbang/c:
data/coati_v2/prompt_data PREFERENCE_DATASET=/home/yeanbang/ci_data/coati_v2/preference_data ./test_data_preparation

+ python /home/yeanbang/data/ColossalAI/applications/ColossalChat/examples/data_preparation_scripts/prepare_dataset.py --type prompt --data_input_dirs /home/yeanbang/ci_data/coati_v2/prompt_data --conversat]
nfig /home/yeanbang/data/ColossalAl/applications/ColossalChat/tests/11ama.json --tokenizer dir hf-internal-testing/llama-tokenizer --data_cache_dir /home/yeanbang/data/ColossalAI/applications/ColossalChat/t]
okenized_llama_prompt/cache --data_jsonl_output_dir /home/yeanbang/data/ColossalAI/applications/ColossalChat/temp/rlhf_data/tokenized_llama_prompt/jsonl --data_arrow_output_dir /home/yeanbang/data/ColossalA|
ColossalChat/temp/rlhf _data/tokenized_llama_prompt/arrow --max_length 400 --num_samples_per datafile 100 --num_spliced dataset_bins 1
You are using the default legacy behaviour of the <class 'transformers.models.llama.tokenization_llama.lLlamaTokenizer'>. This is expected, and simply means that the "legacy” (previous) behavior will be used
nges for you. If you want to use the new behaviour, set “legacy=False’. This should only be set if you understand what it means, and thouroughly read the reason why this was added as explained in https://gi]
gface/transformers/pull/24565
| 1/1 [e@:00<00:9
| 1/1 [ee:00<00|
Setting num_proc from 192 back to 1 for the train split to disable multiprocessing as it only contains one shard.
Generating train split: 10401 examples [00:00, 356611.16 examples/s]
colossalai - colossalai - INFO: C les [ prepare_dataset.py:186 main
colossalai - colossalai - INFO: Start to process part-6/1 of all orlglnal datasets
Map (num_proc=160): 1ee%| | 100/100 [00:00<00:00, 119|
/home/yeanbang/ .conda/envs/test/1ib/python3.8/site-packages/datasets/table.py:1421: FutureWarning: promote has been superseded by mode='default'.
table = cls._concat_blocks(blocks, axis=0)
Fi1ter: 1e0| NN | 100/100 [60:06<00:00, 5283
colossalai - colossalai - INFO: y 1 icati ) i prepare_dataset.py:209 main
colossalai - colossalai - INFO: processing @ spliced data points for /yeanba 2 SsalA 1 0 part-09)
colossalai - colossalai - INFO: y Colos 1 i I arat prepare_dataset.py:212 main
colossalai - colossalai - INFO: Current file bang/datz ; icat : c part-@0000.jsonl; Data size: 1|
©.000245 minutes.
colossalai - colossalai - INFO: y 3 C 0 C N r on_sc prepare_dataset.py:219 main
INF colossalai - colossalai - INFO: Start to save 1 1AT/2 i 1 1 r t z 11 prompt art
Downloading data files: 100%]| | 1/1 [e0:00<0!
Extracting data files: 100%| | 1/1 [e8:00<00
Setting num_proc from 192 back to 1 for the train split to disable multiprocessing as it only contains one shard.
Generating train split: 100 examples [00:00, 11239.96 examples/s]
Saving the dataset (100/100 shards): 1o || | 100/100 [00:01<60:00, 81

(test) yeanbang@Hge 2/models SFT_DATASET=/home/yeanbang/ci_data/coati_v2/sft_data PROMPT_DATASET=/home/yeanbang/ci
data/coati v2/j

warnings.warn(
Epoch 1/1: 10e% || 5/5 [00:02<00:00, 1.96it/s]
No eval dataloader is provided, skip evaluation2.36it/s]
Epochs: 100% || 1/1 [ee:62<00:08, 2.55s/it]
Start saving final model checkpoint
Saved final model checkpoint at epoch 1 at folder /home/yeanbang/data/ColossalAl/applications/ColossalChat/temp/rlhf_models
Max CUDA memory usage: 1606.86 MB

Training on All Nodes =
127 9.0.1: success

Stopping All Nodes =
127.0.0.1: finish
+ passed=0
+ '['@ -eq0 "]
+ rm -rf /home/yeanbang/data/ColossalAl/applications/ColossalChat/temp/rlhf_models/modeling
+ rm -rf /home/yeanbang/data/ColossalAI/applications/ColossalChat/temp/models_config/config.jsonl
+ break
+ '['"© -ne@ ']"
(test) yeanbang@H80@-80: $ D

e Test LoRA

(test) yeanbang@Hseo-so: $ pytest ./

test session starts

platform linux -- Python 3.8.18, pytest-7.4.4, pluggy-1.3.0
rootdir: /home/yeanbang/data/ColossalAl/applications/ColossalChat
configfile: pytest.ini

plugins: anyio-4.2.0

collected 1 item

test_lora.py .

warnings summary
test_lora.py:64
/home/yeanbang/data/ColossalAl/applications/ColossalChat/tests/test_lora.py:64: PytestAssertRewriteWarning: assertion is always true, perhaps remove parentheses?
assert (correct / total > .95, "The model has not overfitted to the synthesized dataset)

w./ui/+-]..]..].conda/envs/test/1ib/python3.8/site-packages/colossalai/kernel/cuda_native/mha/mem_eff_attn.py:15
/home/yeanbang/ .conda/envs/test/1ib/python3.8/site-packages/colossalai/kernel/cuda_native/mha/mem_eff attn.py:15: UserWarning: please install xformers from https://github.com/facebookresearch/xformers
warnings.warn("please install xformers from https://github.com/facebookresearch/xformers™")

«/../.]..]..].conda/envs/test/1ib/python3.8/site-packages/colossalai/shardformer/layer/normalization. py:45
/home/yeanbang/ . conda/envs/test/1ib/python3.8/site-packages/colossalai/shardformer/layer/normalization.py:45: UserWarning: Please install apex from source (https://github.com/NVIDIA/apex) to use the fused layernorm kern
el
warnings.warn("Please install apex from source (https://github.com/NVIDIA/apex) to use the fused layernorm kernel")

-- Docs: https://docs.pytest.org/en/stable/how-to/capture-warnings. html

d, 3 warnings in 3.06s




e Testtemplating

(test) yeanbang@H806-86: $ ./test templating.sh

Downloading data files: 100% | 1/1 [00:00<00:00, 4315.13it/s]
Extracting data files: 100% | 1/1 [ee:00<00:00, 402.22it/s]
Setting num_proc from 192 back to 1 for the train split to disable multiprocessing as it only contains one shard.
Generating train split: 1 examples [00:00, 132.19 examples/s]
Saving the dataset (1/1 shards): 100%| | 1/1 [00:00<00:00, 83.22 examples/s]
Downloading data files: 100% | 1/1 [ee:00<00:00, 6732.43it/s
Extracting data files: 1007 | 1/1 [ee:00<00:00, 1193.26it/s]
Setting num_proc from 192 back to 1 for the train split to disable multiprocessing as it only contains one shard.
Generating train split: 1 examples [00:00, 139.26 examples/s]
colossalai - colossalai - INFO:
colossalai - colossalai - INFO: Start to process part-5/10 of all original datasets.
Map: 100%| | 1/1 [00:00<00:00, 8.92 examples/s]
Filter | 1/1 [e0:00<00:00, 137.71 examples/s]
colossalai - colossalai - INFO: g y main
colossalai - colossalai - INFO: processing @ spliced data points for )
colossalai - colossalai - INFO: A a 212 main
colossalai - colossalai - INFO: Current file 0 nl; Data size: 1; Time cost: 5 minutes.
colossalai - colossalai - INFO: 219 main
colossalai - colossalai - INFO: Start to save t
Downloading data files: 100%| | 1/1 [00:00<00:00, 4120.14it/s]
Extracting data files: 100%| | 1/1 [ee:00<00:00, 402.18it/s]
Setting num_proc from 192 back to 1 for the train split to disable multiprocessing as it only contains one shard.
Generating train split: 1 examples [00:00, 130.83 examples/s]
Saving the dataset (1/1 shards): 100 | 1/1 [ee:00<00:00, 79.62 examples/s]
(test) yeanbang@Hg0e-80: a a




