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Abstract

Large social, internet, or biological networks frequently have a long tailed degree

distribution. Often there are two long tail phenomena. For bipartite networks two

different entity types may each have a power law degree distribution, and for directed

networks both in-degree and out-degree may have power law distributions. These

can all be viewed as datasets with a large number of categorical levels along multi-

ple dimensions. We frequently observe a head-to-tail affinity between two types of

entities. For example with movie ratings data, viewers making the fewest ratings are

overrepresented in movies receiving the most ratings and conversely.

We present a graphical display to visualize the affinities. The display also exposes

some interpretable anomalies in network data. Our graphic is based on ordering

the entities by size. We show in a Zipf–Poisson model that the largest entities ac-

counting for the majority of data are correctly ordered with probability near one. A

saturation model produces head to tail affinities similar to those seen in the data,

though a bipartite preferential attachment model gives a better fit to the marginal

distributions. Sharp bounds are obtained on the behavior of the margins in both

of these cases. An extended model incorporating temporal aspects of the evolution

of networks reproduces some observed characteristics of real data using only a few

parameters.
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As our graphical display has a close connection to copulas, we explore the utility of

parametric and nonparametric copula models for our data. In the nonparametric case,

we present two new ways of generating smooth valid copula-density estimates. In the

first, we modify an algorithm in the existing literature to get valid copula densities. In

the second, we formulate the smoothing problem in a convex-programming framework,

thus folding the copula constraints directly into the optimization problem, and then

provide insight into the character of the smoothing parameter.

We also develop a new class of discrete-choice models in which the choice set grows

with time. By exploiting the structure that arises when the covariate vector takes a

special form, we are able to fit a rich model via maximum-likelihood to a data set with

over fifty million observations. Interesting issues arise when attempting to simulate

from the fitted model, which leads to a proposal for how to sample from discrete

distributions with a very large number of possible outcomes and with probabilities

that evolve over time.
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Chapter 1

Introduction

Network data typically exhibit a long tail phenomenon in which some nodes or entities

account for much more of the data than others. For bipartite networks with links

between two distinct types of entities, there are usually two power laws, one for each

type of entity. Similarly, directed networks may have two power laws, one for in-degree

and one for out-degree.

The phenomenon we are interested in here is the nature of the association between

the two power law quantities. Very commonly we see that the entities from the head

of one distribution have an affinity for entities at the tail of the other. In this thesis,

we look at graphical displays of the entire joint distribution. We see several different

patterns that can then be interpreted in terms of the original data. A given correlation

coefficient could be consistent with many different data patterns. The patterns we

see are often concentrated at the extreme ranges, head or tail, of the data.

A famous example of ratings data comes from the Netflix prize with just over

100 million movie ratings made by 480,189 customers on 17,770 movies. Inspecting

the Netflix data it becomes clear that the busy raters tend to rate the less popular

1



CHAPTER 1. INTRODUCTION 2

movies and that the popular movies tend to attract the less active raters. A simi-

lar phenomenon happens in other data sets. But the strength and nature of these

affinities differ from data set to data set. Furthermore the affinities don’t have to be

symmetric: popular movies are less strongly associated with rare raters than busy

raters are with unpopular movies.

In the remainder of this chapter, we cover some of the background surround-

ing this problem. We mention some classical works that study univariate power-law

behavior from the perspective of stochastic processes and data analysis. We be-

gin with Pareto’s work on income distribution, following up with Yule’s continuous-

time stochastic-process for evolution. Zipf and Simon’s independent investigations

of vocabulary usage patterns in the English language are perhaps some of the most

well-known early examples of examination of power-law behavior where the response

variable is categorical. More recently, Faloutsos and many others have studied the

degree distributions of web and social networks. The Barabási-Albert preferential-

attachment model is perhaps the most widely known work in this area and we review

the formulation and rigorous results obtained by Bollobás, et al. Our intent will not

be to do a full literature survey, but rather a representative sampling to give an overall

picture of the field.

Copulas also play a central role in this thesis, albeit from a slightly atypical

perspective. We review some of the basic properties in the last part of this chapter

in preparation for the remaining chapters.

Chapter 2 proposes and discusses a gray scale display to show the joint distribu-

tion of two long tailed quantities. The displays show the shape, size and sometimes

surprising location of the affinities in real data sets. We examine numerous examples



CHAPTER 1. INTRODUCTION 3

taken from web, email, and social networks, large-scale ratings databases and trans-

portation networks. In making these displays we have implicitly assumed that sorting

entities by their observed size in the data set puts them into the correct order that

we would see in an infinite sample. For large data sets, we introduce a Zipf–Poisson

ensemble model that gives us reason to expect that the largest entities, accounting for

most of the data will in fact be properly ordered. The model has an infinite number of

entities, of which only finitely many appear in a given sample. With a Zipf parameter

α > 0 and expected number Nζ(α) of observations, the top (3N/(32 log(N)))1/(α+2)

entities are correctly ordered with probability tending to 1 as N →∞.

Chapters 3 and 4 discuss parametric and nonparametric methods, respectively,

for explicitly fitting a copula density to the observed data display. In the parametric

case, it proves difficult to generate the asymmetries seen in real data and the resulting

mathematical forms are unwieldly and unintuitive at the same time. This motivates

a nonparametric approach and we examine some of the work of Genest in this area.

Unfortunately, nonparametric estimates seldom yield valid copulas. We propose a

convex-programming formulation for smoothing the empirical copula estimate cor-

responding to the data display. The smoothing is done by fixing a linear basis and

introducing a shrinkage parameter to control the degree of smoothness. This shrink-

ing parameter turns out to have a very natural interpretation when the “correct”

basis is used.

Head-to-tail affinities for raters and rated items can be explained in terms of

experienced raters having more varied and sophisticated tastes than beginners. In

Chapter 5, we propose three generative baseline models that provide alternative ex-

planations. One is a saturation model in which raters and items are independently
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sampled but subject to a threshold in which no pair is counted more than once.

For the bipartite case, saturation creates a head-to-tail affinity but we show that it

generates unrealistic marginal distributions. A second model invokes bipartite prefer-

ential attachment. This model provides reasonable marginal distributions and we find

head-to-tail affinities. We derive some properties of these two models and demonstrate

their ability to generate head-to-tail affinities. The third model extends the bipar-

tite preferential-attachment by degree framework to include a temporal preferential-

attachment component as well. To decide which combination of degree and temporal

preferential-attachment to use, a multinomial trial is introduced, adding a few more

parameters to the model. We compare the simulations under these models using

various parameter settings to those observed in real datasets and show qualitatively

similar fits.

Chapter 6 considers a unique discrete-choice model for bipartite ratings or graph

data. The model departs from conventional ones in that the choice-set increases

along with the number of observations. For certain types of features, the likelihood

equations can be updated surprisingly easily, greatly reducing the computational

complexity while at the same time allowing for a rich dependence structure between

the bivariate response variables.

An Appendix contains the proofs of various propositions and theorems introduced

in the text.

1.1 Background on power laws

Power-law like behavior has been observed empirically for over one hundred years. In

this subsection, we start with Pareto’s observations on income distribution and work
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our way up through the Barabási-Albert preferential-attachment model of internet

graphs and the rigorous analysis of its properties. In the process, we will touch on

example works in evolution, linguistics, social dynamics, and internet topology to

name a few. A recent and quite complete literature survey on this topic can be found

in [51], and so we do not seek to replicate that here.

1.1.1 Pareto’s observations on income distribution

Vilfredo Pareto was perhaps the first to make explicit reference to a power-law dis-

tribution in an observed process. The Italian economist was interested in political

economy and in a set of lecture notes on the subject [59], he proposes the following

“law” for income distribution:

logN(x) = −α log x+ b ,

where N(x) is the number of people with an income exceeding x. Looking at the

ratio of N(x)/N(h) for h < x, the proportion of people with income exceeding x to

that exceeding h is

U(x) =

(
h

x

)α
.

This has come to be known as Pareto’s Law.

Now, if h is the minimum possible income (assumed non-zero), U(x) can be in-

terpreted as the upper-tail distribution of a random variable X since U(h) = 1 and

limx→∞ U(x) = 0, provided of course that α > 0.

This provides our first example of a power law distribution. For the purposes of

this thesis, a power-law distribution is a distribution function F such that S = 1−F
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satisfies

lim
x→∞

S(x)

x−α
= c , (1.1)

for some α > 0 and c > 0. Heuristically, what this means is that if we plot the

values of S(x) against x on a log-log plot, we see something that looks like a line,

particularly as x grows large.

Pareto wasn’t quite content with his first “law” and so he proposed a modification

by introducing another parameter a. Under his revised model he had

logN(x) = −α log(x+ a) + b ,

yielding upper-tail distribution function

U(x) =

(
h+ a

x+ a

)α
. (1.2)

Note that U(x) in (1.2) satisfies the condition in (1.1). Despite being proposed by

Pareto, the discrete analog of the distribution corresponding to (1.2) is often referred

to as the Zipf–Mandelbrot law.

More perspective and history of a statistical nature on Pareto’s laws can be found

in [10].

1.1.2 Yule’s continuous-time process for evolution

Yule [68] provides perhaps the first process related to the preferential-attachment

graph models for which Barabási and Albert have received much recent fame. Yule

was interested in evolution and specifically in modeling the evolution of the number
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of overall species over time. In modern parlance, his model can be described as a

birth-death process in which no death actually occurs (i.e., a pure birth process).

The initial description of the process [68, pg. 33] starts off considering discrete time

steps from which, via a limiting argument, a continuous time process is constructed.

Suppose that there are N initially existing genera, with each genus consisting of a

single species. At each time step, with probability p, each species within each genus

bifurcates into two new species, and with probability q each species fails to bifurcate.

So, after one step there are about Nq genera of a single species and Np of two species.

After the second time instant, the mean number of single-species genera is Nq2, of

two-species genera is N(pq + (pq2)) = Npq(1 + q), of three species is N(2p2q) and of

four species is Np3.

A continuous limit is then achieved by taking the time between intervals to be

small and the number of intervals large, i.e., t = n∆t and setting p = s∆t for some

constant s. The term qn = (1− p)n arises naturally in the analysis as the number of

generations grows large and so, from this we get (1 − p)n → e−st as t remains fixed

and n goes to infinity. The proportion of genera of size k is e−st(1− e−st)k−1.

Now, if we suppose that not only can species bifurcate at each time interval, but

genera may as well, albeit at a different rate, we may ask ourselves how many of

the total genera over all time have a certain size. Let the probabilistic rate of genus

bifurcation be g (where, for species bifurcation it was s) and define ρ = s/g, which

should naturally be greater than unity.

The total number of genera at time t is then Negt and the rate of new genera

is Ngegt. So at time T , there are about NgeT−x dx of age x to x + dx; hence, the

proportion at time T of age x is geg−x dx. From this, we can calculate the proportion
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of genera containing a single species as

g

∫ ∞
0

e−sxe−gx dx = g(g + s)−1 = (1 + ρ)−1 ,

since there are e−sx single-species genera created at time x.

For genera of two species we get a proportion ρ(1+ρ)−1(1+2ρ)−2, and in general,

the proportion of genera containing k species will be

fk =
(k − 1)!ρk−1

(1 + ρ)(1 + 2ρ) · · · (1 + kρ)
.

Then, it can be shown via Stirling’s approximation or similar arguments that

fk ∼ k−(1+1/ρ) as k →∞, i.e., the proportion of total genera containing k species has

a power-law distribution.

Considering a much different application and a different generative process, in this

thesis, we arrive at an essentially identical power-law for the degree-distribution of

a single partition of a bipartite graph generated via a simple bipartite preferential-

attachment scheme in a discrete-time setting. See Chapter 5 and the appendix for

more details. Whereas Yule’s analysis is certainly elegant, it is not entirely rigorous.

We provide rigorous statements and proofs of our results and augment those of Yule

by also providing upper and lower bounds on the degree distributions of the processes

we are interested in.

1.1.3 Zipf’s law, distribution, and plot

Zipf was interested in, among other things, the usage patterns of vocabulary. He

observed [69] that across multiple languages, including Latin, Chinese, and English,
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there was a consistent relationship between the number of unique words and the

number of occurrences of each of these words. He also provides his first suggestion

for a visualization of these relationships.

Zipf suggests plotting on a double-logarithmic plot, the number of unique words

with a given number of occurrences along the abscissa and the corresponding number

of occurrences along the ordinate. A modern statistician would likely be strongly

tempted to swap the ordinate with the abscissa and normalize the count of unique

words for each data point by the total number of unique words, thus obtaining an

estimated frequency distribution on the number of occurrences for unique words in

the language.

Upon examining the data from multiple languages and plotting them, Zipf pro-

poses the relationship

ab2 = k ,

where a denotes the number of unique words that occur b times in the text and

k is a constant depending on the length of the text under consideration. In other

words, he proposes a power-law distribution for the number of occurrences with scaling

coefficient of 2. His estimates of four corpora of English text are 2.15, 2.05, 2.1 and

2.15, respectively.

Another visualization is also suggested in [69] and discussed further in [70]. Zipf

attributes the visualization to an unnamed friend [69, pg. 44]. He suggests consid-

ering the unique words in English as independent entities and plotting their relative

frequencies in ranked order on a double-logarithmic plot. Hence, the most popular

word would be have a coordinate of one on the abscissa and its relative frequency in

the text on the ordinate. This is the visualization most commonly known as a Zipf
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Figure 1.1: Degree distribution (left) and Zipf (right) plots for an i.i.d. sample from
a Zipf distribution.

plot. We will make heavy use of it in the rest of this thesis; see Chapters 2 and 5, in

particular.

This also motivates the Zipf distribution, which is the discrete counterpart of the

Pareto distribution. Let x ∈ N and α > 1. Then a random variable X follows the

Zipf distribution if

P(X = x) ∝ x−α .

It is easy to see that the proportionality constant is the Riemann zeta function eval-

uated at α, i.e.,

ζ(α) =
∞∑
x=1

x−α .

Figure 1.1 shows the empirical distribution (left pane) and Zipf (right pane) plots

of an independent and identically (i.i.d.) sample of size 1 000 000 from a Zipf distri-

bution with parameter α = 2. The plots are both double-logarithmic; the slope of the
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line in the left pane is 2 and in the right pane is 1. The left-pane slope corresponds

to the scaling exponent of the distribution. To explain the slope in the right pane,

let r̂ = Sn/n where Sn =
∑n

i=1 1(X>x), i.e., r̂ is the empirical proportion of random

variables in the sample that exceed x. Now,

P(X = x) ∼ c1x
−α ⇒ P(X > x) ∼ c2x

−(α−1) ,

and so r̂
p→ c2x

−(α−1). Inverting this relationship, we have (c2/r̂)
1/(α−1) p→ x by

the continuous mapping theorem, and so we conclude that magnitude of the (r̂n)th

order statistic is proportional to r̂−1/(α−1). This is exactly the quantity we need to

determine the slope of the Zipf plot. So, at least for i.i.d. samples, if we sample from a

power law distribution with scaling exponent α, we expect the Zipf plot to have slope

1/(α − 1). Several different accounts of this property are available in the literature,

mostly from physics. See [9, 3, 2, 56]. All of the aforementioned references implicitly

assume an i.i.d. sample, as we have explicitly. Indeed, our analysis does not strictly

require an i.i.d. sample, but rather just that r̂ is consistent for P(X > x).

1.1.4 Simon’s model for text

In 1955, Simon [61] proposed a model for how words arise in a text document. His

model is simple. Let f(i, k) be the number of unique words that have appeared i times

out of the first k words. Then, the probability that the (k + 1)st word is one that

has already appeared f(i, k) times is proportional to if(i, k) and there is a constant

probability α that the (k + 1)st word is an as-yet-unobserved one.

This model leads to a recurrence very similar to the preferential-attachment model
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of Barabási and Albert, [6], which we will soon discuss in detail. Specifically,

E(f(i, k + 1) | f(i′, k),∀i′ ≤ k)− f(i, k) =
1− α
k

((i− 1)f(i− 1, k)− if(i, k)) ,

and taking expectations on both sides we arrive at a recurrence for Ef(i, k). Starting

at i = 1, we can solve explicitly and then by induction obtain an expression for each

i and k.

The main difference between this model and the Barabási-Albert model is that

in Simon’s model, the addition of a new element at each step is stochastic in nature

and only one of the values of f(i, k) gets updated, whereas in the latter model, the

addition of a new element is deterministic (i.e., a previously unobserved entity is

always added at each step) and two values of f(i, k) must be updated.

We will consider a model in Chapter 5 which combines features of both the Simon

and Barabási-Albert models. From one perspective, our model will be composed of

two simultaneously running versions of the Simon model which are dependent on one

another. Another interpretation is that of a Barabási-Albert model adapted to a

bipartite graph, as opposed to the unipartite case that was originally considered.

Simon’s model generated a good deal of interest after it was introduced and aspects

of it were debated vigorously in the literature. For more details, see [61, 45, 62, 46].

1.1.5 Scaling laws in internet web graphs

Starting in the 1990’s, it was observed empirically that the degrees of internet web

graphs [27] and certain aspects of ethernet traffic [41] tended to follow a distribution

that could be well approximated by a power law. Extensive study of both the em-

pirical properties of such data [57, 23, 66] and their modeling and analysis from a
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stochastic-process point of view was undertaken and continues to this day.

Probably the most well-known model for describing the evolution of web graphs

was introduced by Barabási and Albert [6] and is popularly known as the preferential

attachment model. It has roots going back to Yule, Simon, and others. Barabási and

Albert used mean-field heuristics to conclude that their model generated a power-

law degree distribution with exponent of 3. This scaling exponent matched closely

some observed graphs taken from the internet. Further extensions of this model are

possible which include mixing adding new edges to old nodes, rewiring of old links

and stochastic addition of new nodes [4]. Depending on the choice of the parameters,

different behavior of the degree distributions can be obtained.

We now describe the basic model and generative process. We begin with an initial

graph G0 and will construct an undirected graph. In the simplest case, G0 can be a

graph of two nodes with one link connecting them. At each time step t, a new vertex

is added and creates m new edges which connect “randomly” to the previous vertices

such that each vertex is chosen with probability proportional to its current degree.

From this, we see that there are (t+ 2) nodes at time t and mt+ 1 edges.

It remains to define precisely what is meant by connecting “randomly” to the

previous nodes. Unfortunately Barabási and Albert were not explicit in this regard.

We adopt the convention introduced in [8] in which we start with the case m = 1,

which is unambigous and then “collapse” blocks of m vertices into one, preserving

the edges as we go. This will result, of course, in some self-loops and multiple edges,

giving a multi-graph in general. However, a rigorous analysis is substantially easier

once such a convention has been adopted.
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Barabási and Albert argue that

P (ni(t)/t > x) ∝ x−3 ,

where ni(t) is the number of vertices at time t that are of degree i (i.e., have i

undirected edges).

Bollobás et al. (2001) [8] undertake a rigorous analysis of the preferential-attachment

model and show that, at least for small degrees,

ni(t)

t

p→ 2m(m+ 1)

(i+m)(i+m+ 1)(i+m+ 2)
.

This result is proved by first showing that the right-hand side is Eni(t)
t

and then using

a martingale concentration inequality to obtain the convergence in probability. We

use a similar approach in the appendix for the proof of our Theorem 5.2 and so we

omit the details here.

Many other authors have considered similar and more general models and have

used martingales for their analysis. Good examples of such work can be found in

[39, 12, 20]. Additional connections to stochastic processes arising in ecological and

evolutionary networks can be found in [21].

As previously mentioned, the preferential attachment model was originally pro-

posed as a means for explaining how web networks arise “organically”. Recent inter-

esting and fascinating work has suggested that some of the empirical observations may

be due as much to sampling bias as actual dynamics. Lakhina, et al. [40] observe that

traceroute sampling of a random network with Poisson-distributed edges—like those

of a classical Erdös-Rényi graph [25, 26]—results in an interesting artifact: power-law
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degree distributions. This, and more, is proved in [1].

1.1.6 Bivariate power laws

Compared to the vast literature on univariate power laws, and in particular, univariate

statistics of various types of networks, the literature on bivariate power laws is quite

sparse. Indeed, at the beginning of the project that led to this thesis, a Google search

for “bivariate Zipf” turned up exactly zero links. (My advisor, Art Owen, has rectified

this situation by surreptitiously slipping the phrase into one of his webpages.)

Within the last ten years, some work has begun at trying to model and understand

graphs that have a more bipartite or directed structure. Interesting questions arise

regarding the dependence between the entities when they take on more than one type

or when the edges that connect them have directionality.

Most of the current work up to this point has been focused on simple statistical

summaries that attempt to capture some aspect of the dependence between entities.

These have mostly taken the form of some estimate of correlation, albeit many times

rechristened. Various models have also been proposed to explain the observed behav-

ior; many of them are adaptations of the basic preferential-attachment framework.

Earlier work on assortative and disassortitive mixing by degree [55] focused on a

correlation coefficient. Social networks were predominantly positively assortative by

degree while diverse kinds of biological network were negatively assortative. Positive

association among highly connected elements is also called the rich-club ordering [11].

Zlatić et al. [71] examine different language versions of Wikipedia and show em-

pirically that they have similar degree distributions and reciprocity. Since Wikipedia
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links are directed, reciprocity seeks to capture an estimate of the proportion of “bidi-

rectional” links, i.e., the number of times that pages mutually point to one another.

They use the statistic

r̂ =
Lbd/L− L̄

1− L̄
,

where L is the total number of links, L̄ = L/N(N−1) is the proportion of links to the

total possible number of links and Lbd is the number of bidirectional links, where each

bidirectional link is double-counted. This statistic originates in [28] where it is shown

that it is simply Pearson’s product-moment correlation where the “observations”

are taken to be indicator random variables for all of the potential edges. Similar

work in this vein can be found in [52], though the application is different. Liu et

al. [43] consider a collaborative-filtering algorithm for recommender networks which

incorporates such correlation measures.

Krapivsky, et al. [38] consider a model for directed graphs which has some simi-

larities to the bipartite preferential attachment scheme that we present in Chapter 5.

In that work, at each time step, with probability p, a new node is created and a link

is generated to an existing node according to preferential attachment by in-degree.

With probability q, two old nodes are connected, where the originating node is chosen

by preferential attachment on the out-degree and the destination node is chosen by

preferential attachment on the in-degree. The preferential attachment scheme is gen-

eralized by allowing for the addition of a constant to the degree. The constants are

different for in-degree and out-degree preferential attachments and these constants

allow for more flexibility in the possible resulting power laws.

The model differs from the one we present in Chapter 5 in a couple of subtle ways.

First, our focus is on bipartite networks in which we have two distinguishable types
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of entities. The aforementioned model is for directed graphs over one type of entity.

Second, although our most basic model does not allow for new links between two

existing nodes, augmenting the model with this capability is quite straightforward

and we discuss it briefly in Chapter 5. We have elected not to do this simply to

keep the analysis clean and clear. The Krapivsky model can be viewed as a slight

modification of ours if we instead add a node to both sides of our bipartite graph

at the same time and then only create one new link, always originating from the

same partition of the graph, say the “left” partition. All links between old nodes also

originate only from the “left” partition and terminate in the “right” partition.

Part of the focus of this thesis is on visualization techniques for examining the

dependence between two types of categorical entities with a huge number of levels.

Beyond two-dimensional scatterplots that seek to illuminate various correlations, it

seems minimal work in this vein has been done. Newman [55] gives an example two-

dimensional heatmap-like plot of an observed adjacency matrix. From this, the skew

of the degree distributions is apparent, but, perhaps, not too much else.

Maslov and Sneppen [47] examine protein and gene interaction networks for one

particular species of yeast. Compared to the examples in this thesis, the networks

are quite small. However, they provide a display that is similar in nature to the

one we propose here. Specifically they show “correlations” between in-degree and

out-degree in the networks as a two-dimensional heatmap. Their “correlation” can

also be interpreted as a certain likelihood ratio for the observed graph relative to a

“null model” graph obtained by rewiring the edges. This “null model” is estimated by

rewiring the graph, which is computationally much more expensive than our approach

and introduces unnecessary additional sampling variation. Furthermore, each of the
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margins of the display is logarithmically binned, according to the authors, “to improve

the statistics”. If each of the margins were exactly power laws, this binning would

have the same effect as the nonlinear transformation we use, but is different when the

margins are not exact power laws.

We depart from [47] by assuming a different “null model” against which to compare

that does not require large Monte Carlo simulations to estimate. This leads to a

connection with copulas, which we discuss in Chapter 2, and an interpretation of the

display as a likelihood ratio with respect to independence. Furthermore, we apply a

nonlinear transformation on the margins so as to make them uniform, regardless of

their original distribution. As previously mentioned, if the marginal distributions are

both exact power laws, this would be essentially equivalent to logarithmic binning.

However, in none of the examples we consider do we observe perfect power laws and in

some cases we see fairly drastic deviations. We also prefer gray-level plots as one can

interpret the darkness of any part of the display as being proportional to the density

of the number of counts in the corresponding cell. While color heatmaps may be

more eye-catching, many times it is difficult to properly interpret the meaning of the

colors and the strong nonlinearity of the human eye in interpreting color can cause

problems. Furthermore, because our display has uniform margins, each cell of the

graph has an obvious interpretation in terms of the joint probabilities of observing a

pair of entities within given quantiles of their corresponding degree distributions.

1.2 Background on copulas

The display presented in Section 2.2 can be interpreted as a copula density with re-

spect to a discrete measure on [0, 1]2. In order to better understand the interpretation
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of the display, some facts about copulas are useful, which we review here. Different

classes of copulas are discussed in Chapters 3 and 4.

The study of copulas goes back at least to the 1950’s. A good introductory article

is [30]. Useful introductory texts are [34, 53]. We will follow [53, Ch. 2] closely in the

rest of this section. Deheuvels [15, 16] discusses empirical copulas and their relation

to sample statistics for various dependence measures. In [16], a nonparametric test

of independence based on the empirical copula is also proposed.

Copulas have found their greatest success (and some would say, failure) in appli-

cations in the world of financial modeling. Durrleman, et al. [22] is one of the first

to take up the question of finding the “right” copula to use in those applications.

Several parametric and nonparametric alternatives are considered there. The merits

of copula modeling have recently become a topic of debate, from both philosoph-

ical and mathematical points of view. A mostly positive view is provided in [24],

while a rather negative one is available in [50]. The latter includes several discussion

responses (most taking a much more positive view than the original author) and a

rejoinder.

1.2.1 Definition and first properties

We focus on the bivariate case for simplicity; the extensions to higher-dimensional

cases are apparent.

Definition 1. A bivariate copula is a function C : R2 → R satisfying

1. C(u, v) ≥ 0 for all u, v ∈ [0, 1],

2. C(0, t) = C(t, 0) = 0 for all t ∈ [0, 1],
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3. C(1, t) = C(t, 1) = t for all t ∈ [0, 1], and

4. C(u2, v2) − C(u2, v1) − C(u1, v2) + C(u1, v1) ≥ 0 for all 0 ≤ u1 ≤ u2 ≤ 1 and

0 ≤ v1 ≤ v2 ≤ 1.

In words, C is a bivariate distribution function on [0, 1]2 with uniform marginal

distributions.

To understand the behavior of a class of functions, it is often useful to obtain

bounds and simple properties. First note that C(1, t) = C(t, 1) = t implies that both

margins are uniform on [0, 1].

Theorem 1.1 (Fréchet–Hoeffding bounds). Let C be a copula. Then, for each

(u, v) ∈ [0, 1]2,

max(u+ v − 1, 0) ≤ C(u, v) ≤ min(u, v) .

Proof. By Definition 1, we have that

C(u, 1)− C(u, v)− C(0, 1) + C(0, v) ≥ 0 ,

and since C(0, 1) = C(0, v) = 0 and C(u, 1) = u, we conclude C(u, v) ≤ u. Likewise,

C(u, v) ≤ v, and so the upper bound is established.

Similarly,

C(1, 1)− C(1, v)− C(u, 1) + C(u, v) ≥ 0 ,

whence, C(u, v) ≥ u+ v− 1. Since, also, C(u, v) ≥ 0, the lower-bound is established.

Corollary 1.1. The Fréchet–Hoeffding bounds are copulas.
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Proof. Check the conditions of Definition 1. For the upper bound, clearly, min(u, v) ≥

0, min(u, 1) = u, min(1, v) = v and

min(u2, v2)−min(u1, v2)−min(u2, v1) + min(u1, v1) ≥ 0 ,

for all 0 ≤ u1 ≤ u2 ≤ 1 and 0 ≤ v1 ≤ v2 ≤ 1. The proof for the lower bound is

similar.

1.2.2 Sklar’s theorem and its consequences

The next result will be useful in establishing that for every bivariate distribution

function, at least one corresponding copula exists. This result is known as Sklar’s

theorem and provides a rather direct means for constructing valid copulas.

Theorem 1.2 (Uniform continuity). For every (u1, v1) ∈ [0, 1]2 and (u2, v2) ∈ [0, 1]2,

|C(u2, v2)− C(u1, v1)| ≤ |u2 − u1|+ |v2 − v1| .

Proof. If u1 ≤ u2 then an argument similar to that of Theorem 1.1 shows that

C(u2, v)− C(u1, v) ≤ u2 − u1 .

for each v ∈ [0, 1]2. Likewise, if u1 ≥ u2, then

C(u1, v)− C(u2, v) ≤ u1 − u2 ,
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and these two together imply

|C(u2, v)− C(u1, v)| ≤ |u2 − u1| .

Similarly, |C(u, v2)− C(u, v1)| ≤ |v2 − v1| for all u, v1, v2 ∈ [0, 1]. So, by the triangle

inequality, we have

|C(u2, v2)− C(u1, v1)| = |C(u2, v2)− C(u1, v2) + C(u1, v2)− C(u1, v1)|

≤ |C(u2, v2)− C(u1, v2)|+ |C(u1, v2)− C(u1, v1)|

≤ |u2 − u1|+ |v2 − v1| .

Remark 1.1. It should be clear that a version of Theorem 1.2 exists for general bi-

variate distribution functions. If H is a bivariate distribution function defined on

R× R—where R denotes the extended real line—and has margins F and G, then

|H(x2, y2)−H(x1, y1)| ≤ |F (x2)− F (x1)|+ |G(y2)−G(y1)| .

The following definition will come in handy for establishing some of the subsequent

results.

Definition 2. Let C ′ satisfy all of the conditions of a copula, but restricted to a

subset S = S1 × S2 ⊂ [0, 1]2. Then, C ′ is a subcopula.

Lemma 1.1. Let H be a joint distribution on R2
, with margins F and G. There

exists a unique subcopula C ′ satisfying
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1. domC ′ = rangeF × rangeG.

2. ∀x, y ∈ R, H(x, y) = C ′(F (x), G(y)).

Proof. Let (x1, y1) and (x2, y2) be points in R2
. Then,

|H(x2, y2)−H(x1, y1)| ≤ |F (x2)− F (x1)|+ |G(y2)−G(y1)| ,

from which we conclude that F (x1) = F (x2) andG(y1) = G(y2) implies thatH(x1, y1) =

H(x2, y2). Hence, C ′ : rangeF × rangeG→ [0, 1] defined by the ordered pairs

{((F (x), G(y)), H(x, y)) : x, y ∈ R}

is a well-defined function. That C ′ is a subcopula follows from the properties of H.

Lemma 1.2. If C ′ is a subcopula, there exists a copula C such that C(u, v) = C ′(u, v)

on domC ′. The copula C is not, in general, unique.

Proof. One way to construct a copula that extends a subcopula onto [0, 1]2 is via

bilinear interpolation. The intuition is obvious, but the proof is tedious. See [53, pg.

19, Lemma 2.3.5] for details.

The following theorem leads to the canonical method for constructing copulas and

will be important in Chapter 3.

Theorem 1.3 (Sklar’s theorem). Let H be a joint distribution function with margins

F and G. Then, there exists a copula C such that for all (x, y) ∈ R2
, H(x, y) =

C(F (x), G(y)). Conversely, if C is a copula and F and G are marginal distributions,

then H as defined is a valid joint distribution function with margins F and G.
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Proof. Lemmas 1.1 and 1.2 shows that we can construct a copula C such that

H(x, y) = C(F (x), G(y)). Given C, F , and G, it is straightforward to verify that

H is a distribution function. Indeed

1. limy→−∞H(x, y) = limy→−∞C(F (x), G(y)) = C(F (x), 0) = 0. Likewise, for

the first argument.

2. limy→∞H(x, y) = limy→∞C(F (x), G(y)) = C(F (x), 1) = F (x).

3. For (x1, y1), (x2, y2) ∈ R2
such that x1 ≤ x2 and y2 ≤ y2, there exist u1 =

F (x1) ≤ F (x2) = u2 and v1 = G(y1) ≤ G(y2) = v2. Then, we have

H(x2, y2)−H(x2, y1)−H(x1, y2) +H(x1, y1)

= C(u2, v2)− C(u2, v1)− C(u1, v2) + C(u1, v1)

≥ 0 ,

where the last inequality follows from the fact that C is a copula.

Corollary 1.2. If F and G are both continuous, then the copula C in Theorem 1.3

is unique.

Proof. If C ′ is the corresponding subcopula of Lemma 1.1, then domC ′ = rangeF×

rangeG = [0, 1]2 and since the domain is all of the unit square, then C ′ must also

be a copula. Hence C = C ′ and the uniqueness of C follows.

Definition 3 (Quantile function). If F is a (cumulative) distribution function, then
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the quantile or inverse cumulative distribution function is defined as

F−1(u) = inf{x : F (x) ≥ u} .

Corollary 1.3. Let H be a distribution function with margins F and G and let C ′

be the corresponding unique subcopula. Then, for all (u, v) ∈ domC ′,

C ′(u, v) = H(F−1(u), G−1(v)) .

Proof. Check the definitions.

Corollary 1.3 shows how to construct (sub)copulas from bivariate distribution

functions. If F and G are continuous, then the subcopula is unique and is actually

a copula. In the event that F and G are not continuous, then we only obtain a

subcopula, but we can use Lemma 1.2 to construct a full copula. In this thesis, we

are primarily interested in the latter case.

1.2.3 Additional properties

Copulas have long been interesting because of their relation to concepts of dependence.

Indeed, most of the focus on copulas have been in relation to distributions with

continuous margins. Under this special case, several strong statements can be made

connecting copulas and dependence.

Our first result shows that in many cases, ranks are all that matter for determining

a copula.

Proposition 1.1. Let X and Y be continuous random variables with copula C and
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suppose h1 and h2 are strictly increasing functions on rangeX and rangeY , respec-

tively. Then (h1(X), h2(Y )) also has copula C.

Proof. Suppose F and G are the distribution functions of X and Y , respectively. Let

H1 and H2 be the distribution functions of h1(X) and h2(Y ) and C ′(u, v) be the

copula of (h1(X), h2(Y )). Then,

H1(x) = P(h1(X) ≤ x) = P(X ≤ h−1
1 (x)) = F (h−1

1 (x)) ,

and H2(y) = G(h−1
2 (y)). Furthermore,

C ′(H1(x), H2(y)) = P(h1(X) ≤ x, h2(Y ) ≤ y)

= P(X ≤ h−1
1 (x), Y ≤ h−1

2 (y))

= C(F (h−1
1 (x)), G(h−1

2 (y)))

= C(H1(x), H2(y)) ,

where the first and last lines are applications of Sklar’s theorem. Hence C ′ = C, as

desired.

By Sklar’s theorem, we know that if X and Y are continuous random vari-

ables, then the Fréchet–Hoeffding bounds (see Theorem 1.1) are achieved when X =

f(Y ) a.s. for some strictly monotone function f . Conversely, even without the as-

sumption of continuity, if the copula of X and Y attains one of the Fréchet–Hoeffding

bounds, then there exists a function f such that X = f(Y ) a.s. and f is strictly

monotone on rangeY .

A similar statement can be made with regard to independence.
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Definition 4. The independence copula is a function Π : [0, 1]2 → [0, 1] defined by

Π(u, v) = uv.

Lemma 1.3 (Independence copula). Suppose that X and Y have copula Π(u, v) for

almost all (u, v) ∈ [0, 1]2. Then, X and Y are independent.

Proof. A straightforward application of Sklar’s theorem asserts that

P(X ≤ x, Y ≤ y) = Π(F (x), G(y)) = F (x)G(y) ,

and so X and Y are independent, as claimed.

Corollary 1.4. If X and Y are continuous, independent random variables, then their

corresponding copula is the independence copula.

The connection between copulas and dependence concepts is very nice in the

case of continuous random variables. Many of the various concordance measures can

be written explicitly in terms of the copula of a pair of random variables. When

dealing with inherently discrete data, which is the subject of this thesis, many of

these properties break down if care is not taken.

First of all, the copula for a pair of discrete random variables X and Y no longer

exists, i.e., many copulas satisfy Sklar’s theorem. Furthermore, as shown in [32], this

class of copulas can be quite large. However, a particular choice leads to recovery of

most of the nice properties present in the continuous case. In particular, extending

the unique subcopula corresponding to a discrete X and Y via bilinear interpolation

yields the following properties:

1. The bilinearly interpolated copula Cbl is absolutely continuous.
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2. X and Y are independent if and only if Cbl = Π.

3. If ρ is a concordance measure expressible in terms of a function of the copula,

then ρ(H) = ρ(Cbl) where H is the joint distribution of (X, Y ).

We can interpret the copula Cbl as arising from a continuous approximation of

the discrete distribution, in which we add independent and identically distribution

uniform random variables to X and Y . In terms of the copula density (since Cbl is

absolutely continuous), this amounts to spreading the mass uniformly in every square

formed by the lattice points of the bivariate discrete distribution. This is (essentially)

the construction we choose in the derivation of our copula estimates in Chapter 2.

The extension procedure is not perfect, though. For example, the Fréchet–Hoeffding

bounds are never achieved and some dependence measures cannot attain their ex-

tremal values via this extension [54]. These limitations are of little concern to us for

the purposes of this thesis, while the benefits of the construction are useful.



Chapter 2

The data display

2.1 Introduction

Large bivariate transposable datasets with marginal entities taking on a large number

of categorical levels may have dependencies between the row entities and column en-

tities. This chapter presents a simple display for these data that allows for visualizing

the dependency in a meaningful and interpretable manner. The primary intent of our

visualization is essentially exploratory in nature: We want to be able to see inter-

pretable structure in the data with the hope that it will guide any further analyses

that one may wish to conduct.

We present several examples to demonstrate the usefulness of the display and

provide some potential interpretations of the dependencies we see. Some of the de-

pendencies are, at least qualitatively, somewhat unsurprising to those with domain

expertise while others would not be readily guessed without the aid of this visualiza-

tion. In both cases, we have found that the patterns brought out by these displays

tend to generate considerable discussion and directions for future exploration of the

29
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underlying data.

The display can also be viewed as particular and inherent to a certain dataset

or as an estimate of an underlying quantity taken from a sample represented by the

dataset in question. In this latter viewpoint, it is natural to ask how accurate a

depiction the data display provide of the underlying quantity of interest. In trying

to answer this question, we focus on the case where the marginal distributions are

assumed to follow a power law and the marginal sums give noisy estimates of these

distributions. Under assumptions made precise in what follows, we demonstrate that

the vast majority of the data display is accurate.

2.2 Forming the display

We suppose that our data are given as a matrix Xij for 1 ≤ i ≤ n and 1 ≤ j ≤ m.

Most of the data sets we’re interested in have Xij ≥ 0. As examples, Xij could

represent whether user i rated item j, the number of edges from node i to node j, the

dollar value of transactions from purchaser i to vendor j and so on. We are interested

in an estimate of the empirical copula “density”. In our case, our estimate can be

viewed as an approximation of a function c(u, v) = ∂C
∂Q

where C is an empirical copula

and Q is a certain discrete measure chosen for the purposes of visualization.

Given the data matrix, we form the marginal sums Xi• =
∑m

j=1Xij and X•j =∑n
i=1Xij. We assume that the row entities have been sorted so that X1• ≥ X2• ≥

· · · ≥ Xn• and similarly X•j ≥ X•j+1. It is convenient to refer to large and small

entities, where the size of an entity is simply its marginal sum.

Our display is a gray level plot in the unit square [0, 1]2. The row entities are

on the horizontal axis arranged from smallest at 0 to largest at 1. The amount of
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horizontal space given to row entity i is proportional to Xi•. The column entities

are similarly arranged on the vertical axis, again with smallest at 0, largest at 1 and

space proportional to X•j. The unit square is split into rectangles shown in gray. The

gray level of a rectangle is proportional to the sum of the observed Xij values in it

divided by the area of that rectangle.

With this convention a dark upper right corner means that the large row entities

favor the large column entities more than they would under independence, while a

light upper corner means that the heads of the two distributions avoid each other.

Similar interpretations apply to the other three corners.

A simple toy example often helps clarify matters. Suppose we have bipartite

data where there are three entities A, B, and C that purchase items from the set

{I, II, III, IV }. Assume that A purchases {IV }, B purchases {III, IV, IV } (i.e.,

item IV is purchased twice) and C purchases {I, II, II, III, III, IV }. This is a

more general example that the majority of the datasets that we examine later in

that we allow for multiple copies of the same dyad, e.g., (B, IV ) is represented twice.

Figure 2.1 shows the resulting visualization. The left pane shows the raw counts,

with the entities along the margin receiving a width proportional to their marginal

counts. The right pane shows the resulting two-dimensional visualization. To explain

the values and colors, consider the bottom right patch corresponding to (C, I). There

is one count out of a total of ten in that patch. Because C accounts for six out of

the ten marginal counts, it gets a width of 0.6. Because I has one count out of ten,

it gets a height of 0.1. If there was no association between the two types of entities,

we would expect a proportion 0.1 · 0.6 = 0.06 of the counts to appear in this patch.

Instead we observe 0.1 and so the associated ratio is 0.1/0.06 ≈ 1.67. The greyscale
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Figure 2.1: Toy example of data visualization. (Permission to use this figure was
kindly provided by Art Owen.)

level for this patch is chosen linearly with respect to the range [0, 2.5]. Because a total

of zero counts is the minimum possible, we always choose this as the lower bound of

the range. We use the maximum observed ratio for the upper bound so as to make

sure we use the entire color range.

In practical datasets there may be hundreds of thousands or even millions of

distinct entities along each dimension. Thus, for the purposes of visualization, it is

useful to aggregate many levels into bins so that the display can be reduced to a

manageable number of cells. In our examples, we have aggregated so that there are

100 cells along each dimension. The discrete measure Q mentioned in the previous

section is precisely that derived from choice of the number and placement of bins

along each dimension.
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In many cases, the data corresponding to a given entity will “straddle” the bound-

ary of two (or more) bins. In this event, a proportional number of counts are allocated

to each bin according to the relative percentage of the data on each side of the bound-

ary. Additionally, sometimes there are many small entities with the same marginal

total, such as two total links, that in aggregate comprise a large proportion of the

image. We adopt the convention of assuming no additional ordering preference among

the entities. Hence, in such cases, our plot aggregates all such data and distributes the

counts evenly across the affected bins, with bins along the boundary of the affected

area receiving partial counts. In effect, this makes the smallest number of assumptions

about counts corresponding to entities with the same marginal sums and is similar

to adopting a “uniform prior” or “maximum entropy” assumption.

Note that the conventions we have adopted always yield a copula estimate that

satisfies the copula constraints of the previous section. Many estimation methods of

both copulas and copula densities available in the literature do not necessarily satisfy

the copula constraints.

2.2.1 Variations on the theme

Many possible variations of this basic display can be used. We will show one such

variation in the examples that follow. The basic display assigns a pixel value linearly

with respect to the number of counts corresponding to a particular bin. This is useful

for seeing the general structure of the dependence and has a simple interpretation.

In many instances, particularly when there are very heavy extreme-value depen-

dencies, only a few pixels will be extremely dark (nearly black) while the rest of

the image will be very light, and so it can be difficult to ascertain the more minute
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characteristics of the dependence. In this instance, one could consider nonlinear trans-

formations of the counts in each bin (e.g., logged counts) to accentuate the patterns

in the copula estimate.

Another approach which we’ve found very useful and which we show repeatedly

in the examples that follow is to normalize the histogram of the display. Thus, each

grey level is used the same number of times in the image. This amounts to a data-

dependent nonlinear transformation of the data and has an easy interpretation: Each

gray level corresponds to a uniformly-spaced estimated level set of the copula density.

This particular transformation tends to make the dependence structures much more

visible, providing additional insights into the data.

2.3 Examples

Here we consider several large example data sets, most of which are taken from

internet resources. All but one of the data sets we examine are publicly available. We

provide only a selection of datasets to illustrate certain features of the display and

the interpretations we can draw from them.

The examples roughly fall into three classes: (a) bivariate data where the row

and column entities are of different types, for example movies and customers, (b)

network data in which the row and column entities are the same and directed links

exist between entities and (c) network data with the same entities along the rows

and columns, but undirected links between entities. It is easy to see that, in general,

the display we get for the first two cases will be asymmetric and for the last case, is

symmetric, by construction.

Table 2.1 provides a summary of each of the datasets. Given are the total number
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Row entities Column entities
Dataset Edges # entities max. cnt # uniq. # entities max. cnt # uniq.

Netflix (users, movies) 100480507 480189 17653 2782 17770 232944 6275
Yahoo! (users, songs) 699640226 1823179 131523 9658 136736 323512 18763
IMDB (actors, movies) 1470417 383640 646 261 127822 294 147
Epinions (truster, trusted) 508836 60341 1801 326 51957 3035 421
Wikipedia (out, in)–degree 45030389 3465604 7061 1185 2488225 187342 3099
Snapfish (sharer, sharee) 24861827 2736598 8470 588 18126196 4738 133
arXiv hep-th (citer, cited) 352807 25059 562 155 23180 2414 280
Enron email addr. (sym) 367662 36692 1383 334 36692 1383 334
CA intersections (sym) 5533214 1965206 12 11 1965206 12 11

Table 2.1: Summary statistics for example datasets

of “edges” (i.e., total observations in the dataset), and for each margin, the number of

observed entities, the maximum marginal count, and the number of unique marginal

counts observed. All minimum counts were one except for the Netflix data (smallest

number of ratings for a movie was three) and the Yahoo! data (smallest number of

ratings by a user was 20, smallest number of ratings for a song was 929).

2.3.1 Netflix movie ratings

Our first example is of the Netflix movie ratings data. These data were made available

by Netflix for the purposes of the Netflix Prize, a $1,000,000 cash award to any

team that could improve the root-mean-squared error performance of their Cinematch

prediction system by at least 10% [7, 60]. The prize was won by combining over 700

predictions from different machine-learning models.

The data consist of (user, movie, rating) triplets in which user i rates movie j,

giving the movie an integer rating from 1 (bad) to 5 (excellent). There are approxi-

mately 18,000 distinct movies and 480, 000 distinct users in the dataset and a total

of over 100 million ratings. We are interested in the data matrix composed of ele-

ments Xij where Xij = 1 if user i rates movie j. This matrix is extremely sparse
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Figure 2.2: Zipf plot of Netflix margins.

(108/(1.8× 104 · 4.8× 105) < 0.012).

Figure 2.2 shows a Zipf plot of the marginal number of ratings by user and movie,

respectively. In this example, the margins are not very power-law like. This is

apparent from the large degree of curvature of each of the plots. The reference

line has a slope of negative one. Assuming an infinite number of levels and a power-

law distribution for the margins, the Zipf plot would need to fall strictly under the

reference line in order to be summable. In practice, however, we will observe only a

finite sample and the margins may not be perfectly (or even weakly) power-law and

so the Zipf plot will often lie above the reference line.

Figure 2.3 depicts two versions of our data display. The left pane shows the

standard display, with a linear scale for the ratings counts. The right pane shows

the histogram-equalized version. There are strong head-to-tail affinities concentrated

among the most extreme entities. The one connecting large users to small movies

is stronger than the converse. The asymmetry of the copula estimate is particularly
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(a) Linear color scale (b) Histogram equalized color scale

Figure 2.3: Data display for Netflix example.

evident from the right pane of the figure.

It would be reasonable to weight the user ratings. We investigated two extreme

weightings, one that just counts five-star ratings and one that only counts one-star

ratings. Those plots (data not shown) both had strong affinities between inactive

users and frequently rated movies, but much less affinity between busy users and

rarely rated movies.

2.3.2 Yahoo! music ratings

Yahoo! recently released a large set of music ratings from their online music rating

service via their WebScope project [67]. The data is very similar to the Netflix movie

ratings, except at an even larger scale. In this case, approximately 1.8 million users

rated over 136 thousand unique songs. The total number of ratings is about 700

million. Again, we (conceptually) form a data matrix where Xij = 1 if user i rates
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Figure 2.4: Zipf plot of Yahoo! music ratings margins.

song j and, otherwise, Xij = 0.

Figure 2.4 depicts the Zipf plots of the margins. In this case we see an approximate

power-law in the head of the distribution for the users, with a thin tail. For the songs,

we observe a flatter-than-power-law head, transitioning into a power-law tail with a

scaling coefficient of approximately one.

Figure 2.5 shows quite similar patterns to those observed in the Netflix case. There

are strong affinities between inactive users and popular songs as well as very active

users and less popular songs. The overall shape of the copula is qualitatively similar.

By comparing the linear-color versions of the Yahoo! and Netflix displays side-by-

side, we can see that the affinities in the corners are not as strong in the Yahoo! case

as in the Netflix data, indicating a greater proportion of raters and items are involved

in the former dataset. This is apparent from the overall darker average greyscale

value of the Yahoo! display. In both data sets, the large users avoid the large items
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(a) Linear color scale (b) Histogram equalized color scale

Figure 2.5: Data display for Yahoo! music ratings example.

more strongly than the small users avoid the small items.

The similarities in these first two examples perhaps lead one to hope for the

discovery of some underlying explanation for the patterns in the data. It may also

give one (somewhat false) hope of describing the data via parametric copula models.

As we will see in later examples, the structure of some data sets is so peculiar that

no “reasonable” parametric model is likely to capture the observed features.

2.3.3 IMDB movie-actor database

The Internet Movie Database (IMDB) [13] contains casting information for a very

large collection of movies. A bivariate transposable dataset can be formed from this

database by considering actors as separate entities and the movies that they are cast

in as another set of entities. Then Xij = 1 if actor i is cast in movie j and Xij = 0

otherwise.
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Figure 2.6: Zipf plot of IMDB margins.

(a) Linear color scale (b) Histogram equalized color scale

Figure 2.7: Data display for IMDB example.
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Figure 2.6 shows power-law like behavior for the head of both the actor and movie

margins. The scaling coefficient is about 1/2, and the tail appears thinner than a

power law in the case of movies. For actors, it appears as though something approxi-

mating a second power-law with a larger coefficient takes over for actors who’ve been

in fewer than 30 movies or so.

Approximately 16% of actors in the database have been in only one movie. Thus,

in the data display in Figure 2.7, the first sixteen bins along each row are given the

same number of counts according to the uniformity convention adopted in Section 2.2.

However, each movie has a different distribution of actors in terms of the number of

movies they’ve been cast in. Hence, though along each row we distribute counts

evenly across the first 16 bins, a color gradient exists down the column.

We further note that actors who worked rarely (e.g. only once) are overrepre-

sented in movies with the largest casts. On the other hand, the busiest actors were

overrepresented in movies with small casts, but not the very smallest casts.

2.3.4 Epinions

The Epinions data provides the first example where the entities along the two mar-

gins are nominally the same. Epinions allows users to read and write reviews on a

large array of products. In addition, users can choose to “trust” other users based on

the perceived quality of their reviews. These “trust” relationships are also viewable.

For the dataset we consider, Xij = 1 if user i trusts user j. We can treat X as

the adjacency matrix of a directed graph of the users. (Note that the trust relation-

ships are not necessarily reciprocal.) There are about 60, 000 users who’ve elected to

trust someone and about 51, 000 users that are trusted. About half a million such
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Figure 2.8: Zipf plot of Epinions margins.

relationships exist.

From Figure 2.8, we see a broken-line power-law relationship for both truster and

trusted users, with a slope of less than unity at the head and greater than unity in the

tail. If one looks at a degree-distribution plot (Figure 2.9) instead of a Zipf plot, the

power-law distribution for small degrees (i.e., for those that trust only a few people

or that are trusted by only a few) is even more apparent.

Figure 2.10 shows the copula estimates for the Epinions data. We see two dark

clusters at the lower left and right. The least trusted users are trusted by two distinct

types of user. The first type trusts a great many other users. The second type trusts

other seldom trusted users.

So, some users appear to be very indiscriminate about who they trust. It would be

interesting to investigate what the second type of user corresponds to. These could

be users who are introduced to the service, rate a few products, trust a couple of
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Figure 2.9: Degree distribution plot of Epinions margins.

(a) Linear color scale (b) Histogram equalized color scale

Figure 2.10: Data display for Epinions example.
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people and then disappear. Or they might be people that know each other personally

and decide to trust them even though few other people on the site do.

Thus, it would be interesting to delve further by looking at the number of people

a person trusts in relation to the number of items they’ve rated and the number of

items rated by the people they trust. One might also want to look at reciprocity:

If someone decides to trust me, how likely am I to follow suit and trust that person

back? We leave these questions for further study.

2.3.5 Wikipedia

The Wikipedia dataset is a snapshot of the directed graph of Wikipedia pages taken

in 2007 by David Gleich. It contains over 3.4 million pages and 45 million links

between pages. Some pages have as few as one out-link and others have as many as

7000. Some pages are only linked to from one other page and others receive links

from 100s of thousands of different pages.

Interesting questions include: Do pages with lots of links tend to link to other

popular pages or more obscure ones? Do pages with a single link point to the most

popular pages? Do the degree distributions look anything like what one would expect

from a preferential-attachment or other generative graph model?

Figure 2.11 suggests that the marginal distributions are approximately power law.

The data display of Figure 2.12 is quite unique. We might expect to see hubs and

authorities [36] in this graph. There is a cluster of topics with large out-degree and

small in-degree. It included many lists, as we might expect for hubs. One striking

mode represents pages with a medium-small number of out links and a high, but not

maximal, number of in links. Upon inspection, this hotspot included many topics
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Figure 2.11: Zipf plot of Wikipedia margins.

(a) Linear color scale (b) Histogram equalized color scale

Figure 2.12: Data display for Wikipedia example.



CHAPTER 2. THE DATA DISPLAY 46

that are either years or locations—in particular, countries. This is roughly what we

might expect for authorities but they did not quite land in the upper left hand corner

where one might have expected. Some pages have both small in-degree and small

out-degree. Many of those are stubs. It is exceedingly rare for a topic to have both

low out-degree and high in-degree.

Though the data display does not specifically seek to illuminate properties such

as “clusters” in the graph, it does provide insight into the data that we would not get

from other methods. This example also hints at the inadequacy of purely parametric

models for fitting copulas to this particular type of data. The hotspot near the upper-

left corner of Figure 2.12 would simply not be fit by any of the common parametric

copulas.

2.3.6 Snapfish

The Snapfish photo web service allows users to upload digital photos and purchase

various objects (e.g., prints, coffee mugs, etc.) imprinted with the photos. It also

allows users to organize their photos into albums and share them with other users.

In order to view a shared album, one must be a Snapfish user.

The Snapfish sharing graph is a directed graph in which Xij = 1 if user i has

shared at least one album with user j. This example is different from the previous

directed-graph examples in that both user i and user j must take some positive action

in order for a link to be created. In this case, j must explicitly accept the sharing

request in order to generate an edge in the graph. There are over two million sharers in

the graph and over 18 million sharees (i.e., people who’ve accepted a sharing request).

Almost 25 million albums had been shared when the data was collected.
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Figure 2.13: Zipf plot of Snapfish margins.

(a) Linear color scale (b) Histogram equalized color scale

Figure 2.14: Data display for Snapfish example.
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Many aspects of this dataset are unique. The Zipf plots of Figure 2.13, while

showing some power-law behavior, are surprisingly convex. In virtually every other

example, deviations from a power-law in the Zipf plot normally manifest themselves

in a concave form. Figure 2.14 shows several interesting features. First, about 60% of

sharees have accepted only a single sharing request. Indeed, this is one of the primary

ways that Snapfish attracts new users: Snapfish users can send email to share albums

with non-Snapfish users. But, in order to actually view the album, the latter must

register with Snapfish, at which time they automatically accept the sharing request.

It is possible that many of these users quickly become inactive. As indicated by the

somewhat darker lower left corner of the plot, inactive sharers tend to share with

those that also accept very few sharing requests.

Also, there is a very strong, asymmetric, head-to-head affinity in the graph, which

has not been seen in other directed-graph examples. Upon examination, it was noted

that there are a few incredibly active sharers and sharees. One sharer has shared

successfully with over 8000 different sharees and there are a few sharees that have ac-

cepted sharing requests from thousands of other users. In one case, a sharer managed

to share close to 100 thousand unique albums. These very few active sharers likely

account for the strong head-to-head affinity and may also account for the convexity

of the marginal distributions. Some evidence suggests that these very active users

may actually be automated. Once these anomalous users are excluded from the data,

we see a shift in the slope of the marginal distributions.
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Figure 2.15: Zipf plot of arXiv hep-th margins.

2.3.7 arXiv hep-th citations

The arXiv theoretical high-energy physics (hep-th) citation network consists of hep-th

papers as entities with directed links from i to j if paper i cites paper j. Both papers

must be submitted to the arXiv in order to be counted. There are over 25 thousand

papers in the dataset and over 350 thousand citations.

The degree distributions of citation networks have received considerable interest

over the last few years. Such work has also included efforts to cluster papers and/or

authors together based on characteristics of the directed graph.

Figure 2.15 shows some approximate power-law behavior in the head of the marginal

distributions. One might guess that there would be an affinity between papers with

few arXiv links and those with many arXiv links, e.g., survey papers or extremely

popular ones that are relevant to a large part of the field. Figure 2.16 indicates that

this appears to not be the case. Indeed, the strongest affinity is between papers with
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(a) Linear color scale (b) Histogram equalized color scale

Figure 2.16: Data display for arXiv hep-th example.

a very small number of citations. Only citations within hep-th are counted so the

affinity at the low end is not just among papers with few total citations or references.

Instead of a strong head-to-tail affinity, we instead see a broad head-to-head affinity,

where relatively popular papers cite other well-cited ones. The copula is also quite

symmetric, though not perfectly so.

2.3.8 Enron email network

The Enron network consists of emails sent to and from Enron employees in the events

surrounding the lead-up to the bankruptcy of the company. Among emails between

Enron employees, we observe the full set of emails, but the dataset does not include the

full set of emails of people outside of Enron that corresponded with Enron employees.

Because of how the dataset was processed, the graph is undirected. So, Xij = Xji = 1

if and only if user i sent user j an email or vice versa.
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Figure 2.17: Zipf plot of Enron margins.

The marginal distributions in Figure 2.17 have a slope somewhat close to one

and also some curvature. The copula estimates in Figure 2.18 are symmetric by

construction. There are some head-to-tail affinities that we would expect because

some email is broadcast to all or most accounts. There are also some affinities among

smaller participants of equal size.

2.3.9 California roads

The final example we consider is of a network of California roads. This dataset is quite

different from the others in that it is not derived from human-to-human interaction.

This is another example of an undirected graph. The entities are intersections and

Xij = 1 if intersections i and j share a road segment. Because of the nature of

the data, the graph is almost planar. The maximum degree is 12, indicating that

there is an intersection where 12 separate road segments meet. The most common



CHAPTER 2. THE DATA DISPLAY 52

(a) Linear color scale (b) Histogram equalized color scale

Figure 2.18: Data display for Enron example.

degree is 3. At first, this seems surprising since one might instead expect 4 to be the

most common in an urban environment. However, many of the roads in the data set

apparently correspond to forest highways and we hypothesize that this accounts for

a degree of 3 being most popular, as the roads may fork multiple times. T -junctions

are also fairly popular in suburban environments.

Because of the very limited number of unique marginal sums, the Zipf plot and

histogram-normalized copulas are not very instructive. Figure 2.19 shows the copula

estimate for these data. There is a very strong head-to-head affinity, as major inter-

sections connect to each other. Road segments with few connections tend to connect

to other such roads, with one important exception. Intersections composed of only

one connection do not connect to each other.
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Figure 2.19: Data display for CA roads example.

2.4 Numerical summaries

In additional to data visualization, simple numerical summaries can also be useful,

especially when comparing two different datasets. For example, noting the qualitative

similarities between the copula estimates for the Netflix and Yahoo! ratings data, we

may want a quantitative measure for assessing the affinities in each of the four corners.

There are many ways that one could go about doing this. The simplest is simply

to sum the counts in rectangles of a given size in each corner and divide by X•• times

the area of the rectangle. It is natural to consider squares. We have found that a 0.05

× 0.05 square gives good results over a wide range of datasets. Of course, for any

particular one, this might not be the best choice. This ratio gives us a lift statistic

with a value of 1 corresponding to neutral affinity.

Table 2.2 shows these affinities in each of the four corners for the nine example

datasets. From the table, we see that the Netflix data does appear to have stronger
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Data (lo,lo) (lo,hi) (hi,lo) (hi,hi)

Netflix (users, movies) 0.981 2.776 3.192 0.225
Yahoo! (users, songs) 0.551 2.127 2.163 0.202
IMDB (actors, movies) 0.871 2.000 0.787 0.528
Epinions (truster, trusted) 1.084 0.608 1.864 0.358
Wikipedia (out, in)–degree 2.213 0.100 1.722 0.251
Snapfish (sharer, sharee) 1.187 0.575 0.881 1.979
arXiv hep-th (citer, cited) 3.928 0.377 0.631 0.733
Enron email addr. (sym) 3.225 3.972 3.972 0.202
CA intersections (sym) 0.240 0.717 0.717 1.507

Table 2.2: Numerical summary of corner affinities of example datasets.

head-to-tail affinities than the Yahoo! data. However, the strongest corner affinities

(at least, by the simple measure we’ve adopted) among the examples is found in the

arXiv paper citation and Enron networks.

Another simple variant on this estimate is to instead calculate the quantity

â
(α)
`` = inf{t : ĉ(t, t) = α}

which is the smallest square that accounts for a proportion α of the data (i.e., total

counts). So, this gives a measure of the tail-to-tail affinity. The analogous affinities

for each of the other three corners are similarly defined. For the examples we have

considered, this numerical summary yields similar results to the one we’ve already

considered.

Many other possible summaries of the corner affinities exist, including, e.g., non-

parametric estimates of tail dependence.
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2.5 How accurate is the display?

Having proposed a visualization for the types of data we are interested in and exam-

ined several examples from which we attempt to draw conclusions, it is natural to

wonder how accurate the display is. Without fixing a specific data-generation model,

this question is a little difficult to answer, and even upon imposing such a model,

we must be sensitive to how lack-of-fit of the data to that model might change our

conclusions.

In this section, we consider a model for the marginal sums of our data which,

while fairly flexible, allows us to make some quantitative statements regarding the

accuracy of the display. We are mostly interested in data that have margins that

follow an approximate power-law and so we focus our model around this idea.

To this end, we introduce the Zipf–Poisson ensemble. For integers i ≥ 1 let

Xi ∼ Poi(λi) be independent where λi = Nθi for N > 0 and θi = i−α for a parameter

α > 1.

Here Xi represents the marginal total number of observations for the i’th largest

entity. Given these Xi we will sort them getting X[1] ≥ X[2] ≥ X[3] ≥ · · · . Entity [i]

is the i’th largest in the sample, while entity i is the true i’th largest entity. We will

see that i = [i] for small i in the limit as N →∞.

We have chosen intensities θi proportional to the probability mass function of a

Zipf law. A plot of log(θi) versus log(i) is linear with slope −α. When real data are

plotted this way, we seldom see exactly a linear plot. It is more usual to see some

curvature, with different steepness at large and small i. We will however use the Zipf

distribution for its simplicity; other distributions with nearly power law behavior will

have similar results.
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Theorem 2.1. Let Xi be sampled from the Zipf–Poisson ensemble with parameter

α > 1. If n = n(N) ≤ (AN/ log(N))1/(α+2) for A = α2(α + 2)/4, then

lim
N→∞

P
(
X1 > X2 > · · · > Xn

)
= 1. (2.1)

If n = n(N) ≤ (BN log(N))1/(α+2) for B < A, then

lim
N→∞

P
(
X1 > X2 > · · · > Xn > max

i>n
Xi

)
= 1. (2.2)

If instead n = n(N) ≥ CN1/(α+2) for any fixed C > 0, then

lim
N→∞

P
(
X1 > X2 > · · · > Xn

)
= 0. (2.3)

Proof. The first and third claims follow from Corollaries A.1 and A.2, respectively.

The second follows from Lemma A.4. These are all proved in the Appendix.

Theorem 2.1 shows that the first n = (AN/ log(N))1/(α+2) entries are correctly

ordered relative to each other with probability tending to one. There is also the

possibility that some of the smaller entities might jump ahead of the n’th one. But

if we replace A in Theorem 2.1 by any B < A, then such jumping is ruled out. As

a result, for any α > 1 we get at least the first (3N/(4 log(N)))1/(α+2) entities in the

correct order, with probability tending to one.

For large N , the top nε = N1/(α+2)−ε entities get properly ordered with very high

probability for 0 < ε < 1/(α+2). The tail beyond nε accounts for a proportion of data

close to ζ(α)−1
∫∞
nε
x−α dx = O(n−α+1

ε ) = O(N (1−α)/(α+2)+ε′) for ε′ = ε(α− 1). Taking

small ε and recalling that α > 1 we find that the fraction of data from improperly
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ordered entities is asymptotically negligible in the Zipf–Poisson ensemble.

2.6 Summary

In this chapter, we have presented a new data visualization for bivariate transposable

data with a large number of categorical levels along each dimension. Furthermore,

we have examined multiple examples in which we have strived to demonstrate the

usefulness of the visualization in drawing new insight and conclusions about the data.

Our aim has been to provide an exploratory tool to guide more in-depth analyses.

Through a Zipf–Poisson model for the marginal sums, we have shown that the vast

majority of the data display is accurate with high probability as the sample size goes

to infinity.



Chapter 3

Parametric copula models

This chapter deals with some of the simplest, and most common, parametric copula

models. Parametric models have found various applications over the last decade,

perhaps most (in)famously in quantitative and computational finance. There are

two main strategies for generating parametric copulas: the inversion method and

Archimedean families. These copulas tend to have a high degree of symmetry. On

the other hand, the empirical examples from Chapter 2 are highly asymmetric, making

standard parametric copulas a poor choice for modeling.

We follow this discussion with some fairly simple methods of constructing new

copulas from old ones while introducing various forms of asymmetry. The methods

for generating asymmetry discussed in this chapter are not new, but do not seem to be

widely known or taken advantage of in applications. Still, we find that the resulting

copulas have no straightforward interpretation and are cumbersome mathematically

both as a representation of the dependence as well as from the standpoint of trying

to fit the models to observed data.

58
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3.1 Classical parametric copulas

In this section, we discuss the two most popular ways of constructing parametric

copulas. We first discuss the inversion method which is implied by Sklar’s theorem

and give the most famous example. We then present Archimedean copulas. These

result in somewhat flexible shapes for the bivariate dependence, but their inherent

symmetry is problematic.

3.1.1 Sklar’s theorem and the inversion method

Sklar’s theorem (Theorem 1.3) provides a method for generating a valid parametric

copula. Suppose that {Hθ} is a family of bivariate distribution functions indexed by

a parameter θ and with margins Fθ and Gθ. Then Corollary 1.3 tells us that we can

construct a copula via

Cθ(u, v) = Hθ(F
−1
θ (u), G−1

θ (v)) .

In general, the above construction yields only a subcopula, but the results of Chapter 1

show that we can easily extend the subcopula to a full copula.

The canonical example of a copula constructed in this way is the Gaussian copula.

Definition 5. The Gaussian copula of correlation ρ is a function Cρ : [0, 1]2 → [0, 1]

defined by

Cρ(u, v) = Φρ(Φ
−1(u),Φ−1(v)) ,

where Φρ(·, ·) indicates the standard bivariate normal distribution with correlation ρ

and Φ−1(·) is the inverse standard-normal distribution function.
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The Gaussian copula has a density with respect to Lebesgue measure and is easily

obtained by double differentiation of Cρ.

Definition 6. The Gaussian copula density of correlation ρ is a function cρ : [0, 1]2 →

R satisfying

cρ(u, v) =
ϕρ(Φ

−1(u),Φ−1(v))

ϕ(Φ−1(u))ϕ(Φ−1(v))
,

where

ϕρ(x, y) = (2π
√

1− ρ2)−1 exp

(
− 1

2(1− ρ2)
(x2 + y2 − 2ρxy)

)
is the bivariate standard normal density with correlation ρ and ϕ(x) = (2π)−1/2 exp(−x2/2)

is the standard normal density.

Note that from the definition of the Gaussian copula density, it is easy to see that

the density is symmetric in its two arguments. Actually, the Gaussian copula satisfies

the stronger condition of radial symmetry since it is generated from an elliptical

distribution. A copula is radially symmetric if and only if, for all (u, v) ∈ [0, 1]2,

C(u, v) = C(1− u, 1− v) + u+ v − 1 .

In terms of a copula density, if it exists, this means that

∫ u

0

∫ v

0

c(u′, v′) dv′ du′ =

∫ 1

1−u

∫ 1

1−v
c(u′, v′) dv′ du′ ,

from which the geometric meaning is more apparent, i.e., the amount of mass in any

“lower-tail rectangle” is always the same as the corresponding mass in the “upper-tail

rectangle” of the same dimension.

Figure 3.1 shows three example Gaussian copulas, of correlation ρ = 0.2, 0.4, 0.8.
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ρ = 0.2 ρ = 0.4 ρ = 0.8

Figure 3.1: Example Gaussian copulas

The top panels show the copula densities under a linear scaling and the bottom

panels show their histogram-equalized counterparts. While all of these examples

show positive dependence, the Gaussian copula can, of course, generate negative

dependence by selecting ρ < 0. Furthermore, the Gaussian copula attains the Fréchet–

Hoeffding bounds by choosing ρ = ±1. The choice ρ = 0 corresponds to Π, the

independence copula.

These properties and, perhaps, the ubiquity of the Gaussian distribution in other

areas of statistics have led to the widespread use of the Gaussian copula in applica-

tions. However, from the examples, it is apparent that it cannot be used to model

our examples very well and its use has also recently attracted much criticism in other
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application areas.

3.1.2 Archimedean copulas

Archimedean copulas are a class of copulas that arise out of a generator function,

which is usually parametrized by at least one parameter. The ease with which an

Archimedean copula can be constructed is, in fact, one of its principle attractions.

We primarily follow [53, 30].

Definition 7. An Archimedean generator is a function ϕ : [0, 1] → [0,∞] that is

convex, strictly decreasing, and satisfies ϕ(1) = 0.

The pseudo-inverse of ϕ, denoted ϕ−1, is defined as the usual inverse on [0, ϕ(0)]

and is zero otherwise. Then, ϕ−1(ϕ(t)) = t on [0, 1] and

ϕ(ϕ−1(t)) = min(t, ϕ(0)) .

If the generator satisfies limt→0+ ϕ(t) =∞, then ϕ−1 is the usual inverse.

Lemma 3.1. For (u, v) ∈ [0, 1]2 and an Archimedean generator ϕ, let C(u, v) =

ϕ−1(ϕ(u) + ϕ(v)). Then, for t ≥ 0,

ϕ−1(ϕ(u) + ϕ(v) + ϕ(t)) = C(C(u, v), t) .

Proof. If ϕ(u) + ϕ(v) < ϕ(0) then

ϕ(u) + ϕ(v) = ϕ(ϕ−1(ϕ(u) + ϕ(v))) ,

and so ϕ−1(ϕ(u) + ϕ(v) + ϕ(t)) = C(C(u, v), t) by the definition.
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If ϕ(u) + ϕ(v) ≥ ϕ(0), then ϕ(u) + ϕ(v) + ϕ(t) ≥ ϕ(0) and so

0 = ϕ−1(ϕ(u) + ϕ(v) + ϕ(t)) = ϕ−1(ϕ(u) + ϕ(v)) = ϕ−1(ϕ(0) + ϕ(t)) ,

and so ϕ−1(ϕ(u) + ϕ(v) + ϕ(t)) = C(C(u, v), t), as desired.

Proposition 3.1. Given an Archimedean generator ϕ, let C(u, v) = ϕ−1(ϕ(u) +

ϕ(v)), defined on [0, 1]2. Then, C is a copula.

Proof. C(u, 0) = ϕ−1(ϕ(u)+ϕ(0)) = 0 since ϕ(u)+ϕ(0) > ϕ(0). Similarly, C(u, 1) =

ϕ−1(ϕ(u) + ϕ(1)) = ϕ−1(ϕ(u)) = u. Symmetry implies C(0, v) = 0 and C(1, v) = v.

Now, since ϕ is convex, so is ϕ−1. Fix 0 ≤ u1 ≤ u2 ≤ 1 and 0 ≤ v1 ≤ v2 ≤ 1.

Then, ϕ(u1) ≥ ϕ(u2) ≥ 0 and ϕ(v1) ≥ ϕ(v2) ≥ 0. Set

γ =
ϕ(u1)− ϕ(u2)

ϕ(u1)− ϕ(u2) + ϕ(v1)
.

By convexity of ϕ−1, we have

ϕ−1(ϕ(u1)) ≤ (1− γ)ϕ−1(ϕ(u2)) + γϕ−1(ϕ(u1) + ϕ(v1)) ,

and

ϕ−1(ϕ(u2) + ϕ(v1)) ≤ γϕ−1(ϕ(u2)) + (1− γ)ϕ−1(ϕ(u1) + ϕ(v1)) ,

and adding these two yields

u1 + ϕ−1(ϕ(u2) + ϕ(v1)) ≤ u2 + ϕ−1(ϕ(u1) + ϕ(v1)) ,

where we have used the fact that ϕ−1(ϕ(u)) = u. By the definition of C, this last
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inequality can be rewritten as

C(u2, v1)− C(u1, v1) ≤ u2 − u1 .

Now, for 0 ≤ v1 ≤ v2 ≤ 1, by continuity of ϕ and ϕ−1, there exists t ≥ 0 such that

ϕ(v1) = ϕ(v2) + ϕ(t). Hence,

C(u2, v1)− C(u1, v1) = ϕ−1(ϕ(u2) + ϕ(v1))− ϕ−1(ϕ(u1) + ϕ(v1))

= C(C(u2, v2), t)− C(C(u1, v2), t)

≤ C(u2, v2)− C(u1, v2) ,

where the last line follows from the hypothesis.

Therefore, C satisfies all the conditions of a copula.

Example 3.1. The family of Clayton copulas is defined via the generator ϕ(t) =

t−θ − 1 for θ ≥ −1. The associated copula is C(u, v) = (u−θ + v−θ − 1)−1/θ. The

copula density is

c(u, v) =
∂C(u, v)

∂u∂v
= (θ + 1)u−θ−1v−θ−1(u−θ + v−θ − 1)−

1
θ
−2 .

The Clayton copula family is parametrized by a single nonpositive parameter θ.

It is easy to check that ϕ satisfies the conditions of a valid Archimedean generator.

Figure 3.2 provide some examples of Clayton copulas.

Example 3.2. The Frank copula is indexed by the parameter θ ∈ R and has generator

ϕ(t) = − log

(
e−θx − 1

e−θ − 1

)
,
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θ = −1/2 θ = 1 θ = 5

Figure 3.2: Example Clayton copulas

copula

C(u, v) = −1

θ
log

(
1 +

(e−θu − 1)(e−θv − 1)

e−θ − 1

)
,

and copula density

c(u, v) =
−θe−θ(u+v)(e−θ − 1)

((e−θ − 1) + (e−θu − 1)(e−θv − 1))2 ,

respectively.

Figure 3.3 show some examples of copulas from the Frank family.

Both of these copulas are interesting in that special cases yield the Fréchet–

Hoeffding bounds and the independence copula. In the case of the Clayton copula,
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θ = −5 θ = 1 θ = 5

Figure 3.3: Example Frank copulas

the parameters are θ = −1 for the lower bound, θ = 0 for Π and θ =∞ for the upper

bound. For the Frank copula, the parameters are θ = −∞, θ = 0, and θ = 1, respec-

tively. However, attaining all three of these “special” copulas via specific choices of

parameter values is the exception, rather than the rule, for Archimedean copulas.

3.1.3 Remarks on symmetry

From the figures, it is apparent that the Gaussian copula and Archimedean copulas

exhibit a high degree of symmetry. As previously mentioned, the Gaussian copula is

radially symmetric, which is a fairly strong notion of symmetry.

All Archimedean copulas are examples of distributions of exchangeable random
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variables. In other words, if (X, Y ) have Archimedean copula C and common marginal

distribution F , then (X, Y ) and (Y,X) have the same distribution. This is most easily

seen from the construction of an Archimedean copula through its generator, i.e.,

C(u, v) = ϕ−1(ϕ(u) + ϕ(v)) = C(v, u) .

Thus, H(x, y) = C(F (x), F (y)) = C(F (y), F (x)) = H(y, x) via Sklar’s theorem.

Note that the Gaussian copula also leads to exchangeable random variables if the

marginal distributions of X and Y are the same.

Unfortunately, essentially all of the examples considered in Chapter 2 exhibit

asymmetry (excepting the symmetric-graph examples). Thus, Gaussian and Archimedean

copulas are of limited value in these instances. In the next section, we discuss how to

generate new parametric copulas from old ones. One method provides a mechanism

for generating some forms of asymmetry.

3.2 Generating new copulas from old

In this section, we begin with a few simple methods of constructing new copulas

from old ones. Unfortunately, even these methods will not resolve the problems

of symmetry discussed in the previous section. The second method, introduced by

Liebscher [42], does produce some desirable asymmetries, but comes with its own

drawbacks.
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3.2.1 Reflections and mixtures

There are a few very simple methods of generating new copulas from old. None of

them break the exchangeable nature of Archimedean copulas or the Gaussian copula,

but they can easily modify other dependence properties. For example, many of the

Archimedean copulas exhibit only positive dependence, i.e., the probability of getting

an extremely large or extremely small value of one variable conditional on the other

is greater than the associated marginal probability. This is what we have referred

to in Chapter 2 as head-to-head and tail-to-tail affinities. In many of the examples,

however, there are head-to-tail affinities.

Suppose that c(u, v) is an empirical copula density. Then, translating the proper-

ties of a copula distribution to that of a density, we have that

1.
∫ 1

0
c(u, v) dv = 1 for all u ∈ [0, 1],

2.
∫ 1

0
c(u, v) du = 1 for all v ∈ [0, 1], and,

3. c(u, v) ≥ 0 for all (u, v) ∈ [0, 1]2.

From this it is apparent that, given a copula density c, we can generate new ones by

reflecting and rotating them. That is, all of the following are also valid copulas

1. c1(u, v) = c(u, 1− v),

2. c2(u, v) = c(1− u, v), and,

3. c3(u, v) = c(1− u, 1− v).

Even if a copula C does not have a corresponding density c, such constructions are

easily obtained. We leave it to the reader as a simple exercise to verify the associated

expressions in terms of C.
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These reflections can produce copulas with head-to-tail affinities from ones with

head-to-head and/or tail-to-tail affinities.

A second simple method for constructing new copulas is via mixtures. It is trivial

to verify, for example, that finite convex combinations of copulas also result in a valid

copula. That is, if C1, . . . , Cn are copulas and λi ≥ 0 ∀1 ≤ i ≤ n with
∑n

i=1 λi = 1,

then

C(u, v) =
n∑
i=1

λiCi(u, v)

is also a copula.

The continuous analog to this is also true. Suppose {Cθ} is a family of copulas

indexed by a continuous parameter θ ∈ Ω. Let Λ be a probability distribution over

Ω. Then

C(u, v) =

∫
Ω

Cθ(u, v) dΛ(θ)

is a valid copula. This can also be interpreted from a Bayesian perspective as putting

a prior on θ.

3.2.2 Liebscher’s method

Liebscher [42] presents two methods for constructing new copulas from old ones, where

the resulting copula is, in general, asymmetric, even when the “generating copulas”

are symmetric. We will focus on the first, more general method; the second one is

applicable specifically to Archimedean copulas.

Suppose we are given functions gij for 1 ≤ i ≤ n and 1 ≤ j ≤ d such that gij is

either strictly increasing on [0, 1] or is identically equal to 1. Suppose further that,
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for every j,
∏n

i=1 gij(v) = v and limv→0+ gij(v) = gij(0). Then,

C(u1, . . . , ud) =
n∏
i=1

Ci(gi1(u1), . . . , gid(ud))

is a valid copula. For the proof, see [42].

One example of a valid set of functions gij is gij(v) = vθij where 0 ≤ θij ≤ 1 and∑n
i=1 θij = 1. The paper provides further examples.

Example 3.3. Let C1 and C2 be copulas and α, β ∈ [0, 1]. Then,

C(u, v) = C1(uα, vβ)C2(u1−α, v1−β)

is a copula.

A special case of interest is obtained when C2 = Π. Then, given copula C,

C̄(u, v) = C(uα, vβ)u1−αv1−β ,

is a copula, and if C has a density c and partial derivatives cu = ∂C/∂u and cv =

∂C/∂v, then

c̄(u, v) = αβc(uα, vβ) + α(1− β)cu(u
α, vβ)v−β+

(1− α)βcv(u
α, vβ)u−α + (1− α)(1− β)C(uα, vβ)u−αv−β

is the copula density of C̄.
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Original

α = 0.20

α = 0.40

α = 0.60

α = 0.80

β = 0.20 β = 0.40 β = 0.60 β = 0.80

Figure 3.4: Example asymmetric copulas from “generating” Frank copula with θ = 5.

3.3 Remarks on simulating from parametric cop-

ula models

Simulating from copula models that use Sklar’s theorem as a method of construction

is quite easy. All one needs to do is generate (X, Y ) according to the underlying
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joint distribution H and then return (U, V ) = (F (X), G(Y )) where F and G are the

corresponding marginals.

The case of Archimedean copulas is not much harder. For simplicity, we will

assume that ϕ(0+) =∞ and so C admits a density. We can then use a “conditional

distribution” approach to generating the bivariate copula distribution. Specifically,

note that

C(u, v) = P(U ≤ u, V ≤ v) =

∫ v

0

P(U ≤ u | V = v′)P(V = v′) dv′ ,

where P (V = v′) denotes the density of V . But, since P(V = v) = 1 for 0 ≤ v ≤ 1,

then we have

P(U ≤ u | V = v) =
∂C(u, v)

∂v
=

ϕ′(v)

ϕ′(C(u, v))
.

We can now use the standard inversion method on the conditional distribution. Let

w = P(U ≤ u | V = v). Then,

t ≡ C(u, v) = ϕ′(−1)(ϕ′(v)/w) ,

so that

u = ϕ−1(ϕ(t)− ϕ(v)) .

Thus, the following algorithm will generate a random variate from the Archimedean

copula with generator ϕ.

1. Generate independent, uniform random variables V and W .

2. Set T = ϕ′(−1)(ϕ′(V )/W ).
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3. Set U = ϕ−1(ϕ(T )− ϕ(V )).

4. Return (U, V ).

3.4 Summary

In this chapter, we have reviewed the properties of the main classes of parametric

copulas. These classes tend to have a high degree of symmetry and so we have

discussed ways to use them as “generators” in order to get asymmetric copulas. Some

examples demonstrate the kinds of asymmetry that we might expect.

Unfortunately, the mathematical forms of the resulting copulas are not very

amenable to analysis and the parameters are tied into the models in a way that

makes them inconvenient, at best, to estimate. Thus, we have conspicuously avoided

the problem of fitting parametric copula models in this chapter. Indeed, the main fit-

ting approaches rely on the assumption that the observations from the copula model

are i.i.d., which the data we are interested in do not follow. Parametric models arising

from Sklar’s theorem or via an Archimedean generator function are, however, easy to

simulate from.

Another disadvantage of parametric models in our situation is that they do not

tend to have shapes that are very similar to the idiosyncratic patterns in our observed

examples. This is true, even when we allow for asymmetry via Liebscher’s method.

Furthermore, there does not appear to be a clear, sensible generative model in-

corporating a parametric copula from which our data would arise.



Chapter 4

Nonparametric copula models

The previous chapter dealt with parametric models for copulas. The present one

explores the nonparametric case. We begin by examining a recent paper [31] which

gives a general methodology for smoothing copula-density estimates via wavelets and

which provides some nice examples. This paper leaves a slight gap in that the copula

density estimates that it describes are not actually valid copula densities. We propose

a “patch” for this problem and then spend the second part of the chapter generalizing

somewhat the basic ideas of [31]. Our approach leads to a convex-programming

problem with a smoothing parameter that is quite interpretable provided the basis

functions used satisfy a minor condition.

4.1 Genest et al.’s nonparametric wavelet copulas

In [31], Genest et al., take up the problem of estimating copula densities from observed

data, where they assume that (X, Y ) pairs of random variables are sampled in i.i.d.

fashion. This section gives a brief overview of the ideas; details can be found in the

74
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paper.

We begin by considering the empirical-distribution function of each margin. Let

F̂n(x) =
1

n

n∑
i=1

1(Xi≤x)

and

Ĝn(y) =
1

n

n∑
i=1

1(Yi≤y) .

Then on the lattice consisting of points (i/n, j/n) for 0 ≤ i, j ≤ n, we can get

empirical-copula estimate

Ĉn(i/n, j/n) =
1

n

n∑
k=1

1(F̂n(Xk)≤i/n)1(Ĝn(Yk)≤j/n)

=
1

n

n∑
k=1

1(Rk≤i,Sk≤j) ,

where Rk is the rank of Xk in the sample and Sk is the rank of Yk. If we knew the

marginal distributions F and G, then we could use the maximum-likelihood estimate

C̃n(i/n, j/n) =
1

n

n∑
k=1

1(F (Xk)≤i/n)1(G(Yk)≤j/n) .

Since we do not (usually) know F or G, we instead use their MLEs as plug-in estimates

to obtain Ĉn. As alluded to in [31], this extra layer of estimation does not present

much of a problem in terms of asymptotics.

Unfortunately, while rapid convergence of empirical distribution functions is the

norm, estimates of densities are not often as nicely behaved. In particular, empir-

ical density estimates are very noisy. To smooth out such estimates of the copula
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density c(u, v), Genest et al. employ wavelets. Authoritative references on wavelets

are [14, 44]. Though wavelets have many interesting properties and advantages—

computationally, mathematically, and intuitively—for our purposes, we will mostly

view them as a specific case of an orthonormal set of basis functions.

Instead of using the full lattice {(i/n, j/n) : 1 ≤ i ≤ n, 1 ≤ j ≤ n}, it is useful to

bin over a regular sublattice. Genest et al. uses N = 2m points along each dimension

such that m is an integer satisfying 2m ≤
√
n < 2m+1, as suggested by wavelet theory.

The basic algorithm then goes as follows.

1. For each bin, calculate the proportion of the data within the bin, i.e.,

b̂i,j =
1

n

n∑
k=1

1
( i−1
N
<
Rk
n
≤ i
N
, j−1
N
<
Sk
n
≤ j
N

)
.

2. Apply the Fast Wavelet Transform to the matrixB = (b̂ij) and construct wavelet

estimates of the copula density such that the estimate at wavelet-resolution level

` is

c̃`(u, v) =
∑

(i,j)∈Z2

b̃
(`)
i,jψ

(`)
i,j (u, v) ,

where b̃
(`)
i,j are the wavelet coefficients at resolution level ` and {ψ} is the specific

wavelet basis.

3. Choose c? = c̃m−1 as the estimate of the copula density c.

Many variations on this theme are possible. Instead of simply choosing the final

estimate as the one at resolution level one less than the total resolution, any one of

the popular wavelet-thresholding schemes could be substituted.

However, a slightly more subtle problem remains.
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4.1.1 Sinkhorn–Knopp for valid copula-density estimates

Even in the case of the empirical-copula estimate, the resulting density is not a

proper copula density unless particular care is taken. In the case of the Genest et

al. algorithm, we essentially start out with this estimate and then do additional

smoothing. So, we can expect the problem to persist. Indeed, the wavelet-based

estimate may not even be positive over the whole unit square, or even at the lattice

points.

In particular, the copula-density estimate c? is not guaranteed to have uniform

marginal distributions, and, usually will not.

The issue of nonnegative is relatively easy to address. We can simply truncate the

copula estimate wherever it goes negative. So, we get an (intermediate) estimate

c?t (u, v) = c?(u, v)1(c?(u,v)≥0) .

Such a modification will, of course, affect the normalization of the copula density as

well. But, this is not really an additional problem, since we already don’t expect the

marginal constraints to be satisfied.

To fix the marginal constraints, we propose the use of the Sinkhorn–Knopp algo-

rithm [63, 37] to follow the truncation step. This is also known as iterative proportional

fitting in the categorical-data-analysis literature. The intuition is simple. Starting

with a nonnegative matrix A(k), we compute

r(k) = A(k)1n
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and

c(k) = (A(k))T1n

where 1n is an n-length vector of ones. Let R(k) = diag(1/r
(k)
1 , . . . , 1/r

(k)
n ) and define

C(k+1) = diag(1/c
(k)
1 , . . . , 1/c

(k)
n ). Take

A(k+1) = C(k)A(k)R(k) .

Then, subject to a mild condition on the original nonnegative matrix A(0), the se-

quence of matrices A(k) is guaranteed to converge to a doubly stochastic matrix.

More formally,

Theorem 4.1 (Sinkhorn–Knopp). Let A be a nonnegative square matrix. Then the

Sinkhorn–Knopp iteration will converge to a unique matrix A∞ = limk→∞A
(k) with

a positive diagonal if and only if for every strictly positive entry of A, there is a

permutation of the columns such that the entry in question lies on the main diagonal

and this main diagonal has strictly positive entries.

To make the connection with the copula-density estimate, for each truncated and

smoothed copula-density estimate c?t (u, v) evaluated on the lattice {(i/N, j/N) : 1 ≤

i ≤ N, 1 ≤ j ≤ N} there is a corresponding nonnegative matrix C?
t . To achieve

a proper copula density, we need some modification of this matrix to be doubly-

stochastic. The Sinkhorn–Knopp algorithm guarantees a unique modification of C?
t

which is doubly stochastic, provided the minor technical condition of the theorem

is satisfied. Call this new matrix C?
sk. Then using the bilinear-interpolation scheme

briefly described in Chapter 3, it is easy to construct a valid copula-density estimate

out of C?
sk.
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(a) Original (b) Wavelet-smoothed and S–K renormalized

Figure 4.1: Original and smoothed versions of histogram-normalized Netflix display.

4.1.2 Netflix example

To illustrate the characteristics of this method, we apply it to the Netflix example.

We choose N = 128 bins (to get close to 100 and still be a power of 2) and employ the

“symlet6” tensor-product wavelet basis. However, as in most applications of wavelets,

the resulting estimate is largely invariant with respect to the choice of basis. We fit

the wavelet coefficients to the raw Netflix 128× 128 copula-density estimate, keeping

the detail coefficients only up to level m−1 = log2N−1 = 6. After reconstructing the

estimate of the copula density, we then truncate any negative values and renormalize

via Sinkhorn–Knopp.

Figure 4.1 shows the result. In the left-hand pane is the original histogram-

equalized version of the data display. In the right-hand pane is the wavelet-smoothed

copula. The clearest differences are apparent around the transition between high and

low density along the diagonal starting at the top left and going to the bottom right.
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4.2 A convex-programming approach to nonpara-

metric copula estimation

This section is dedicated to a slightly different approach than the previous section. It

seems somewhat unsatisfactory to begin with a copula-density estimate, smooth it out

to remove some noise, and then end up with an estimate that no longer satisfies the

necessary constraints to be a copula density. In order to get back to an estimate with

the necessary properties, we had to “fix up” the original smoothed estimate. From

the previous chapter, we also saw that it is quite challenging to construct realistic

copula densities analytically.

The goal of this section is to try to strike a compromise between the two. We seek

a nonparametric estimate of the copula density that explicitly satisfies the necessary

constraints. At the same time, we want to be able to modulate the smoothness of

this estimate.

4.2.1 Problem formulation

The previous section employed a linear wavelet basis Ψ = {ψ} onto which the data

were projected in order to then obtain a smoothed estimate. While an interesting and

useful choice, for our purposes, there is nothing particularly special about wavelets.

Instead, we can generalize to the case where Ψ is simply an orthonormal set of basis

functions.

Suppose we have a copula-density estimate Ĉ represented as an n × n matrix.

Let ĉ = vec(Ĉ) be the vectorized form of this matrix, i.e., an n2-length vector where
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the columns are stacked one on top of the next. Then, the coefficients of the copula-

density estimate in the orthonormal basis are simply θ = ΨT ĉ. Also, because Ĉ is a

proper copula-density estimate, then Ĉij ≥ 0 for all i, j and Ĉ1n = ĈT1n = 1n; that

is, Ĉ is a nonnegative, doubly stochastic matrix.

In the Genest et al. algorithm, the optimization is (implicitly) done with respect

to squared-error loss. While this makes the analysis convenient—and is the classical

loss function, even for density estimation—it is not the only, nor necessarily best,

choice. For example, Devroye and Györfi [18] strongly advocate the use of L1 loss

for nonparametric density estimation due to its invariance under arbitrary one-to-one

transformations and its relationship to total-variation distance, among other prop-

erties. We will focus on L1 loss as well, with a view also towards simplifying the

computations. However, our approach is readily adaptable to squared-error loss, as

we briefly discuss below.

To get a smoothed estimate, we seek a vector w ∈ Rn2
that minimizes ‖ĉ−Ψw‖1

subject to the constraints that c̃ = Ψw is a proper copula density. With no constraints

other than the copula-density ones, this problem leads to the obvious solution that

w = ΨT ĉ and no smoothing is obtained. However, if we introduce a parameter λ ∈ R

and force ‖w‖1 ≤ λ, then λ acts as a regularization parameter and the resulting

estimate c̃ will be smoother than the original ĉ.

Let C̃ be the matrix satisfying c̃ = vec(C̃). Then, there are matrices R ∈ Rn×n2

and L ∈ Rn×n2
such that C̃1n = 1n if and only if Rc̃ = 1n and, likewise, C̃T1n = 1n
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if and only if Lc̃ = 1n. Thus, we seek a solution to the optimization problem

minimize ‖ĉ− c̃‖1

subject to c̃ = Ψw, c̃ ≥ 0

Lc̃ = Rc̃ = 1n

‖w‖1 ≤ λ ,

(4.1)

where “≥” with respect to at least one vector is interpreted elementwise. The opti-

mization is done with respect to the parameters w.

4.2.2 Properties

A careful examination of (4.1) reveals that this problem is not only convex, but

corresponds to a simple linear program. Thus, from a computational standpoint, for

moderate size n, the problem is quite solvable. (If we replace L1 with L2 loss as the

optimization function, the problem is still convex.)

We are left with the issue of the regularization parameter λ. Though “natu-

ral” in the (modern) regularization framework, its interpretation appears tricky. A

minor—and natural—constraint on the choice of the basis Ψ yields a straightforward

interpretation and is the subject of the following proposition.

Proposition 4.1. Assume that the orthonormal basis Ψ contains the constant vector

n−11n2. Let λ = inf{λ : (4.1) is feasible} and λ̄ = sup{λ : ‖ĉ − c̃(λ)‖1 > 0} .

Then, λ = 1 and the corresponding solution to (4.1) is c̃(λ) = n−11n2. Furthermore,

λ̄ = ‖ΨT ĉ‖1 with corresponding solution c̃(λ̄) = ĉ.

Proof. We begin by proving the infeasibility result. Suppose that
∑

i |wi| < 1. Then,∑
i |wi|2 < 1 as well. Since Ψ is orthonormal, Parseval’s relation asserts ‖w‖2

2 = ‖c̃‖2
2
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and the copula constraints on c̃ imply that c̃T1n2 = n. An application of the Cauchy–

Schwarz inequality yields a contradiction since ‖c̃‖2
2 ≥ n−2(c̃T1n2)2 = 1.

Now, suppose that
∑

i |wi| = 1. Then either
∑

i |wi|2 < 1 or
∑

i |wi|2 = 1, the

latter being true if and only if w = ek for some k. Because Ψ is orthonormal and

contains the constant vector n−11n2—which we can assume to be the first vector in the

basis without loss of generality—then w = e1 is the only vector that simultaneously

satisfies the copula constraints and the constraint that ‖w‖1 = 1. Hence c̃ = Ψw =

n−11n2 yielding that C̃ is the independence copula density.

For the last part of the result, suppose that λ ≥ ‖ΨT ĉ‖1. Then, w = ΨT ĉ is

feasible and c̃ = Ψw = ĉ, so ‖ĉ− c̃‖1 = 0. For any λ0 < λ, ΨT ĉ is not a feasible choice

for w and so ‖ĉ− c̃(λ0)‖1 > 0.

The interpretation of Proposition 4.1 is that (4.1) yields a smoothed copula den-

sity that “interpolates” between the independence copula density and the original

empirical copula-density estimate, where the interpolation is controlled by the regu-

larization parameter λ. In order to get a desirable interpretation of the smoothing

parameter, we have constrained Ψ to include the constant vector. This is natural

insofar as any choice of basis should allow for a maximally sparse representation of

the constant functions.

A careful examination of the proof shows that if ‖·‖1 is replaced by ‖·‖2 everywhere

that it appears in (4.1) and in Proposition 4.1, then the proof goes through just the

same and λ will have the same interpretation. One can even use L1 as the optimization

criterion and L2 as the regularization criterion or vice versa, again with the same

interpretation on λ. However, the resulting solution c̃(λ) will, of course, be different

in each case. The version in which L2 is used for both the optimization function and
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the regularization constraint corresponds to a linearly-constrained nonnegative ridge

regression.

4.2.3 Selecting the smoothing parameter

We are left with the problem of how to select the regularization parameter λ. Cross-

validation is currently the most popular method for doing so, but the obvious ap-

proaches yield some difficulties in our problem due to the equality constraints.

Specifically, leave-one-out cross-validation, in which a single element of ĉ is left

out is not helpful, since whichever element is left out remains completely determined

by the equality constraints on the copula density. Leaving out single whole rows or

columns has the same problem.

Removing multiple rows and/or multiple columns is one option. But, it seems

clear that any solution obtained is invariant to permutations of the rows and columns

of the solution vector with respect to the left out rows and columns, since the latter

would not enter into the optimization function.

Leaving out random elements, as long as there are at least two in each row and

column with left-out elements, doesn’t suffer from these problems and so is likely to

work better.

An altogether different approach is to leave out entire subsets of entities for the

rows and columns, fit a new empirical copula density estimate, use this to fit the

smoothed estimate for a given λ and then evaluate performance on the original em-

pirical copula-density estimate formed by considering all the entities along the rows

and columns. This has the advantage that a full copula-density estimate is always

being fit to for a prespecified λ. On the other hand, such an approach would be much
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more computationally intensive. Also, for some data sets, a single entity corresponds

to a large proportion of the total data and so if it were left out, the copula-density

estimate would be drastically changed.

We leave the further exploration of this matter to future work.

4.3 Summary

In this chapter, we have considered two new, but separate, methods for obtaining

valid nonparametric estimates of the copula density. The first involves “fixing up”

the wavelet estimate provided by Genest et al.’s algorithm via truncation and an

application of Sinkhorn–Knopp. Except in cases in which Genest et al.’s algorithm

yields a truly pathological estimate, our algorithm should always have a valid, unique

solution.

The second method attempts to avoid the somewhat ad-hoc nature of the first

approach. Instead of constructing an estimate and then trying to fix it so that it

has the right properties, we start off by enforcing the necessary properties a priori.

We focus on optimizing an L1 criterion. This yields a linear program which can

output a set of estimates indexed by a continuous parameter λ. Furthermore, the

interpretation of the effect of the choice of λ is natural, provided the basis used for

the fit satisfies a minor, logical condition. A completely analogous approach with

similar interpretations exists if we replace the L1 criterion by an L2 one or, even, mix

the two.



Chapter 5

Simple generative models

In Chapters 3 and 4 we explored methods for explicitly estimating the copula densities

corresponding to the data display of Chapter 2. In some sense, these approaches were

somewhat unsatisfactory on both mathematical and conceptual grounds.

In this chapter, we take a different tack. We explore simple generative models

for these large datasets that result in certain copula structures, instead of trying to

explicitly estimate the copulas. The reasons for this are two-fold: (a) modeling the

data at a higher level than through the copula itself provides intuition and (b) more

quantitative mathematical statements about the underlying models and the resultant

marginal distributions and copulas can be made.

The copula plots we show give the density of the variables with respect to an un-

derlying model of independence. The point is not that independence is plausible, just

that ratios of the observed density to one under independence are easy to interpret.

Even so, it would be interesting to model dependence.

We present some simple generative models for networks. Some caution is in order

because very distinct generative models can produce similar output, while subtly

86
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different generative models can mean the difference between lognormal and power

law distributions. See [51]. Also, while simple models with a handful of parameters

can describe a few salient properties of real data, they do not necessarily produce

fully realistic graphs. See for example [33]. Despite these caveats, generative models

provide useful insights and hypotheses to test.

Here we consider some simple probability models that describe dependence be-

tween row and column entities. The patterns we see in each corner of a copula plot

might require three to six parameters to describe, the latter for a full quadratic sur-

face. Four independently varying corners could require 12 to 24 parameters. We will

look at models with only one or two parameters and accept that only qualititative

matches to some observed features are possible.

5.1 A saturation model

In ratings data we often see strong head-to-tail affinities between raters and items.

This may be explained through the idea that sophisticated raters have branched out

to the less well known items, while the neophytes mostly stay with the items of

massive popularity.

Before adopting such a taste-based explanation we should at least consider a much

simpler one. A rater is very unlikely to rate the same item twice. Even if this happens,

the system may well retain only the last rating that was made. There are just not

enough popular items for a busy rater to rate. These saturation effects alone would

induce negative dependence. A large saturation effect has already been noted by [48]

for symmetric networks, such as the internet, where there are greatly diminished

connections among the most connected nodes.
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We introduce a model that has independence apart from the limitation of one

rating per rater-item pair. We begin with a bivariate Zipf–Poisson ensemble with

latent variables Yij ∼ Poi(Nci−aj−b), where c = cacb = 1/(ζ(a)ζ(b)) and ζ(x) denotes

the Riemann-zeta function. Then we apply a thresholding step yielding observed

values Xij = 1 if Yij ≥ 1 and Xij = 0 otherwise. In the latent model, row and column

entities are generated independently. The thresholding that turns Yij into Xij is more

likely to deplete the head-to-head combinations than any others.

The following theorem provides bounds on the expected observed marginal distri-

butions after saturation.

Theorem 5.1. Let Xij be sampled as the thresholded bivariate Zipf–Poisson ensemble

described above. Let Xi• and X•j be the marginal sums. Then

E(Xi•) ≤ min
{

Γ(1− 1/b)(Nc)1/bi−a/b, Ncai
−a} ,

E(Xi•) ≥ (1 +Nci−a)1/b − 1 ,

and, as i→∞,

E(Xi•) ∼ Ncai
−a .

By symmetry, analogous results hold for X•j where we swap the roles of i and j, and

a and b, respectively.

From Theorem 5.1, the marginal distribution of the row entity behaves as a power

law that starts at slope a/b for the largest entities and transitions to slope a for the

small ones. Conversely the column entities have slope starting at b/a and transitioning

to b. As a consequence, the large entities of one type follow a power law with rate ≤ 1

while large entities of the other type have a rate ≥ 1. We have not seen that pattern
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Figure 5.1: Degree distribution plot of bipartite preferential attachment (a = 1.5,
b = 1.8, t = 107) margins.

in any of the data sets we’ve investigated. As a result we believe that the head-to-tail

affinity often seen in ratings data is not simply due to saturation. Models invoking

taste therefore seem more plausible.

5.1.1 Numerical examples

We consider two examples in this section, though we focus mainly on one. For the

first example, we simulate from the model with a = 1.5, b = 1.8 and N = 107. For

the second model, we take b = 2.5 instead.

Figure 5.1 shows the observed Zipf plot and bounds from Theorem 5.1 for the

example simulated with a = 1.5 and b = 1.8. Instead of sorting the entities by

observed counts, we have kept the original ordering. We see that these expected

counts have curvature and the top entities appear well-ordered. Also the slope near
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Figure 5.2: Zipf plot of saturation model margins with a = 1.5, b = 1.8 and N = 107.

the origin is not a, but has instead been altered by the sampling process. The expected

number of counts was estimated by calculating a sum over millions of values of y for

each fixed x (and vice versa).

Figure 5.2 shows the Zipf plots for the b = 1.8 example. The power-law nature of

the data is very evident and there is minimal curvature. We also see the aforemen-

tioned features that the slopes are reflected versions of one another around 1.

Figure 5.3 shows the copula estimates for both b = 1.8 and b = 2.5 examples. We

do indeed see an asymmetric negative dependence in the corners, though the affinity

extends farther towards the center of the square than we have seen in real data. The

parameter clearly alters the strength of the head-to-tail affinities that are present.
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(a) b = 1.8 (b) b = 2.5

Figure 5.3: Data display for two saturation model examples.

5.1.2 Parameter estimation

Our view in this chapter so far has been to present simple generative models that are

interpretable and can reproduce some qualitative features of the data. At the same

time, we recognize that with only a couple of parameters we cannot hope to fit such

a simple model to the rich datasets that motivate this work. Hence, our focus is not

on actual parameter estimation for these models.

However, if one really found it desirable to try to do parameter estimation for this

simple model, the most straightforward way would be to fit linear regressions to the

head of Zipf plot. Since we do not know the true ordering of the categorical levels, we

cannot fit to the head of the unordered version depicted in Figure 5.1. Ideally, one

would fit a linear regression to the head of both Zipf plots. This would provide an

estimate for the ratio a/b as well as a lack-of-fit estimate since we expect the slopes
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to be reciprocals of one another.

5.2 Bipartite preferential attachment

A second model for these data is a bipartite preferential attachment model. The

model constructs a bipartite graph via a simple extension of the Barabási-Albert

model [6].

There are several generative models for bipartite graphs. Bipartite graphs in which

each node type have the same degree distribution can have edges randomly assigned

as in [58]. Graphs in which one kind of node has a prescribed degree distribution and

the other kind are sample by preferential attachment have also been considered [33].

We investigate a preferential attachment model that generates the degree distri-

butions along with the edge connectivity. Bipartite preferential attachment describes

a random graph with two parameters, an integer valued time t ≥ 1 and a probability

p ∈ (0, 1). There are two node sets, M and N , corresponding to row and colunn

entities respectively. At time t the graph has nodes i = 1, . . . ,m(t) from M and

nodes j = 1, . . . , n(t) from N . We will assume that the entity sets are distinct. The

graph is represented by an ∞×∞ matrix with elements Xij = Xij(t) ∈ {0, 1}, of

which only t elements are nonzero.

The process starts at t = 1 with m(1) = n(1) = 1 and a single edge connecting

node 1 of M with node 1 of N . That is X11 = 1 and Xij = 0 if i > 1 or j > 1.

At each time t ≥ 2, we sample Ut ∼ U(0, 1). If Ut ≤ p, then we add a new node

i = n(t) = n(t − 1) + 1 to M and connect it at random to one of the nodes j ∈

{1, . . . , n(t−1)} in N , thereby setting Xij = 1. If Ut > p, then we add a new node to

N and connect it at random to one of the nodes 1, . . . ,m(t− 1) of M. The random
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connections are always made by preferential attachment. A new node of one type is

connected to a particular old node of the other type with probability equal to the

degree of that old node at time t− 1, divided by the total number t− 1 of edges.

In [6] it is argued that the degree distribution of the vertices in (unipartite) pref-

erential attachment graphs decays as a power law with exponent 3. That is, if pk is

the proportion of vertices of degree k, then pk = Θ(k−3) as the number of vertices

goes to infinity. This was further formalized in [8]. Degree distributions in bipartite

preferential attachment are fundamentally different from those in the unipartite case.

Theorem 5.2. Let Xij(t) be sampled from the bivariate preferential attachment model

with p ∈ (0, 1) and q = 1 − p. Let Xi•(t) and X•j(t) be the marginal sums and let

M(k, t) =
∑

i 1(Xi•(t)=k) and N(k, t) =
∑

j 1(X•j(t)=k) be the number of vertices of

degree k in M and N , respectively at time t. Then

M(k, t)

t
→ p(k − 1)!

q
∏k

i=1(i+ 1/q)
∼ p

q
Γ(1 + 1/q)k−1−1/q

N(k, t)

t
→ q(k − 1)!

p
∏k

i=1(i+ 1/p)
∼ q

p
Γ(1 + 1/p)k−1−1/p

where the convergence is both in mean and in probability as t→∞, and the asymptotic

equivalence holds as k →∞.

Theorem 5.2 shows that both marginal distributions follow power laws. Unlike the

Barabási-Albert model, the degree distributions for the bipartite model do not always

have a scaling coefficient of 3. One margin has a coefficient in the range (2, 3] and the

other coefficient is in the range [3,∞). In real-life networks, it has been often observed

that scaling coefficients tend to fall between 2 and 4. Some extensions to the basic

Barabási-Albert model do generate scaling laws with coefficients in (2,∞) [20, Ch.
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Figure 5.4: Degree distribution plot of bipartite preferential attachment (p = 4/9,
t = 106) margins.

4].

Like the saturation model, the bipartite model generates head-to-tail affinities,

but they do not concentrate in the corners. In the appendix, we provide explicit

upper and lower bounds in addition to the asymptotic statements in Theorem 5.2.

5.2.1 Numerical example

Here we consider an example with parameter p = 4/9. We run the simulation until

there are a total of t = 1, 000, 000 nodes. An immediate consequence of Theorem 5.2

is that we expect the total number of nodes of degree one in M to be tp/(2 − p) =

285 714.6 and in the N to be tq/(2−q) = 384 615.8. The observed values were 285 029

and 385 030, respectively.

Figure 5.4 shows the degree distributions of M and N , respectively, along with
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Figure 5.5: Zipf plot of bipartite preferential attachment (p = 4/9, t = 106) margins.

the upper and lower bounds that arise out of the development of the asymptotic

statement of Theorem 5.2. See Corollaries A.4 and A.5 of the appendix. We see

that these asymptotic bounds become quite tight even for quite small degrees. The

theoretical finite-t expectation is also given and we see that it is a near perfect match

for small degrees. Note that the expected degree distribution predicts some concavity

with respect to a perfect power-law. This is most obvious for small degrees.

Figure 5.5 shows the corresponding Zipf plots. Here we see some degree of con-

vexity at the head of the distribution, somewhat similar to the Snapfish example.

Overall, there is an evident power-law behavior.

Figure 5.6 shows the linear-color data display. From this, the large number of

single-degree nodes are apparent. There is also a presence of head-to-tail affinities.
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Figure 5.6: Data display for bipartite preferential attachment (p = 4/9, t = 106)
example.

5.2.2 Extensions

The model we have considered only has one true parameter (besides the parame-

ter that specifies the number of edges). It is easy to come up with many possible

extensions of this model, many of which are also amenable to analysis.

One obvious extension is to introduce two additional parameters, rm ∈ [0, 1] and

rn ∈ [0, 1]. These denote the probabilities of choosing between “uniform” and pref-

erential attachments conditional on the selection of the M or the N for adding a

new node. Thus, the data generation scheme is modified as follows: Draw a Ber(p)

random variable to decide whether to add toM or N . Conditional on adding to the

M, choose a Ber(rm) to decide whether to attach to N via uniform or preferential

attachment. Uniform attachment here means that we select an existing node in N

to attach to uniformly at random.
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It is easy to see that preferential attachment corresponds to selecting an existing

edge uniformly at random and then connecting to the corresponding vertex that it

is attached to in the appropriate set. Thus, the extension above trades off between

uniform attachment of vertices and edges. A recursion equation very similar in nature

to that from the simple bipartite preferential attachment model arises and can be

solved using essentially the same approach.

One possibility that is excluded from our model is the connection between two new

vertices, one from each side of the partition. Simple variations of the basic model

can address this as well. Indeed, we could introduce three parameters p1, p2, and

p3 corresponding to a four-outcome multinomial and draw from this multinomial to

determine whether to choose an old node or a new node from each side of the partition

at every time t. Then, conditional on deciding to pick an old node, we can draw a

Bernoulli random variable, as before, to trade off uniform and preferential attachment.

This results in a total of five parameters, which introduces some additional flexibility

into the model.

The preferential attachment scheme can also be altered. Popular choices for the

probability of attachment to a given vertex are to choose proportional to dγi for some

power γ or proportional to di + α for some α > −1. See [20] for more details.

One, perhaps, disturbing aspect of the basic model we have considered is that a

large proportion of nodes of degree one are created and it is not possible to make

the proportion on both sides of the partition arbitrarily small. One would hope that

via some of these simple modifications, such flexibility would be obtained. However,

it can be easily shown by solving the necessary recurrence equations that even the

five-parameter model is not enough to generate an arbitrary proportion of nodes of
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degree one on either side of the partition.

5.2.3 Parameter estimation

Parameter estimation in the bipartite preferential attachment model is exceedingly

simple and hardly worth mentioning. Since the number of nodes in M is a sum of

Bernoulli random variables, the uniformly minimum variance unbiased estimator is

p̂ = |M|/t.

5.3 Bipartite models incorporating temporal pref-

erential attachment

In the previous two sections, we discuss two simple models for generating asymmet-

ric head-to-tail affinities in bivariate copulas arising from entities with a very large

number of categorical levels. We focused on saturation and preferential-attachment

as the mechanisms for generating these affinities.

One other common feature in data of this type is some form of temporal prefer-

ential attachment. For example, a new movie or new song may be more likely to be

rated that an old movie or song. We would like a simple extension to our models

that incorporates this behavior. Another feature we would like to incorporate is a

time-dependent rate of entry of newly observed levels of each entity. In many cases,

one observes a large rate of growth initially followed by a successively smaller rate of

growth.

We use as a template, one of the proposed extensions of the previous section, but

replace uniform attachment with a temporal aspect. Since we are also aiming for a
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limited number of parameters, we will combine the temporal preferential attachment

and the generation of new nodes of the graph under a single framework. While our

model will be conceptually simple to describe, it appears to be surprisingly difficult

to analyze. Thus, we will limit ourselves mostly to empirical evaluations, with one of

our main objectives being to demonstrate similar affinities to those seen in real data.

5.3.1 Model specification

At each time point t, a multinomial random variable will be drawn to determine

whether to select via temporal or degree preferential attachment. That is, we draw

Ct according to

Temporal Degree

Temporal πtt πtd

Degree πdt πdd

where (Temporal, Degree) indicates that the left entity is chosen via temporal pref-

erential attachment and the right entity is chosen independently from the left via

degree preferential attachment. Hence, the entities of each partition are condition-

ally independent given Ct. If they were chosen completely independently, we would

observe a (nearly) uniform copula. However, stratifying by the outcome Ct is enough

to generate interesting affinities in the copula estimates.

Preferential attachment by degree is performed as before. Temporal preferential

attachment is done as follows: A parametrized distribution is chosen for each parti-

tion of the graph. Let Tm ≡ Tm(t) be a positive integer-valued random variable with

distribution Fm, drawn at time t. Analogously, we have Tn and Fn for the right parti-

ition. Let Sm(t) be the cardinality ofM at time t and let Sn(t) be the corresponding
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cardinality of N . Both quantities are, of course, random. Then if Tm ≤ Sm(t), we

connect to node Tm on the left. If Tm > Sm(t), then we add a new node to M and

connect to it. Temporal preferential attachment to N is entirely analogous.

Thus, the rate of new nodes is specified, in part, by the tail of the distributions

Fm and Fn. In particular,

Proposition 5.1. Assuming πtt + πtd > 0 and ETm =∞, we have Sm(t) ↑ ∞ a.s.

Proof. Let X1, X2, . . . be a sequence of i.i.d. r.v’s distributed according to Fm. Let

S0 = 0 and Sn = Sn−1 + 1(Xn>Sn−1). Then, clearly, Sn ≤ n. Let An = {Xn > Sn−1} ⊃

{Xn > n − 1} = Bn. Hence, P(Bn i.o.) ≤ P(An i.o.). But, the Bn are independent

and

EX1 =
∑
n

P(Bn) =∞ ,

and so P(Bn i.o.) = P(An i.o.) = 1 by the second Borel–Cantelli lemma. This clearly

implies that Sn ↑ ∞ a.s..

Now, to get the conclusion, note that if πtt + πtd > 0, then there will (almost

surely) be an infinite subsequence of times t1, t2, . . . for which a draw from Fm will

be made. Let Tm(ti) = Xi, so that Sm(ti) = Si, and the result follows.

5.3.2 Numerical Examples

We consider three numerical examples. Our intent is to demonstrate that we can

generate similar features to several observed copulas. The three examples we are

motivated by are the Netflix, Snapfish, and arXiv data sets. We choose these because

in the first we see head-to-tail affinities, in the second we see primarily a head-to-head

affinity and in the last there is a strong tail-to-tail affinity and a broad head-to-head
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Real data

Model

Netflix Snapfish ArXiv

Figure 5.7: Examples of real datasets and their extended-model counterparts.

one.

Figure 5.7 shows the three example copulas from Chapter 2 and three correspond-

ing copula estimates from simulations of the extended model. For all three examples,

the temporal distribution is Zipf(α). For the Netflix example, α = 1.475, πtt = 0 and

πtd = πdt = 0.3. For the Snapfish example, α = 1.225, πtt = 0.4 and πtd = πdt = 0.3.

For arXiv, α = 1.45, πtt = 0.3 and πtd = πdt = 0.15.

We reiterate that our aim is only to demonstrate the flexibility of generating the

larger qualitative features of each copula. For the Netflix example, we see that we can

generate head-to-tail affinities with severe depletion in the head-to-head corner of the

distribution. To match to the Snapfish example, we have generated a strong head-

to-head affinity. For the arXiv dataset, we have produced a strong tail-to-tail affinity

along with a broad head-to-head affinity. The parameters were “fit” by trial-and-error
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based on the intuition of how each should affect the copula. Because of the complex

relationship between the parameters and the features of the copula, sometimes our

intuition failed us.

5.4 Summary

We have presented three different generative models for describing the patterns seen

in the marginal distributions and the data display. Only a rough resemblance exists

between our models and the patterns in real data sets. Nor do the data resemble

classical parametric copula densities that we have seen. As noted above a close

match would require many more parameters than we have used.

The saturation and bipartite preferential attachment models we have used are

conceptually simple and provide some intuition regarding how the various affinities

may arise. In addition, they are amenable to mathematical analysis and we have tried

to pin down their properties as much as practicable through fairly straightforward

techniques.

The intuition gained from these simple models allows for extending them in various

ways to generate new affinities. In Section 5.3 we have pursued one of these directions.



Chapter 6

Discrete-choice models

In the previous chapters we have looked at various approaches to estimating, visu-

alizing, and modeling the observed dependence between two types of entities with a

large number of categorical levels. For the most part, we have eschewed more classical

statistical approaches, in part, because we sought to understand as much as model

the observed dependencies and also because lack of fit of any model reasonably easy

to fit should be large since the data collected are so large and complex.

This chapter deals with a somewhat more classical approach via discrete-choice

models—with a new twist.

6.1 The model

We are interested in modeling the evolution of large bipartite graphs with links be-

tween two subsets of nodes, which we call A and B. At time t, we observe a graph

Gt ⊂ A× B.

At times t = 1, 2, . . . , T , the t’th edge (At, Bt) arrives and so Gt = Gt−1∪{(At, Bt)}.

103



CHAPTER 6. DISCRETE-CHOICE MODELS 104

For each “edge time” t, there is also a corresponding “calendar time” Ct so that edge

t arrives at calendar time Ct ≥ Ct−1.

At time t, we have seen only subsets At ⊂ A and Bt ⊂ B of the total sets of

entities. So, Gt ⊂ At × Bt and the set on the right-hand side is the smallest product

set that contains Gt.

We seek a model to predict Gt given Gt−1 and some features on the members At−1

and Bt−1. The new edge at time t could come from any element of At−1 × Bt−1 or

possibly from (A× B)− (At−1 × Bt−1). However, we assume nothing (including any

features) about as-of-yet unobserved members of A and B.

The model allows At ∈ Ãt ≡ At−1 ∪ {A?} where the symbol A? denotes the event

that a new value from A is observed at time t. The analogous quantities and notation

for B are also defined.

We aim to capture phenomena similar to preferential attachment by degree and

preferential attachment by age, as well as the arrival rates of new entities. For exam-

ple, preferential attachment by age appears to be a strong feature in the Netflix data.

New raters tend to start with a burst of activity. Bursts can occur at other times as

well. New entities are also an important aspect. New customers join the service at

some rate that changes with time. New movies also come out and are added to the

data base, though this rate appears to be somewhat more constant than the arrival

rate of customers.

The model we employ for (At, Bt) given the history up to time t is

P(At = at, Bt = bt) =
eZt(at,bt)

Tγ∑
(a,b) e

Zt(a,b)Tγ
, (6.1)
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where Zt(a, b) are the vector of features corresponding to the pair (a, b), γ is a pa-

rameter vector and the sum in the denominator is taken over Ãt × B̃t.

The model considered in (6.1) is a form of discrete-choice, multinomial-regression

model commonly found in various fields of application, most notably economics and

marketing. However, our model is nonstandard in that we think of a as a consumer

and b as a product, in which case both the consumer and the product are being

“generated” by the process. Notice that the set of candidates changes over time as

new entities are observed.

Because the candidate sets for our applications are extremely large, we will focus

almost exclusively on parameter vectors Zt(a, b) that depend elementwise on either a

or b, but not both or neither. (The latter is ruled out because the likelihood is easily

shown to be invariant to such a parameter.) It is easy to see by examining (6.1)

that if Zt,i(a, b) does not depend on either a or b, then the likelihood is invariant to

this feature. Thus, we consider features of the form Zt(a, b) = (Xt(a), Yt(b)) and this

yields a separable model

P(At = at, Bt = bt) =
eXt(at)

Tα∑
a e

Xt(a)Tα

eYt(bt)
Tβ∑

b e
Xt(b)Tβ

, (6.2)

where γ = (α, β).

The interpretation of such a model is that At and Bt are conditionally independent

given the past history and the feature vector. This does not mean that the two entity

types are unrelated. For example, when we pick a random edge (a, b) ∈ Gt, the degrees

of a and b are not necessarily independent.

Employing such separability lead to significant savings in computation.
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6.1.1 The likelihood

The likelihood for the more general model (6.1) is

L(γ) =
T∏
t=1

P(At = at, Bt = bt) =
T∏
t=1

eZt(at,bt)
Tγ

St(γ)
, (6.3)

and the log-likelihood is

`(γ) =
T∑
t=1

(
Zt(at, bt)

Tγ − logSt(γ)
)
, (6.4)

where

St(γ) =
∑

(a,b)∈Ãt×B̃t

eZt(a,b)
Tγ .

To get simple expressions for the gradient and Hessian, define

πt(a, b; γ) = P(At = a,Bt = b) =
eZt(a,b)

Tγ

St(γ)

and the weighted average

Z̃t(γ) =
∑

(a,b)∈Ãt×B̃t

πt(a, b; γ)Zt(a, b; γ) .

Then, the gradient of the log-likelihood is

g(γ) = ∂`(γ)/∂γ =
T∑
t=1

Zt(at, bt)− Z̃t(γ) , (6.5)
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and the Hessian is

H(γ) =
∂2`

∂γ∂γT
=

T∑
t=1

Z̃t(γ)Z̃t(γ)T −
∑
(a,b)

πt(a, b; γ)Zt(a, b)Zt(a, b)
T . (6.6)

For the general model (6.1), the log-likelihood, gradient and Hessian involve nested

sums over t, then over (a, b) given t. In general, evaluating such sums requires cost

O(T |AT ||BT |). For the full Netflix data, we have about 106 × 5 × 105 × 1.5 × 104 =

7.5× 1017 operations.

For the separable model (6.2), the total likelihood factors into a product of two

terms, one depending on A and the other on B, and each having the same general

form as (6.3), but where the sums are over one type of entity only. Hence, evaluating

the log-likelihood, gradient and Hessian costs O(T (|AT |+ |BT |)), a huge savings.

If we are careful about our use of features, we can reduce this further still. In

particular, if the totality of πt(a, b; γ) can be updated in O(1) work, then the cost is

reduced to O(T ). We explore this further in the next section.

6.2 Updatable features

We seek classes of features that make updating the likelihood equations “easy”. We

will use references to entities in A through, understanding that everything holds just

as well for those of B.

Clearly, the simplest such class consists of the “constant” features, i.e., features

that depend only on the particular a ∈ A and not on t. Then, these features are

fixed once a entered into At and no further adjustment to the likelihood, gradient, or

Hessian is needed.
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The second class of features corresponds to those for which only O(1) levels change

at time t. Suppose feature i is such a feature. Then

St(α) =
∑
a∈Ãt

eXt,i(a)αieXt,(−i)(a)Tα(−i) = St−1(α) +
∑
a∈∆t,i

eX
T
t−1,(−i)α(−i)(eXt,iαi − eXt−1,iαi) ,

where ∆t,i is the set of entities for which the ith feature changed at time t and Xt,(−i)

and α(−i) are the vectors of features and coefficients with the ith coordinate removed.

If multiple such features exist, then the sum can be performed over ∆t = ∪i∆t,i where

for each distinct a we update only the necessary coordinates.

The next class of features that are easily updatable are ones that are linear in t.

Suppose Xt,i(a) = Xt−1,i(a) + δ for all a ∈ At−1. Then,

St(α) = eαiδSt−1(γ) +
∑

a∈At−At−1

eXt,iαi ,

where the second sum is vacuous if At ∈ At−1. However, if Xt,i = δi for a ∈ At−At−1

then no update is needed as the likelihood remains invariant. In either event, because

of this invariance, this class essentially reduces to the previous one. We will encounter

a similar such a situation in the example considered below. Calendar age and edge

age are both of this type. However, due to the invariance, edge age as a feature is

simply equivalent to using a feature corresponding to the first observed time for each

entity.
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6.3 Fitting via maximum likelihood

The main challenge in fitting by maximum likelihood is simply the sheer volume of

data that must be processed. Thus, we seek efficient schemes to update the likelihood

equations. Once we have these, then a straightforward, though careful, application

of Newton’s method can be used.

To this end, we introduce the auxiliary sums

S`(t) =
∑
a∈Ãt

eXt(a)Tα (6.7)

Sg(t) =
∑
a∈Ãt

Xt(a)eXt(a)Tα (6.8)

SH(t) =
∑
a∈Ãt

Xt(a)Xt(a)TeXt(a)Tα , (6.9)

where we have suppressed the dependence on α in our notation.

The analysis below combines all three classes of easily updatable features as de-

scribed in the previous section. That is, we simultaneously allow for

1. Nearly all feature vectors {Xt(a) : a ∈ At} to be updated by a common feature

vector δt, that does not depend on a.

2. A “small” set of elements of At to have their own “independent” feature-vector

updates, i.e., each new feature vector depends on the particular a of interest.

(By “small” we mean uniformly bounded in t.)

3. New entities to arise with their own new feature vectors.

Partition Ãt = Zt ∪∆t ∪ A?t , where Zt is the set of a ∈ At such that the feature

vector corresponding to a changes only by some fixed amount δt, independently of a;
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∆t is the set of a ∈ A where the change in the features depends on the particular

a; and, A?t is either empty if at is not a new entity or is at in the case of a newly

observed entity.

Then

S`(t) =
∑
Zt

eXt(a)Tα +
∑
∆t

eXt(a)Tα +
∑
A?t

eXt(a)Tα

=
∑
Zt

eXt−1(a)Tαeδ
T
t α +

∑
∆t

eXt(a)Tα +
∑
A?t

eXt(a)Tα

=
∑
Ãt−1

eXt−1(a)Tαeδ
T
t α −

∑
∆t

eXt−1(a)Tαeδ
T
t α +

∑
∆t

eXt(a)Tα +
∑
A?t

eXt(a)Tα

= eδ
T
t α

(
S`(t− 1)−

∑
∆t

eXt−1(a)Tα

)
+
∑

∆t∪A?t

eXt(a)Tα ,

hence, if |∆t| = O(1), then the calculation of S`(T ) is O(T ).

Similar sequential updating of Sg(t) and SH(t) are also available. Tedious algebra

shows that

Sg(t) = eδ
T
t α

(
Sg(t− 1)−

∑
∆t

Xt−1(a)eXt−1(a)Tα

)

+ δte
δTt α

(
S`(t− 1)−

∑
∆t

eXt−1(a)Tα

)

+
∑

∆t∪A?t

Xt(a)eXt(a)Tα
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and

SH(t) = eδ
T
t α

(
SH(t− 1)−

∑
∆t

Xt−1(a)Xt−1(a)TeXt−1(a)Tα

)

+ eδ
T
t α

(
Sg(t− 1)−

∑
∆t

Xt−1(a)eXt−1(a)Tα

)
δTt

+ eδ
T
t αδt

(
Sg(t− 1)−

∑
∆t

Xt−1(a)eXt−1(a)Tα

)T

+ eδ
T
t αδtδ

T
t

(
S`(t− 1)−

∑
∆t

eXt−1(a)Tα

)

+
∑

∆t∪A?t

Xt(a)Xt(a)TeXt(a)Tα .

We now turn to the likelihood equations. Adapting (6.4), (6.5), and (6.6) to one

component of the separable model, we see that they can be written compactly as

`(T ;α) =
T∑
t=1

(Xt(at)
Tα− logS`(t))

g(T ;α) =
T∑
t=1

Xt(at)−
T∑
t=1

Sg(t)

S`(t)

H(T ;α) =
T∑
t=1

Sg(t)Sg(t)T

(S`(t))2
−

T∑
t=1

SH(t)

S`(t)
.

Since each of the sums has cost O(T ) under the assumption that |∆t| = O(1),

then we see that each Newton’s step also has cost O(T ). This yields a very efficient

means for solving the maximum likelihood equations.
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6.4 Sampling from the fitted model

Having fit the parameters for the model, it is often desirable to be able to sample from

it. Since our model essentially consists of a vector of probabilities, this is nominally

an issue of sampling from a discrete probability distribution.

However, our problem is unique in at least a couple of aspects. First of all, the

number of outcomes with strictly positive probability of occurrence is growing as we

sample. The number of such outcomes is |Ãt|. Furthermore, at each time point, not

only are the number of outcomes potentially growing, but the probability of each is

changing as the covariates change.

Note that πt(a; α̂) = eXt(a)Tα̂/S`(t; α̂) is the probability of each outcome in Ãt.

From the previous section, we know that, if we keep track of S`(t; α̂), then we can

update all of the πt(a; α̂) in O(1) time.

Hence, we generalize a bit and focus on the problem of sampling from a discrete

distribution with pi > 0 for 1 ≤ i ≤ n and
∑

i pi = 1, where we assume n to be

“large”.

A “näıve” sampler would work roughly as follows.

1. Form the cumulative sums ci =
∑i

j=1 pi.

2. Draw a standard uniform random number U .

3. Return X = max{i : ci ≤ U}.

If the pi’s do not change, then the ci’s can be precomputed and stored. To make

the sampling more efficient, the pi’s can also be sorted in decreasing order before the

cumulative sums are calculated. One can also construct a Huffman tree and perform
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a binary search over it. More efficient schemes exist for the case where the pi’s do

not change. See [17, Ch. 3].

The complication that arises in our model is that the individual probabilities pi

are changing as a function of time and we do not know a priori which ones will change

nor at what time. The “näıve” method is still a candidate, but we have to update

O(n) cumulative probabilities on average every time any of the pi’s change. Schemes

which involve considerable setup time, such as maintaining sorted lists or binary trees

seem inefficient as well.

Here, we propose two sampling methods that, when combined, turn out to be

surprisingly useful.

6.4.1 Method 1: Binary search with cumulative updates

This first method attempts to handle the issue of changing probabilities, while at the

same time utilizing binary search where possible, to reduce the number of necessary

comparisons.

Suppose we have n strictly positive probabilities pi that sum to unity. We also

have an accompanying cumulative probability array of ci’s and a pointer x into the

cumulative probability array. We begin with x = 0.

Each time we change one of the pi, we check to see if x ≥ i. If so, then we set

x = i and cx = cx−1 + pi, where pi is the new probability value at index i. Otherwise,

we leave x unchanged.

The sampling then proceeds as follows.

1. Draw a uniform random variable U .

2. If U ≤ cx, perform binary search on the subvector (c1, . . . , cx) to identify X.
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Return this value.

3. If U > cx, then, starting at cx, update the cumulative sums until finding the

maximum x′ such that cx′ ≤ U . Set X = x = x′ and return X.

Notice that the sampling scheme essentially performs a lazy update of the cumu-

lative probability vector, i.e., it updates the index x every time it is necessary. Thus,

if the probabilities pi never change, the algorithm “converges” to the binary-search

algorithm. If the probabilities change, then we keep track of the largest possible index

x for which the cumulative probabilities (c1, . . . , cx) are still valid. For our particu-

lar example, replacing a naive sampler with binary search with cumulative updates,

resulted in the simulation running about 8 times faster.

6.4.2 Method 2: Modular storage binning

The previous method reduces the average number of comparisons considerably with

respect to the näıve sampler. A simple modification provides another considerable

speedup as the number of potential outcomes n grows large. It is inspired by the

method of guide tables [17, Ch. 3], as we now see.

Fix a number of bins B. For each bin, we maintain a bin total bi ≥ 0 such that∑B
i=1 bi = 1. Also associated with each bin i is a probability vector (pi,1, . . . , pi,ni),

where the number of elements in the probability vector of each bin will change (i.e.,

grow) with time.

Now, suppose that at time t, a new entity is observed and it is the j’th new entity.

We associate it with the bin i = j (modB) and update the bin total bi by adding in

the new probability pj. We also add pj to the probability vector associated with bin

i.
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Sampling then proceeds as follows.

1. Draw a uniform random variate U .

2. Using sampling Method 1 of the previous section, find the bin i to which U

corresponds.

3. Within the probability vector associated with bin i, use Method 1 to locate the

element j to which U corresponds.

4. Set X = (j − 1)B + i and return X.

To keep the bin totals current, whenever pi is changed, then we update the cor-

responding bin total for the bin i (modB) to which is belongs and also update the

corresponding probability vector within the bin.

When sampling repeatedly from our discrete-choice model, we do not know the

precise number of observed entities at any point in time. However, we may be able to

get a rough estimate of the average by inspecting the fitted parameter values. This

can aid us in selecting an “optimal” number of bins B. In our particular application,

we also have the fortune that smaller values of i will tend to have higher pi and so

within each bin, the probabilities will tend to be somewhat ordered from largest to

smallest.

More sophisticated binning strategies could also be used where we try to maintain

the distribution across bins as close to uniform as possible. However, this makes

determining the value of the discrete random variate a little more difficult as we must

also store the index of each probability alongside its actual value.
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6.5 Netflix example

This section is devoted to examining a simple model for the Netflix data. We aim

to show the usefulness of the model and the attendant fitting procedures, while at

the same time cautioning the reader that the model selected does not do a great

job of capturing many of the features of the Netflix data, in particular, the shapes

of dependence observed in the empirical copula. We discuss possible reasons for

this at the end of the section. Before that, though, we focus on the “successes” of

the approach, i.e., the ability to even fit such a model to such large data and the

reasonable performance in estimating the rates of arrival of customers and movies.

6.5.1 Data preprocessing

We are interested in modeling rates of arrival and attempting to model dependence

of the observed Netflix graph Gt. To reduce bias in the modeling of arrival rates, we

begin by removing any movie or user that appears within the first year of the data.

This should eliminate artifacts due to, for example, the movie Casablanca appearing

in the data from the outset (due to it being more than a half-century old).

This simple step reduces the number of observations from about 108 to about

5.5× 107.

6.5.2 Modeling arrival rates

Our basic strategy will be to model hierarchically and then fit each piece of the likeli-

hood separately. This will allow for a “paralellization” of the parameter fitting, which



CHAPTER 6. DISCRETE-CHOICE MODELS 117

we exploit computationally by fitting each piece on a different core of a multicore pro-

cessor.

The highest level of the hierarchy that we consider involves stratifying the obser-

vations into classes according to the “type” of arrival. Specifically, each observation

(At, Bt) can be classified according to whether At and/or Bt have previously been

observed. Hence, we obtain four classes: (old customer, old movie), (old customer,

new movie), (new customer, old movie) and (new customer, new movie).

Let C = {(old,old), (old,new), (new,old), (new,new)} be the set of classes and Ct

be the class of the t’th observation. The total likelihood is then partitioned according

to class, so that

L =
∏
c∈C

∏
t∈{i:Ci=c}

P(At = at, Bt = bt | Ct = c)P(Ct = c) .

Let t be the edge time and Tc ≡ Tc(t) be the calendar time of each observation.

Then, we model the probability of occurrence of class c at time t by

logP(Ct = (new,new)) ∝ µ00 + α00 log t+ β00 log Tc

logP(Ct = (new,old)) ∝ µ01 + α01 log t+ β01 log Tc

logP(Ct = (old,new)) ∝ µ10 + α10 log t+ β10 log Tc

logP(Ct = (old,old)) ∝ µ11 + α1 log t+ β11 log Tc .

In order for the model to be identifiable, we take µ00 = α00 = β00 = 0. Since we expect

different rates of arrival at different times, it makes sense to model with respect to

both log t and log Tc, though one would expect them to be highly correlated, especially

if the number of elements added per calendar “day” is roughly constant.
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µ α β

(new,new) 0.0 0.0 0.0
(new,old) -1.8268 1.0506 -0.8707
(old,new) -1.3123 0.5380 -0.3085
(old,old) -8.0465 0.9745 0.8324

Table 6.1: Fitted coefficients of rate model for Netflix data.

The fitted coefficients for the Netflix data can be found in Table 6.1.

Figure 6.1 shows the approximate rates of arrival of each class as a function of

time along with the fit from the model just described. The estimates of the rates of

arrival were obtained by averaging contiguous blocks of 500 edges at a time to give

localized point estimates for each class. The fitted probabilities from the model were

then superimposed. From the plots, we can see that, while there is a statistically

significant lack of fit, the model captures the main trends in the data, including the

curvature.

6.5.3 Modeling entity selection conditional on edge class

We now turn to modeling the conditional portion of the likelihood P(At = at, Bt =

bt | Ct = c). We choose a simple model to incorporate preferential attachment by

degree and by time. Because we assume separability, we have

P(At = at, Bt = bt | Ct = c) = P(At = at | Ct = c)P(Bt = bt | Ct = c) ,

and, so, we can fit each piece individually. Depending on the class, either one or

both of the observed entities may be new at time t. For these pieces, no further

modeling is necessary since that portion of the likelihood is captured by the rate
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Figure 6.1: Empirical and fitted rates of arrival for each of the four classes for the
Netflix example. Plots are on a log–log scale.
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modeling. For example, for Ct = c = {(new customer, old movie)}, there is nothing

left to model about At since we know At = A?t and so we are left only with the piece

P(Bt = bt | Ct = c).

Thus, the remaining portions to be modeled are

1. Probability of selection for each customer given that the observed edge class is

(old customer, new movie),

2. Probability of selection for each movie given that the observed edge class is

(new customer, old movie),

3. Probability of selection for each customer given that the observed edge class is

(old customer, old movie), and

4. Probability of selection for each movie given that the observed edge class is (old

customer, old movie).

Each portion of the likelihood is modeled as

logP(At = a | Ct = c) ∝ γc(t− t0(a)) + δc log dt(a) .

From the model, it should be clear that there is a component corresponding to prefer-

ential attachment by degree with exponent δc and a temporal preferential attachment

component proportional to eγc(t−t0(a)). Here t0(a) denotes the time at which the a’th

entity was first observed, and so the feature is the “age” of a in edge time. As men-

tioned previously, due to invariance of the likelihood with respect to linear features,

this is equivalent to choosing based on the feature t0(a), but the interpretation in

terms of age is more direct.
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γ δ

(new,old) movie −1.0158× 10−7 1.1434
(old,new) customer −5.8210× 10−8 2.2785
(old,old) customer −8.6458× 10−8 0.6861
(old,old) movie −7.7993× 10−8 0.9687

Table 6.2: Fitted coefficients of conditional entity selection model for Netflix data.

The fitted coefficients are found in Table 6.2. From the estimated coefficients,

it appears that the temporal effect is strongest for movies when considering a new

customer who shows up and rates a previously existing movie. The preferential attach-

ment by degree component is strongest for existing customers who rate new movies.

That is, more active raters appear much more likely to rate a new movie than less-

active raters. Classical preferential attachment would have a coefficient δ = 1, so we

see that choosing proportional to dt(a)2.2785 is much more strongly weighted towards

the active raters. In what follows, we will see that this strong preferential attachment

effect induces an artifact in the Zipf plots.

6.5.4 Simulating from the model

With the coefficient estimates given in the previous sections, we then simulated from

the model until we obtained the same number of observations as in the original Netflix

data filtered as described above. This resulted in about 55 million edges simulated

from the model.

Figure 6.2 shows the corresponding Zipf plots from the simulated and actual data.

The “in-degree” (i.e., movies) plots have similar shape and somewhat similar scale.

The “most popular movie” from the simulated data appears to only have about a

quarter of the raters that the actual Netflix data does, and the slope at the head
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appears more shallow.

The “out-degree” (i.e., customers) plots are somewhat more disparate. In partic-

ular, a curious anomaly is that the most active “customer” in the simulated data is

much more active than the second-most, yet substantially less active than the corre-

sponding raters in the actual Netflix data. The Netflix data has five raters that are

substantially more active than the rest.

A close examination of the simulation reveals that the vast majority of the “ex-

cess” ratings for the most active rater come from the (old customer, new movie)

conditional portion. This makes sense, since the coefficient corresponding to prefer-

ential attachment by degree is so large. Further testing revealed that this coefficient

was actually fit correctly, but there appears to be a lack of fit to the actual data.

Figure 6.3 give the copula plots for the simulated data along with their counter-

parts from the actual Netflix data for comparison. As we can seethe conditionally

independent sampling model does not give the independence copula. In addition, the

fitted model yields head-to-head and tail-to-tail affinities, instead of the head-to-tail

affinities observed in the Netflix data. By observing the copulas at different time

points across the simulation, it was seen that the Netflix copulas were quite stable,

while the copulas for the simulated data did not stabilize until after about 30 million

edges were observed. We hypothesize that because (old,old) entities dominate the

total number of observations, then this is the majority of the structure we see in the

simulated data.

Because these entities are chosen conditionally independent of one another, we

might expect to see the independence copula, or some close analog of it. This would be

true if the probability distributions were not changing as a function of time. However,
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(a) Zipf plots from simulated model

(b) Zipf plots from actual Netflix data

Figure 6.2: Zipf plots from simulated and real Netflix data.
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(a) Linearly scaled copula from simulation (b) Renormalized copula from simulation

(c) Linearly scaled copula from actual data (d) Renormalized copula from actual data

Figure 6.3: Copula plots from simulated and real Netflix data.
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since “customers” and “movies” have associated probabilities that change each time

a new edge is made to one or the other, we should not expect to see the independence

copula. Still, the head-to-head and tail-to-tail affinities observed do not appear to

have a simple, straightforward explanation.

We suspect that the (old customer, old movie) conditional likelihood requires a

richer model, perhaps one that is not fully separable. One idea would be to pick

a rater conditionally independent of the movie and then select the movie they rate

based on some nonseparable feature which links the movie and the rater. If chosen

appropriately, this might give rise to the proper head-to-tail affinities seen in the

actual data.

6.6 Summary

In this chapter, we developed a discrete-choice model where both the consumer and

product are jointly modeled. We also depart from traditional such models by letting

the choice set increase as a function of time and by attempting to model the rate of

arrival of new observations according to a predefined class. We develop an approach

to maximum-likelihood estimation of the model parameters even when the number of

observations are in the tens of millions and the total choice set involves over a billion

possible (rater, movie) pairs. This is achieved by exploiting the structure inherent in

models with separable and easily updatable features. To help sample from the model

efficiently, we have described two sampling methods for discrete distributions with

probability masses that evolve in time. The model was successfully fit to the Netflix

data; though, it did not appear to adequately capture the main dependence structure

in the observed copula.
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Proofs

The proofs make use of some bounds on Poisson probabilities from the literature, col-

lected here. We also use the difference of two independent Poisson random variables,

which has a Skellam [64] distribution.

If Y ∼ Poi(λ) and t ≥ λ− 1 then Klar [35] shows that

P(Y ≥ t) ≤
(

1− λ

t+ 1

)−1 e−λλt

t!
. (A.1)

A classic result of Teicher [65] is that

P(Y ≤ λ) ≥ exp(−1) (A.2)

when Y ∼ Poi(λ). Also, if Y ∼ Poi(λ), then

sup
−∞<t<∞

∣∣∣∣P(Y − λ√
λ
≤ t

)
− Φ(t)

∣∣∣∣ ≤ 0.8√
λ
, (A.3)

126



APPENDIX A. PROOFS 127

where Φ is the standard normal CDF. Equation (A.3) follows by specializing a Berry-

Esseen result for compound Poisson distributions [49, Theorem 1] to the case of a

Poisson distribution.

We will also use Gautschi’s inequality [29] on the Gamma function,

x1−s <
Γ(x+ 1)

Γ(x+ s)
< (x+ 1)1−s (A.4)

which holds for x > 0 and 0 < s < 1.

A.1 Proof of Theorem 2.1

Theorem 2.1 has three claims. The first follows from Corollary A.1 below. Adding in

Lemma A.4 gives the second. The third claim follows from Corollary A.2. For clarity

of presentation, we prove each piece of Theorem 2.1 in a separate subsection.

A.1.1 Correct relative ordering, equation (2.1)

The difference of two independent Poisson random variables has a [64] distribution.

We begin with a Chernoff bound for the Skellam distribution.

Lemma A.1. Let Z = X − Y where X ∼ Poi(λ) and Y ∼ Poi(ν) are independent

and λ ≥ ν. Then

P(Z ≤ 0) ≤ exp
(
−(
√
λ−
√
ν)2
)
. (A.5)

Proof. Let ϕ(t) = λe−t + νet. Then ϕ is a convex function attaining its minimum at

t∗ = log(
√
λ/ν) ≥ 0, with ϕ(t∗) = 2

√
λν. Using the Laplace transform of the Poisson
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distribution

m(t) ≡ E(e−tZ) = eλ(e−t−1)eν(et−1) = e−(λ+ν)eϕ(t).

For t ≥ 0, Markov’s inequality gives P(Z ≤ 0) = P(e−tZ ≥ 1) ≤ E(e−tZ). Taking

t = t∗ yields (A.5).

Lemma A.2. Let Xi be sampled from the Zipf–Poisson ensemble. Then for n ≥ 2,

P(X1 > X2 > · · · > Xn) ≥ 1− n exp
(
−Nα

2

4
n−α−2

)
. (A.6)

Proof. By Lemma A.1 and the Bonferroni inequality, the probability that Xi+1 ≥ Xi

holds for any i < n is no more than

n−1∑
i=1

exp
(
−
(√

λi −
√
λi+1

)2 )
=

n−1∑
i=1

exp
(
−N

(√
θi −

√
θi+1

)2 )
. (A.7)

For x ≥ 1, let f(x) = x−α/2. Then |
√
θi −

√
θi+1| = |f(i) − f(i + 1)| = |f ′(z)| for

some z ∈ (i, i + 1). Because |f ′| is decreasing, (A.7) is at most n exp(−Nf ′(n)2),

establishing (A.6).

Now we can establish the first claim in Theorem 2.1.

Corollary A.1. Let Xi be sampled from the Zipf–Poisson ensemble. Choose n =

n(N) ≥ 2 so that n ≤ (AN/ log(N))1/(α+2) holds for all large enough N where A =

α2(α + 2)/4. Then

lim
N→∞

P(X1 > X2 > · · · > Xn) = 1.
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Proof. For large enough N we let n = (ANN/ log(N))1/(α+2) for AN ≤ A. Then

n exp
(
−Nα

2

4
n−α−2

)
=

(
ANN

log(N)

)1/(α+2)

N−α
2/(4AN )

=

(
ANN

log(N)

)1/(α+2)

N−α
2/(4α2(α+2)/4)

≤
(

A

log(N)

)1/(α+2)

→ 0.

The proof then follows from Lemma A.2.

A.1.2 Correct absolute ordering, equation (2.2)

For the second claim in Theorem 2.1 we need to control the probability that one of

the entities Xi from the tail given by i > n, can jump over one of the first n entities.

Lemma A.3 bounds the probability that an entity from the tail of the Zipf–Poisson

ensemble can jump over a high level τ .

Lemma A.3. Let Xi for i ≥ 1 be from the Zipf–Poisson ensemble with parameter

α > 1. If τ ≥ λn then

P
(

max
i>n

Xi > τ
)
≤ N1/α

α

τ + 1

τ + 1− λn
τ−1/α

τ − 1/α
. (A.8)

Proof. First, P(maxi>nXi > τ) ≤
∑∞

i=n+1 P(Xi > τ) and then from (A.1)

P
(

max
i>n

Xi > τ
)
≤
(

1− λn
τ + 1

)−1
∞∑

i=n+1

e−λiλτi
Γ(τ + 1)

.

Now λi = Ni−α. For i > n we have τ > λi = Ni−α. Over this range, e−λλτ is an
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increasing function of λ. Therefore,

∞∑
i=n+1

e−λiλτi ≤
∫ ∞
n

e−Nx
−α

(Nx−α)τ dx

≤ N1/α

α

∫ Nn−α

0

e−yyτ−1/α−1 dy

≤ N1/α

α
Γ(τ − 1/α).

As a result

P
(

max
i>n

Xi > τ
)
≤ N1/α

α

τ + 1

τ + 1− λn
Γ(τ − 1/α)

Γ(τ + 1)
.

Now

Γ(τ − 1/α)

Γ(τ + 1)
=

Γ(τ + 1− 1/α)

Γ(τ + 1)

1

τ − 1/α
<

τ−1/α

τ − 1/α

by Gautschi’s inequality (A.4), with s = 1− 1/α, establishing (A.8).

For an incorrect ordering to arise, either an entity from the tail exceeds a high

level, or an entity from among the first n is unusually low. Lemma A.4 uses a

threshold for which both such events are unlikely, establishing the second claim (2.2)

of Theorem 2.1.

Lemma A.4. Let Xi for i ≥ 1 be from the Zipf–Poisson ensemble with parameter

α > 1. Let n(N) satisfy n ≥ (AN/ log(N))1/(α+2) for 0 < A < A(α) = α2(α + 2)/4.

Let m ≤ (BN/ log(N))1/(α+2) for 0 < B < A. Then

lim
N→∞

P
(

max
i>n

Xi ≥ Xm

)
= 0.
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Proof. For any threshold τ ,

P
(

max
i>n

Xi ≥ Xm

)
≤ P

(
max
i>n

Xi > τ
)

+ P(Xm ≤ τ). (A.9)

The threshold we choose is τ =
√
λmλn where λi = E(Xi) = Ni−α.

Write n = (ANN/ log(N))1/(α+2) and m = (BNN/ log(N))1/(α+2) for 0 < BN <

B < AN < A < A(α). Then τ =
√
λmλn = N(CNN/ log(N))−α/(α+2) where CN =

√
ANBN . Therefore

τ = O
(
N2/(α+2)(log(N))α/(α+2)

)
.

By construction, τ > λn and so by Lemma A.3

P
(

max
i>n

Xi > τ
)
≤ N1/α

α

τ + 1

τ + 1− λn
τ−1/α

τ − 1/α
.

Because λn/τ = (BN/AN)α/(2α+4), we have (τ + 1)/(τ + 1− λn) = O(1). Therefore

P
(

max
i>n

Xi > τ
)

= O(N1/ατ−1/α−1) = O
(
N−1/(α+2)(log(N))(α+1)/(α+2)

)
and so the first term in (A.9) tends to 0 as N →∞.

For the second term in (A.9), notice that Xm has mean λm and standard deviation
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√
λm. Letting ρ = α/(α + 2) and applying Chebychev’s inequality, we find that

P(Xm ≤ τ) ≤ λm
(τ − λm)2

=
Bρ
N

(Bρ
N − C

ρ
N)2

N−2/(α+2)(log(N))−ρ

≤ 1

(Aρ/2 −Bρ/2)2
N−2/(α+2)(log(N))−ρ

→ 0

as N →∞.

A.1.3 Limit to correct ordering, equation (2.3)

While we can get (AN/ log(N))1/(α+2) entities properly ordered, there is a limit to

the number of correctly ordered entities. We cannot get above CN1/(α+2) correctly

ordered entities, asymptotically. That is, the logarithm cannot be removed. We begin

with a lower bound on the probability of a wrong ordering for two consecutive entities.

Lemma A.5. Let Xi be from the Zipf–Poisson ensemble with α > 1. Suppose that

AN1/(α+2) ≤ i < i + 1 ≤ BN1/(α+2) where 0 < A < B < ∞. Then for large enough

N ,

P(Xi+1 ≥ Xi) ≥
1

3
Φ

(
−α Aα/2

Bα+1

)
.

Proof. First P(Xi+1 ≥ Xi) ≥ P(Xi+1 > λi)P(Xi ≤ λi) ≥ P(Xi+1 > λi)/e using

Teicher’s inequality (A.2). Next

P(Xi+1 > λi) = 1− P(Xi+1 ≤ λi) ≥ Φ

(
λi+1 − λi√

λi+1

)
− 0.8√

λi+1

.
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Now,

λi+1 − λi√
λi+1

=
√
N

(i+ 1)−α − i−α√
(i+ 1)−α

= −α
√
N

(i+ η)−α−1√
(i+ 1)−α

for some η ∈ (0, 1). Applying the bounds on i,

λi+1 − λi√
λi+1

≥ −α
√
N

(N1/(α+2)A)α/2

(N1/(α+2)B)α+1
= −α A

α/2

Bα+1
.

Finally, letting N →∞ we have λi+1 →∞ and so 0.8/
√
λi+1 is eventually smaller

than (1−e/3)Φ(−αAα/2B−α−1). Letting θ = −αAα/2B−α−1 we have, for large enough

N ,

P(Xi+1 ≥ Xi) ≥
(

Φ(θ)−
(

1− e

3

)
Φ(θ)

)1

e
=

1

3
Φ(θ).

To complete the proof of Theorem 2.1 we establish equation (2.3). For n beyond

a multiple of N1/(α+2), the reverse orderings predicted by Lemma A.5 cannot be

avoided.

Corollary A.2. Let Xi be sampled from the Zipf–Poisson ensemble. Suppose that

n = n(N) satisfies n ≥ CN1/(α+2) for 0 < C <∞. Then

lim
N→∞

P(X1 > X2 > · · · > Xn) = 0.

Proof. Let p ∈ (0, 1) be a constant such that P(Xi+1 ≥ Xi) ≥ p holds for all large

enough N and (C/2)N1/(2+α) ≤ i < i + 1 ≤ CN1/(2+α). For instance Lemma A.5
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shows that p = Φ(−α(C/2)α/2/Cα)/3 = Φ(−α(2C)−α/2)/3 is such a constant. Then

P(X1 > X2 > · · · > Xn) ≤
∏∗

i

P(Xi > Xi+1) (A.10)

holds where
∏∗ is over all odd integers i ∈ [(C/2)N1/(α+2), CN1/(α+2)). There are

roughly CN1/(α+2)/4 odd integers in the product. For large enough N , the right side

of (A.12) is below (1− p)CN1/(α+2)/5 → 0.

A.1.4 Sharper results on the limits to the correct ordering

We can sharpen the results of the previous subsection to show that we really can only

achieve (BN/ log(N))1/(α+2) correctly ordered entities, for some B > A. The idea is

to loosen the restriction in Lemma A.5 that the individual probabilities be bounded

below by a constant. Instead, we bound below by some power of N . This rate is slow

enough that if we consider enough entities in a modified version of Corollary A.2, the

probability will still converge to zero.

In this subsection, we will employ a classical bound on the upper tail of the normal

distribution as a crucial step in sharpening the results of the previous subsections.

Durrett [19, pg. 7] shows that, for x > 0,

1− Φ(x) ≥ (x−1 − x−3)ϕ(x) (A.11)

where ϕ(x) = (2π)−1/2e−x
2/2.

Lemma A.6 (Modified Lemma A.5). Let Xi be from the Zipf–Poisson ensemble with

α > 1. Suppose that (BN/ logN)1/(α+2) ≤ i < i + 1 ≤ (CN/ logN)1/(α+2) where
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α2(α + 2)2α−1 < B < C <∞. Then, for large enough N ,

P(Xi+1 ≥ Xi) ≥ N−1/(α+2)+ε/2

where ε = 1/(α + 2)− α22α−1B−1 > 0.

Proof. First P(Xi+1 ≥ Xi) ≥ P(Xi+1 > λi)P(Xi ≤ λi) ≥ P(Xi+1 > λi)/e using

Teicher’s inequality (A.2). Next

P(Xi+1 > λi) = 1− P(Xi+1 ≤ λi) ≥ Φ

(
λi+1 − λi√

λi+1

)
− 0.8√

λi+1

.

Now,

λi+1 − λi√
λi+1

=
√
N

(i+ 1)−α − i−α√
(i+ 1)−α

= −α
√
N

(i+ η)−α−1√
(i+ 1)−α

= −α
(
i+ η

i+ 1

)−α/2
(i+ η)−(α+2)/2

for some η ∈ (0, 1). Applying the bounds on i,

λi+1 − λi√
λi+1

≥ −α2α/2B−1/2(logN)1/2.

Let β = α22α−1B−1. Plugging this in above yields

Φ(−
√

2β logN) = 1− Φ(
√

2β logN) ≥ ((2β logN)−1/2 − (2β logN)−3/2)
e−β logN

√
2π

.

Now

λ
−1/2
i+1 ≤ N−1/2(CN/ logN)α/2(α+2) = (C/ logN)a/2(α+2)N−1/(α+2) .
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Then,

P(Xi+1 > λi) ≥ ((logN)−1/2 − (logN)−3/2)N−β − 0.8(C/ logN)a/2(α+2)N−1/(α+2)

. Finally, note that β = 1/(α + 2)− ε, and so, for large enough N ,

P(Xi+1 > λi) ≥ eN−1/(α+2)+ε/2,

which completes the lemma.

To complete the proof of a modified version of Theorem 2.1 we establish a modified

form of equation (2.3). For n beyond (BN/ logN)1/(α+2), where B > α2(α + 2)2α−1,

the reverse orderings predicted by Lemma A.6 cannot be avoided.

Corollary A.3 (Modified Corollary A.2). Let Xi be sampled from the Zipf–Poisson

ensemble. Suppose that n = n(N) satisfies n ≥ (BN/ logN)1/(α+2) for B > α2(α +

2)2α−1. Then

lim
N→∞

P(X1 > X2 > · · · > Xn) = 0.

Proof. By the previous lemma, P(Xi+1 ≥ Xi) ≥ N−1/(α+2)+ε/2 holds for all large

enough N and (BN/ logN)1/(2+α) ≤ i < i+ 1 ≤ 2(BN/ logN))1/(2+α). Then

P(X1 > X2 > · · · > Xn) ≤
∏∗

i

P(Xi > Xi+1) (A.12)

holds where
∏∗ is over all odd integers i ∈ [(BN/ logN)1/(α+2), 2(BN/ logN)1/(α+2)).

There are roughly (BN/ logN)1/(α+2)/2 odd integers in the product. For large enough

N , the right side of (A.12) is below (1−N−1/(α+2)+ε/2)(BN/ logN)1/(α+2)/3 → 0.
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Remark A.1. We have not done the most careful job of bounding the constants. It

appears that a slight modification of Lemma A.6 will allow for B > α2(α+ 2)2−1, so

we can drop a factor of 2α. In particular, the term 2α/2 in Lemma A.6 arose from the

bound (
i+ 1

i+ η

)α/2
≤ 2α/2

where η ∈ [0, 1]. When N gets large enough, we should be able to bound instead by

1 + ε1 for any ε1 > 0.

Remark A.2. Recall that in order to get the probability to converge to one in the limit

then we had to choose A < α2(α+2)
4

. So, now we know that the number of correctly

ordered elements normalized by (α2(α+2)N/ logN)1/(α+2) has to live within the inter-

val [2−2/(α+2), 2(α−1)/(α+2)] with probability tending to one. A slightly more delicate

analysis in Lemma A.6 should shrink the interval to (essentially) [2−2/(α+2), 2−1/(α+2)].

A.1.5 Probability of tail exceedance is small even in the deep

tail

This subsection is dedicated to an auxiliary result that shows that, as long as we

allow for a small gap, no elements from the tail will jump over entity n for n(N) =

(AN/ logN)1/β for every A > 0 and every β > α. This is a sharper version of

Lemma A.4 and relies on a different approach. We will need the following upper

bound on the upper tail of a normal distribution. For x ≥ 0,

1− Φ(x) ≤
√
π

2
ϕ(x) .
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This result is essentially a modified version of the Chernoff bound for the normal

distribution, but obtained in a different way. Note that

∫ ∞
x

e−u
2/2 du = e−x

2/2

∫ ∞
x

e−(u−x)2/2−x(u−x) du (A.13)

≤ e−x
2/2

∫ ∞
0

e−z
2/2 dz , (A.14)

where we have begun by adding and subtracting x in the exponent, then used the

change of variable z = u − x and the trivial bound e−xz ≤ 1 to get the result. The

sharpness of the constant is not important for the analysis that follows, but it is the

sharpest possible, as can be seen by considering x = 0.

We know proceed with our sharpened version of Lemma A.4.

Proposition A.1 (Sharper version of Lemma A.4). Fix 0 < B < A. Let {Xi} be a

Zipf–Poisson ensemble with parameter α. Then, for any β > α, m ≤ (BN)1/β and

n ≥ (AN)1/β.

lim
N→∞

P(max
i>n

Xi ≥ Xm) = 0 .

Proof. First fix u = u(N) such that m < n < u. Then,

P(max
i>n

Xi ≥ Xm) ≤ P( max
n<i≤u

Xi ≥ Xm) + P(max
i>u

Xi ≥ Xm)

≤ P( max
n<i≤u

Xi ≥ Xm) + P(
∑
i>u

Xi ≥ Xm) .

We begin by estimating the first term. By Bonferroni and the Chernoff bound on
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the Skellam distribution, we have

P( max
n<i≤u

Xi ≥ Xm) ≤
u∑

i=n+1

P(Xi ≥ Xm)

≤
u∑

i=n+1

e−N(m−α/2−i−α/2)2 .

Now, the right-hand side is decreasing in i, so,

u∑
i=n+1

e−N(m−α/2−i−α/2)2 ≤
∫ u

n

e−N(m−α/2−x−α/2)2 dx (A.15)

=

∫ u−α/2

n−α/2
e−N(m−α/2−y)2

(
− 2

α
y−(1+2/α)

)
dy (y = x−α/2)

(A.16)

=
2

α

∫ n−α/2

u−α/2
y−(1+2/α)e−N(m−α/2−y)2 dy (A.17)

≤ 2

α
u1+α/2

∫ n−α/2

u−α/2
e−N(m−α/2−y)2 dy (A.18)

≤ 2

α
u1+α/2

∫ n−α/2

−∞
e−N(m−α/2−y)2 dy (A.19)

=
2

α

u1+α/2

√
2N

∫ √2N(n−α/2−m−α/2)

−∞
e−

1
2
z2 dz (A.20)

=
2

α

u1+α/2

√
2N

∫ ∞
√

2N(m−α/2−n−α/2)

e−
1
2
z2 dz (A.21)

≤ 2

α

u1+α/2

√
2N

(√
π√
2
e−N(m−α/2−n−α/2)2

)
(A.22)

=

√
π

α
u1+α/2N−1/2e−N(m−α/2−n−α/2)2 (A.23)

=

√
π

α
exp

(
−N(m−α/2 − n−α/2)2 − 1

2
logN + (1 + α/2) log u

)
.

(A.24)
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Now, taking m = (BN)1/β, n = (AN)1/β and u = (CN)1/γ where β > α and any

β > γ such that m < n < u, we see that the right-hand side vanishes in the limit as

N →∞.

Consider the second term.
∑

i>uXi is Poisson with mean N
∑

i>u i
−α ≤ Nu−(α−1).

Letting u = (CN)1/γ for β > γ/(1 − 1/α) and large enough C guarantees that

P(
∑

i>uXi ≥ Xm)→ 0 by the Chernoff bound on the Skellam distribution.

Remark A.3. Note that for n(N) = (AN)1/α, the mean value is a constant A−1.

In particular, if A ≤ 1, we could never hope to exceed the entire tail. Indeed, the

probability that Xn = 0 is bounded away from zero as N goes to infinity. So, in that

sense, the result of this subsection is essentially the best possible.

A.2 Proof of Theorem 5.1

We will make use of the following integral.

Lemma A.7. Let α > 0, β > 1. Then

∫ ∞
0

1− exp(−αt−β) dt = Γ(1− 1/β)α1/β.

Proof. Introduce the change of variable u(t) = αt−β. Then, the term 1 − e−u will

appear in the integrand. Write this as
∫ u

0
e−w dw, apply Fubini’s theorem and simplify.

The upper bound in Theorem 5.1 is now easy to obtain. Note that E(Xi•) =∑∞
j=1 1− exp(−Nci−aj−b). By monotonicity,

∑
j E(Xij) ≤

∑
j E(Yij) = Ncai

−a. For
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the other part of the bound, 1− exp(−Nci−aj−b) is decreasing in j, so

E(Xi•) ≤
∫ ∞

0

1− exp(−Nci−ay−b) dy,

and an application of Lemma A.7 with α = Nci−a and β = b gives the result.

For the lower bound we will use the following elementary inequality:

1− e−x ≥ x

1 + x
, for 0 ≤ x <∞. (A.25)

An application of (A.25) to E(Xi•) yields

E(Xi•) ≥
∞∑
j=1

Nci−aj−b

1 +Nci−aj−b
.

Each term on the right-hand side decreases as j increases, and so

E(Xi•) ≥
∫ ∞

1

Nci−ay−b

1 +Nci−ay−b
dy

=

∫ ∞
1

Nci−a

u+Nci−a
b−1u−1+1/b du, (u = yb)

= b−1

∫ ∞
1

u1/b
(
u−1 − (u+Nci−a)−1

)
du

≥ b−1

∫ ∞
1

(
u−1+1/b − (u+Nci−a)−1+1/b

)
du

= (1 +Nci−a)1/b − 1,

as desired.
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To get the asymptotic result, note that

1 ≥ E(Xi•)

E(Yi•)
≥

∞∑
j=1

Nci−aj−b

Ncai−a(1 +Nci−aj−b)
≥ cb

∞∑
j=1

(jb +Nci−a)−1 ,

and, for all j ≥ 1, ε ≥ 0, we have (jb + ε)−1 ≥ (1 + ε)−1j−b. Hence, the right-hand

side converges to one as i→∞.

A.3 Proof of Theorem 5.2

The results will mostly be established via application of two lemmas in [20] along

with arguments adapted from [8].

Lemma A.8. Let c and b be constants. Define the recurrence relation xn+1 = cn +

(1− b/n)xn. Then if cn → c, xn/n→ c/(1 + b).

Proof. See [20, Lemma 4.1.1] and [20, Lemma 4.1.2].

Lemma A.9 (Azuma–Hoeffding inequality). Let Xt be a martingale with uniformly

bounded increments. Then

P(|Xn −X0| > x) ≤ e−x
2/(2c2n),

where c is the bound on the martingale increments.

We begin by observing that at any time t, there are exactly t edges in the bipartite

graph. We will focus on the analysis of M(k, t), keeping in mind that the results for

N(k, t) are entirely analogous, except that we replace the sampling probability p with

1− p.



APPENDIX A. PROOFS 143

First consider M(1, t), i.e., the number of vertices in M at time t with a single

edge. At time t+ 1, we either add a new vertex of unit degree with probability p, or

preferential attachment is performed on M with probability q = 1− p. Hence

E(M(1, t+ 1)−M(1, t)) = p− q

t
E(M(1, t)).

Applying Lemma A.8 to E(M(1, t)) with ct = c = p and b = q, we conclude that

E(M(1, t))/t→ p/(2− p).

Similarly for each M(k, t), k ≥ 2, we have the recurrence

EM(k, t+ 1) =
(k − 1)q

t
EM(k − 1, t) +

(
1− kq

t

)
EM(k, t) ,

and a second application of Lemma A.8 yields

EM(k, t)

t
→ (k − 1)q

1 + kq
lim
t→∞

EM(k − 1, t)

t
,

where the limit on the right-hand side exists by induction. Solving the recursion, we

get

lim
t→∞

EM(k, t)

t
=

p(k − 1)!

q
∏k

i=1(i+ 1/q)
∼ p

q
Γ(1 + 1/q)k−1−1/q. (A.26)

This establishes convergence in mean. Below we provide tight bounds in addi-

tion to the asymptotic statement above. To obtain convergence in probability, let

X(k, s) = E(M(k, t) | Fs) for s ≤ t. Then X(k, s) is a martingale, and by an elegant

result from [8], |X(k, s)−X(k, s− 1)| ≤ 2 for all s. Noting that X(k, 0) = EM(k, t),

an application of Lemma A.9 with x =
√
t log t gives the desired convergence in



APPENDIX A. PROOFS 144

probability.

We can obtain explicit bounds in (A.26) as a simple consequence of two famous

theorems.

Lemma A.10 (Bohr–Mollerup). Let Γ(x) denote the gamma function. Then, for all

x ∈ [0, 1]

n!nx∏n
k=0(x+ k)

≤ Γ(x) ≤ n!nx∏n
k=0(x+ k)

x+ n

n
.

Proof. See Artin [5, page 14].

Corollary A.4. Let Γn(x) = n!nx/(
∏n

k=0(x+ k)). Then for all x > 0 and all n,

Γn(x) ≥ Γ(x)
nx+1

(n+ x)x+1
.

Proof. By Lemma A.10, for all x ∈ (0, 1],

Γn(x) ≥ Γ(x)
n

n+ x
≥ Γ(x)

nx+1

(x+ n)x+1
,

and induction on x gives

Γn(x+ 1) = xΓn(x)
n

x+ 1 + n
≥ Γ(x+ 1)

nx+2

(x+ 1 + n)x+2
.

This holds for each n.

Lemma A.11 (Gauss). For all x > 0,

Γ(x) = lim
n→∞

n!nx∏n
k=0(x+ k)

.

Proof. This follows from Lemma A.10 by induction on x. See [5, page 15].
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Corollary A.5. For all x ≥ 1 and every n, Γn(x) ≤ Γ(x).

Proof. For x ≥ 1,

Γn+1(x)

Γn(x)
=

(
1 + 1

n

)x
1 + x

n+1

≥
1 + x

n

1 + x
n+1

≥ 1 .

So, Γn(x) ↑ Γ(x) for all x ≥ 1.

Applying Corollary A.4 to limt→∞ EM(k(t))/t, we obtain

lim
t→∞

EM(k, t)

t
=

p(k − 1)!

q
∏k

i=1(i+ 1/q)
≥ p

q
Γ(1 + 1/q)

(
k

k + 1/q

)1+1/q

k−1−1/q .

To get the upper bound, since 1/q ≥ 1, we can use Corollary A.5, yielding

lim
t→∞

EM(k, t)

t
=

p(k − 1)!

q
∏k

i=1(i+ 1/q)
≤ p

q
Γ(1 + 1/q)k−1−1/q .
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