Training Stage: Low-level message passing across workers
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Trained Model: Model parameters collected onto a single worker
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Inference Stage: Broadcast model parameters to data partitions. Embarassingly parallel predict
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