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Supplementary Figure B | Validation of HHblits/PSSH2 and comparison with PSI-BLAST. HHblits and PSI-BLAST were used to calculate all pairwise comparisons for 
the COPS L30 dataset7, with two profile building iterations against UniProt20 followed by one iteration against PDB_full. The recall, precision, and false positive rate 
(FPR) was then calculated by considering all matches with less than or equal to a given expected value (E). (i) ROC curve comparing HHblits (red) and PSI-BLAST (blue) 
searches of PDB chains against all PDB chains. Within the medium confidence zone (see below), HHblits has higher recall at any given FPR value than PSI-BLAST. (ii) 
Recall and precision vs E value from HHblits. We defined high confidence alignments as those with an estimated precision ≥ 95%, corresponding to E ≤ 10-72 and recall 
≤38%. Of the remaining alignments, we defined those with medium confidence as being those with an estimated FPR ≤ 1%; this corresponds to 10-72 < E ≤ 10-10, 70% ≤ 
precision < 95%, and 38% < recall ≤ 83%. Alignments of high or medium confidence were considered to indicate that the sequence and structure are ‘related’; i.e., the 
alignment was of sufficient quality to infer that the Swiss-Prot sequence used was likely to adopt a 3D structure similar to that observed in the PDB entry used. 
Alignments not meeting these criteria were not included in PSSH2. The curve for precision was created by fitting to a cumulative translated Weibull distribution:!! =
1 − !! !!!"#!" ! ! !

, where a = 2.90, b = 7.99, and c = 0.448. This equation was then incorporated into the user interface to estimate precision values associated with 
the E value for each sequence-to-structure alignment. 

PSSH2 generation 
To ensure the highest possible final alignment quality for matches 
in Aquaria using HHblits, we first calculated HMM profiles for 
each unique PDB sequence (PDB_full) and also for each unique 
Swiss-Prot sequence (Supplementary Fig. C). For both these steps, 

 
Supplementary Figure C | Workflow for generating PSSH2. We used 
UniProt20 from HH-suite, a database of non-redundant UniProt sequence 
clusters in which the highest pairwise sequence identity between clusters was 
20%. We then used HH-suite to calculate hidden Markov model (HMM) profiles 
for each unique PDB sequence (PDB_full) and for each unique Swiss-Prot 
sequence. Finally, we generated PSSH2 using HHblits to find similarities 
between HMMs from PDB and HMMs from UniProt sequences. To save time, we 
restricted this final step to only search against Swiss-Prot sequences. In the 
future, we plan to add to Aquaria the facility to extend PSSH2 to include any 
sequence on-demand. 

we used UniProt20, a database of non-redundant sequence 
profiles distributed with HHblits. UniProt20 is based on an all-
against-all UniProt sequence comparison that was then clustered 
using kClust from HH-suite10, resulting in 4.8 million sequence 
clusters in which the highest pairwise sequence identity between 
clusters is 20% (while also requiring almost full-length 
alignability, or >80% coverage for longer sequences). All 
sequences in each cluster were then incorporated into an HMM, 
thus creating one entry in the UniProt20 database. 

To create PDB_full, we first ran HHblits using all unique protein 
sequences in PDB (derived from the PDB SEQRES records) 
searching against UniProt20, producing multiple sequence 
alignments in A3M format. From these A3M files, the PDB_full 
database files were then created using HH-suite scripts, as 
described in the HH-suite user guide (http://bit.ly/HH-suite-userguide). 
The latest PDB_full database (March 2014) contains 57,657 
protein sequence profiles. We then used the same process to 
create a database of HMMs for every unique Swiss-Prot sequence 
(540,000). 

Finally, we generated PSSH2 using HHblits to find similarities 
between HMMs from Swiss-Prot and HMMs from PDB. This 
demanding calculation required a compute cluster with sufficient 
RAM to hold the PDB_full HMM database. To reduce the 
required time, we restricted the calculation to search only HMMs 
from Swiss-Prot sequences. Selecting only matches with E ≤ 10-10 
resulted in a total of 46 million sequence-to-structure alignments 
in PSSH2; this provides at least one matching structure for 87% of 
Swiss-Prot entries, with a median of 35 structures per protein. Of 
these, 9.3 million are high confidence sequence-to-structure 
alignments, covering 28% of Swiss-Prot, with a median of 16 per 
protein. 
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Launch configuration



User data: Automatically configuring machines 
#!/bin/bash
# script to run as user-data on the node that builds the hhblits database
set –x
exec > >(tee /var/log/user-data.log|logger -t user-data ) 2>&1
yum update –y
yum upgrade –y
yum groupinstall -y "Development Tools”
yum install -y python-pip lvm2 git
yum install -y cmake mysql
yum install -y openmpi-devel
mkdir /mnt/resultData
mkfs -t ext4 /dev/xvdb
mount /dev/xvdb /mnt/resultData/
REGION=`wget -q 169.254.169.254/latest/meta-data/placement/availability-zone -O- | sed
's/.$//'`
mkdir /home/ec2-user/git
chmod a+tw /home/ec2-user/git
cd  /home/ec2-user/git
git clone https://github.com/soedinglab/hh-suite.git
cd hh-suite/
git submodule init
git submodule update
…


