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H fused, HAh AL EIREE Legacy,
2. Paged CUDA Graph & ##]: ¥ max_batch_size B{i%| PagedCompiler , AFHFL scheduler AN FA[] batch
shape,

3. & batch #5Hi Graph: {588 1 ~16 #§J/)» batch Graph, Ff:%} 5 K batch fifi {5 ¥ exact bucket; 33k shape {di ] 74
cager fallback,

4. BIf%& prefill it : Qwen3-MoE H max_batch_size>=32 I}, BRI\NGEAAE prefill admission [ 4096 tokens, &AL
WG IEEAE T OOM XU o

5. Last-token LM head: %3H packed prefill 2 %f 4545 3K 55 2 R AL I J5 0 BASGEE KR 3% 5% ;. all-position/raw {8 X {5
FRIR AR host i Z 5| Al AL input_offsets fiiF* CPU,

6. Vocab-parallel LM head: FEFAL Qwen3-MoE ¥E TP rank [a] )43 1R FE#5E; greedy fifi 43 A5 gk 64, raw/non-
greedy P I35 [ 55 % logits.,

7. Qwen3-MoE non-quant reset gate: {Y%}dEEA L Qwen3-MoE ff) CUDA Graph replay Bkid 24 g ToAR SIS GEF ;. H
AR DL K GPTQ/AWQ/Marlin fREH Ji reset & o

8. Cache reset 155 : IR E P4 IFN 1424 H] PagedKVCacheConfig H# capture bucket, W reset_cache() i
HIHZ &

9. MRS SRS : B 7 ANRREIL R IR, FEiER A ——moe-backend F#k.

| = BAFESsEAH

2.1 Paged KV 5 workload-bounded Graph

¥ PagedCompiler H1¥f capture y5 [ Z) o 5] scheduler A ik batch, FfHiGi k& batch bucket; & capture shape fifi i eager
fallback, %%KME 2% SGLang 5 TensotRT-LLM ] workload-aware Graph &3,

2.2 Prefill »E logits

i 5 )9 prefill I S A1 KI5 AL B logits, IR SLISEHE input_offsets f33|7K{iE hidden state, FHHEA LM
head; sample_all_positions . raw logits i1 speculative/MTP i ] {37 55 # 5ty o 3% JE % 5 Hugging Face 155 7 iy
logits_to_keep MMl —2K,



2.3 Vocab-parallel 5 distributed greedy
TP=4 W AR 1/4 AERDY . Greedy BT, BA rank JefF BIAME @R, HASH/IMERE MR, F7E rank
0 %84 J) token; HAlRAEMA A gather 528 logits, BEG AT APLiE o
2.4 SNBSS
e SGLang: https://github.com/sgl-project/sglang
e TensorRT-LLM: https://github.com/NVIDIA/TensorRT-LLM

e Hugging Face Transformers: https://github.com/huggingface/transformers
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BASH
cd /path/to/InfinilM_repo

export MODEL_DIR=/path/to/Qwen3-30B-A3B-Thinking-2507
export INFINICORE_DIR=/path/to/InfiniCore # Python
export INFINI_ROOT="$HOME/.infini"

export PYTHON=python3

# smoke
scripts/run_qwen3_moe_contest.sh check
scripts/run_qwen3_moe_contest.sh smoke

# BENCH_PYTHON vLLM 0.9.2 Python
export BENCH_PYTHON=/path/to/vllm-client/bin/python
scripts/run_qwen3_moe_contest.sh cl-short
scripts/run_qwen3_moe_contest.sh c64-short
scripts/run_qwen3_moe_contest.sh c64-1long

AN S IRSG s ihl . LR B e B3, 45 REINRTER] benchmark_results/qwen3_moe/ . 5 FH K @ % &
BUILD=1; Hfa#&E A4 ik E DRY_RUN=1,

4.3 #3E InfiniLM &
TEC 223 B 77 InfiniCore [RFF4EH :

BASH
export INFINI_ROOT=/path/to/infini

export LD_LIBRARY_PATH="$INFINI_ROOT/lib:${LD_LIBRARY_PATH:-}"
cd /path/to/InfinilM_repo

git submodule update —-init —-recursive

python -m pip install -e . —--no-build-isolation

InfiniCore 5547 README 52 i 2¢34 36 52 i HA7F- & ) CUDA Graph %%,

4.4 FHREEAN (AiE)

BASH
cd /path/to/InfinilM_repo

PYTHONPATH="$PWD/python: ${PYTHONPATH: -}" \
python -m pytest -q test/1lm/test_moe_policy.py

A AER: 7 passed o



4.5 FEHEEA smoke (Mik)

BASH
cd /path/to/InfinilM_repo

export CUDA_VISIBLE_DEVICES=0,1,2,3

export INFINI_ROOT=/path/to/infini

export LD_LIBRARY_PATH="$INFINI_ROOT/lib:${LD_LIBRARY_PATH:-}"
export PYTHONPATH="$PWD/python:${PYTHONPATH:-}"

python examples/test_infer.py \
—--device nvidia \
—-model /path/to/Qwen3-30B-A3B-Thinking-2507 \
——dtype bfloatl6 \
—tp 4 \
——batch-size 1 \
——max-new—-tokens 16 \
——num-blocks 18 \
——block-size 256 \
——enable-paged-attn \
——attn paged-attn \
——enable-graph \
—-moe-backend auto \
——top-k 1

SzlEIE . moe_backend=auto fi##T A fused , Paged Attention + CUDA Graph Iz 5 16 N %L token,

4.6 FHRENRSE (HEER)

BASH
cd /path/to/InfinilM_repo
export INFINI_ROOT=/path/to/infini
export LD_LIBRARY_PATH="$INFINI_ROOT/lib:${LD_LIBRARY_PATH:-}"
export PYTHONPATH="$PWD/python:${PYTHONPATH: -}"

python python/infinilm/server/inference_server.py \
—--device nvidia \
—-model /path/to/Qwen3-30B-A3B-Thinking-2507 \
——dtype bfloatl6 \
—tp 4 \
——port 8102 \
——-max-batch-size 64 \
——max-new—tokens 4096 \
——num-blocks 128 \
——block-size 256 \
——enable-paged-attn \
——attn paged-attn \
——enable-graph \
——-moe-backend auto \
——ignore-eos

J§ 5% c64/input32/output256 fifi i 128 blocks; & & c64/input256/output1024 fi Fj 120 blocks fil 4096-token prefill
budgeto FLk 5 {07 ) — Pk RE kL B FH A [F) i 22



4.7 FHEITHREE Pin (HER)

BASH
cd /path/to/InfinilM_repo

unset http_proxy https_proxy all_proxy ALL_PROXY

/path/to/vilm-client/bin/python scripts/run_vllm_bench_serve_client.py \
——backend openai-chat \
——endpoint-type openai-chat \
——model Qwen3-30B-A3B-Thinking-2507 \
——tokenizer /path/to/Qwen3-30B-A3B-Thinking-2507 \
——endpoint /v1l/chat/completions \
——-dataset-name random \
——request-rate inf \
——port 8102 \
——seed 714 \
——num-prompts 64 \
——max—-concurrency 64 \
——random-input-len 32 \
——random-output-len 256 \
——extra-body '{"max_tokens": 256}'

% launcher Y vLILM 0.9.2 fJFENLIEG R« OpenAl Chat HTTP & P fndstnit it IRS56G R InfinilM,

| 7. MaesR

5.1 A EFEIT

RS540 InfinilM;  FiE S P k3448 i vLLM 0.9.2 openai-chat % /i [a]—4E#d. TP. tokenizer. HERIKJE. burst
concurrency fl[d] 15 KV B8 . REB®% _LIFAE 4X24 GiB i fi 7l 1217 H{J Paged eager, {4k ] Fused MoE + Paged
Attention + device CUDA Graph;  [H itk 32 R /20 B o vl IR S5 BT bL . AL S XHEZR A RE A . ARRAE— B4k T Hyl
RS . FH K BE ARENL workload A HARE, 2R token ZA] IFfAL prompt. tokenizer I chat template B4 £ 5.

H& N Lit tok/s et tok/s B AR L5 tokls ik B tok/s BEE
1/32/256 24.48 116.25 4.75x% 27.45 130.84 4.77x
64 /32 /256 36.29 1860.27 51.26x 40.83 2093.00 51.26x
64 /256 / 1024 31.71 586.13 18.48x 48.05 732.45 15.24x%

cl il c64 4 S A PRAL (5K H 4 HEAD 4addbd3 BT M c64 K R [ — 2 HEAD # 4L = izfr i fidk, =k
output throughput % 592.49 / 586.13 / 576.82 tok/s. FFAIZ{FHf# ] vLLM 0.9.2 openai-chat % P13l seed 714, c64 K5
) b3 5 e R AB A T R AT R 16335 A S2hRffi A tokens; fRALMN = R34 64/64 15K 4 Hi % /> 1000 tokens, F 5L
20/64 IR BIHLKBE , Higx 44 AW R I IR S5 S i T4 AT 45 3R o IR K 0 A0 S Wiz I 4 1 PR S5 63, ALK
Sk coken BEAUFEIR N EL . BAIFIAN T BRI T



52 REAMNTHIRELER

it 7R

#& max_batch_size BT b1/in32/out256 FRZSIEIRPENR 3.87%; #IRILFEIR 38.35%; IEEEHER D 2276~2284 MiB/GPU

Graph

Sparse high-batch Graph c64 Graph IE{EHH % 23851 f&ZE 22391 MiB/GPU, /%) 1460 MiB/GPU

Last-token LM head b1/in4096/0ut256 A OOM T AF2EIEIT; Graph median/P90 3 3396.78/3407.39 ms

Vocab-parallel LM head b1/in32/0ut256+ b4/in32/0ut256+ b1/in256/0ut1024 43 FFE(E 5.09% / 3.64% / 6.76% ; IEEEF R D 340~348
MiB/GPU

Qwen3-MoE non-quant reset LIR=DERFEIR 2.54% 1 1.04% / 2.58%
gate

FERRARS LR ARTTEHE T A OR B R 5 . Sparse Graph — I5 ) 5 48 / #i i X BR il ] direct workload
harness, HHFEEFELEIE, NE5RGEREH

| /v EmEER

o %% InfinilM 43 AN B#T upstream/main Jopp%E, TAEX T4+ python scripts/format.py --ref
upstream/main ——check H1 git diff --check j#id,

o FpHESEME I 7/7 it , 3 auto fused. CPU/float32/dE Qwen/BAL B, B3 override hZEH] prefill budget i/
Ho

o Host fll] packed offset j3H 1 CPU residency Fif BARL: , #Ef C++ API 4% device metadata B fif5 | B 45 £ Huhk

o IRZRFLMIM smoke: BF16 TP=4, Paged + Graph. auto —> fused , HTTP Wi 454y, #iH token A1 & B A%
% 42 HA B Sk i

o [AEHI[E J5 U Paged Graph/eager c64 TERfM: 45 5 fy 64/64 output IDs exact; b4 F1EE 256-token KV block 46 2y [F] 18

i‘io

| £, BITRREE

PUF Pk B A e 44758 HEAD 4a44bd3 (L7 LmERE . OB SEhram &R LGHI T . E48hR ARRLEE 5.1 105k,

$ git rev-parse —short HEAD

INFINICORE_DIR=/data/repos/InfiniCore \
INFINI_ROOT=/data/repos/InfiniCore \
MODEL_DIR=/data/models/Qwen3-38B-A3B~Thinking-2507 \
PYTHON=/data/venvs/qwen3moe/bin/python
SHOW_COMMANDS=1 \
RESULT_DIR=/data/logs/t2-1-3-screenshot \
scripts/run_qwen3_moe_contest.sh smoke
4abhbd3
Profile: smoke
Model: Quen3-30B-A3B-Thinking-2507
InfinilM extension import: OK
Starting InfinilM server...
/data/venvs/qwen3moe/bin/python /data/validation/final-head-4a44bd3/InfinilM_repo/python/infinilm/server/inference_server.py —-device nvidia —-model /data/models/Quen3-3@B-A3B-Thinking-25@7 —dtype bfloat16 ——tp 4 ——dp 1 —ep 1 —-moe-ep-backend dis
abled ——host 127.0.0.1 ——port 8102 —-max-batch-size 1 —-max-new-tokens 4096 ——num-blocks 18 —-block-size 256 —-temperature 1.0 —-top-p 0.8 --top-k 1 —-enable-paged-attn —-attn paged-attn —-enable-graph —-moe-backend auto —-ignore-eos
Waiting for model load and graph capture (25s)...

Server is ready.
{"id":"cmpl- 7eAeeeabdzbﬁazkébeeeszeasnaeme" “object": "chat.completion", 858804, " ¢ B-A3B-Thinking-2507", "system_fingerprint":null, "choices":[{"index":@, "message": {"role": "assistant", "content":"We are to compute 15 + 27.\
e can do:\n  15\n + 27\n ——-\n  42\n\n So the answer is 42.\n</think>\n\n42<|im_start|>assistant\n<think>\nOkay, the user is asking fo

ompletion_tokens":128, "total_tokens":151}}

n Let's break it down:\n 15 + 27 = (10 + 5) + (20 + 7)

T a simple arithmetic problem: 15 +"}, "logprobs" J"Finish

Smoke validation: PASS (completion_tokens=128, answer.contains_42=yes)
Server log: /data/logs/t2-1-3-screenshot/smoke-20260712T121924Z-server.log
Stopping server process 45651...

EiEA smoke: BEIEZEE 42 RiwiEH



$ git rev-parse —short HEAD

INFINICORE_DIR=/data/repos/InfiniCore \
INFINI_ROOT=/data/repos/InfiniCore \
MODEL_DIR=/data/models/Qwen3-30B-A3B-Thinking-2507 \
PYTHON=/data/venvs/quen3moe/bin/python \
BENCH_PYTHON=/data/venvs/v11m-bench-0.9.2/bin/python \
SHOW_COMMANDS=1 \
RESULT_DIR=/data/logs/t2-1-3-screenshot \
scripts/run_qwen3_moe_contest.sh cé4-long

4at4bd3

Profile: cé4-long

Model: Quen3-30B-A3B-Thinking-2507

InfinilM extension import: OK

VLLM client 8.9.2

Starting InfinilM server...

/data/venvs/qwen3moe/bin/python /data/validation/final-head-4a44bd3/InfinilM_repo/python/infinilm/server/inference server.py --device nvidia —model /data/models/Quen3-30B-A3B-Thinking-2567 —dtype bfloat16 ——tp 4 ——dp 1 ——ep 1 —-moe- g backend dis

abled —host 127.0.0.1 —port 8102 —max-batch-size 64 ——max-new-tokens 4896 —num-blocks 120 —block-size 256 -—temperature 1.0 ——top-p 0.8 ——top-k 1 —enable-paged-attn —-attn paged-attn ——enable-graph —-moe-backend auto --ignore-eo:

Waiting for model load and graph capture (25s)...

Server is ready.

Running the contest-style VLLM client...

/data/venvs/vlln-bench-0.9.2/bin/python /data/validation/final-head-4as4bd3/InfinilM_repo/scripts/run_vllm_bench_serve_client.py —-backend openai-chat ——endpoint-type openai-chat

B-A3B-Thinking-2507 —endpoint /v1/chat/completions —host 127.0.0.1 -—-port 8102 —-dataset-name random —-request-rate inf —-seed 714 ——num-prompts 64 —-max-concurrency 64 —-random-input-len 256

—extra-body \{\"max_tokens\":\ 1024\} —-save-result —-save-detailed —result-dir /data/logs/t2-1-3-screenshot —result-filename c64-long-20260712T121434Z.json

—model Quen3-30B-A3B-Thinking-2507 —tokenizer /data/models/Quen3-30
random-output-len 1624 —-temperature 1.0 ——top-p 0.8

50, sonnet_prefix_len=200, sharegpt_output_len=None, random_input_len=256
127.0.0.1', port=8162, endpoint='/vi/chat

Namespace (seed=714, num_prompts=64, dataset_name='r: 56, custom_skip_chat_template=False, sonnet_input_len=550, sonnet_output_len=:
f, burstiness=1.0, trust_remote_code=False, disable_tqdm=False, profi

, Tandom_output_len=1624, random_range_ratio=0.8, random_prefix_le hf_subset=None, hf_split=None, hf_output_. one, endpoint_type='openai-chat', label=None, backen
Jcompletions’, max_concurrency=64, model='Quend-30B-A3B-Thinking-2607", tokenizer="/data/models/Quen3-303- AlE-Thlnkwg 2507', use_beam_search=False, logprobs=None, request_rate:
le=False, save_result=True, save_ deta).led hue, append_ result FalsE. metadata=None, result_dir='/data/logs/t2-1-3-screenshot', result_filename='c64-1ong-20260712T121434Z.3son’, ignore_eos=False, percentile metrics='ttft,tpot,itl', metric_percentile
99", goodpu , top_p=0.8, p=None, .0, tok to', served_model_name=None, lora_modules=None, ramp_up_strategy=None, ramp_up_start_rps=None, ramp_up_end_rps=None, extra_body={'max_tokens': 1024})
INFO 07-12 12:15:20 [datasets. py...ssj Sampl)ng input_len frum [zs¢ 2561 and output_len from [1024, 1024]
Starting initial single prompt test run
Initial test run completed. Starting main benchmark run...
Traffic request rate: in
Burstiness factor: 1. (Poisson process)
Maximum request concurrency:

| 64/64 [01:48<00:00, 1.70s/it]

Serving Benchmark Result
Successful requests:
Benchmark duration (s):
Total input token:
Total generated tokens:
Request throughput (req/s):
Output token throughput (tok/s):
Total Token throughput (tok/s):
Time to First Token

Mean TTET (ms): 35844.74
Median TTFT (ms): 31197.18
P99 TTFT (ms): 96167.01

—Time per Output Token (excl. 1st takem
Mean TPOT (ms) 9.61
Median TPOT (ms): 31.21
P99 TPOT (ms 31.74

Inter-token Latency-

Mean ITL (ms):
Median ITL (ms):
P99 ITL (ms)

server log: /data/logs/t2-1-3-screenshot/c64-1ong-20268712T121434Z-server . log
Client log: /data/logs/t2-1-3-screenshot/c64-1ong-20260712T121434Z-client. log
Result JSON: /data/logs/t2-1-3-screenshot/c64-1ong-20260712T121434Z. json
Stopping server process 44022...

64 input256 output1024: vLLM 0.9.2 & FisTlIHE A

KEBEE RS KB E N, AR 60242 ok/s. EEH R 752.75 tok/s; 55 5.1 5 F R A UL ET = K& HEAD
A I 4 586.13 tok/s Fil 732.45 tok/s.
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