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7E NVIDIA GeForce RTX 5090 32 GiB. TP=1. Qwen3-8B BF16. burst if K&, B&LMEEE /5 30
5 8B AHKE, ARG RN B K E AR SR FAERL F& a0 R PIG RS SR 27
ANEFEA R AR, output throughput 5 total-token throughput (1)U SE32 T34 4
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2.1 fR 55
B SR I I 45l SUR T B4 CUDA Kermelo AU fif) 2 28 ol i 4 :

* K prompt 8 Bt prefill 2 fHZE [t decode 3K ;

* burst admission A FE KV 220, Kk 4 5 s T e IR A 12 5
* 4 token —X Python queue/SSE {2 il Kk v I S F il I T4 :

* e NIER 461 5 EE decode BN CPU JF4S:

* OpenAl 7B length termination 755 RE AL R R fRAIE

2.2 Chunked Prefill

A KK prompt Y143 A chunk, 7E prefill 5 decode 2 [l @ g AN AL, FE{KK prompt
X EAEA RSB ZE . i) prompt chunk JUBEHT KVORZS . AXF4hA %R H: token: #J5—4> chunk
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2.3 KV Admission ZE7K{iL

HER NI IS AU A 24 /) prompt i d block, TR B AT A KV Lk fii. &ilifR 5K prompt
ERAFEE{E, LT admission 3% BERIK SRR ENE . AL UE R HERANY . AREARECE R R

batch size,

2.4 [REMIRIE

o Bl stream_interval: g token 3 Hi k1%, Z AN G I SSE Ff, REFHA token;
« JEAIE R AH ] completion event 1558 ik, FZ3 4 decode —iK;

« 378 max_tokens 5 max_completion_tokens, #p5% usage FE;

* f&1E LENGTH & k%42, #ffEJa— A RiF token SE K.
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B4 KT InfinikM _EJi main, {Xf4—4> Conventional Commit:
perf(server): optimize concurrent long-output serving
%5 9 files, +409/-45:

AR 9d118echbfcb643858b0b908154647d05d55d743d.

%3 pas R

i B 11m/scheduler.py chunked prefill 5 KV admission
ik 1lm/request.py completion event

)% 11m/11m.py SSE & if HARiA L2

R4 server/inference_server.py OpenAl iz 53k N2
Ew Eiocessors/basic_llm_processor. chunk compute %5 length 2 i1
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4.1 IfE
* GPU: NVIDIA GeForce RTX 5090 32 GiB;
« }i%: Qwen3-8B BF16;
S JEfT TP=1, Bk
*3[]: OpenAl /vl/chat/completions, streaming SSE;
« fi#: burst, request_rate=inf, num_prompts=max_concurrency;
« % ignore_eos=true, B HIKEEHG

« G seed: 0O,

4.2 E7 8B %%

H%& i\ tokens %t tokens
1,4 32, 256, 4096 256, 1024, 4096
16, 64 32, 256 256, 1024, 4096

Bt 30 MG RS RASHEME R B R ORRE P, 28 27
AIERARR, UK 27 AS3ER G B3
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* % 30/30 m5E)H

* A B2 R A K B A A

* A B2 R error 1R 2

« 27 AN E[E A% 5 [ output throughput JUAT S +13.56%;

27 A~ [E A% 5 /) total-token throughput JL{a[3E34: +13.56%:




5.2 KEXJLL

e % output tok/s B output tok/s T
c64/i32/0256 1443.47 3092.98 +114.27%
c64/i32/01024 1005.39 1683.44 +67.44%
c64/i32/04096 361.93 661.13 +82.67%
c16/i256/04096 293.68 515.95 +75.69%
c1/i32/0256 92.34 91.77 -0.62%

RIS KA LRSI R S -0.62%
JET/INIEBESN RN RETC B TR H R

5.3 TAHER

it APk R R, 6k 27 AN SRR R BOR i R BE 2y 4175 output-throughput JLAT-F-34

5y48 HE S JURAIFEHEL
C=1 9 -0.09%

C=4 9 +5.44%
C=16 6 +19.81%
C=64 3 +87.14%
Output=256 9 +7.50%
Output=1024 9 +5.20%
Output=4096 9 +29.50%

SrHEE R AR SIHE AR 2 e NI R AT, e F A KA 7 s A IR i B

5.4 55%% 30 S 5CEARRE

C Input Output Completed Output tok/s Total tok/s Mean TTFT ms
1 32 256 11 91.77 103.25 21.72
1 32 1024 11 89.71 92.52 20.40
1 32 4096 11 80.13 80.76 20.46
1 256 256 11 90.43 180.86 21.68
1 256 1024 171 87.83 109.79 20.97
1 256 4096 11 78.87 83.80 24.75
1 4096 256 11 68.81 1169.85 99.24
1 4096 1024 11 68.11 340.53 94.27




C Input Output Completed Output tok/s Total tok/s Mean TTFT ms
1 4096 4096 11 62.84 125.68 94.34

4 32 256 4/4 343.03 385.90 37.33

4 32 1024 4/4 334.99 345.46 36.40

4 32 4096 4/4 297.52 299.84 39.67

4 256 256 4/4 328.53 657.05 90.31

4 256 1024 4/4 326.78 408.40 101.90

4 256 4096 4/4 292.31 310.31 104.58

4 4096 256 4/4 116.60 1975.24 3487.68

4 4096 1024 4/4 192.69 963.47 3731.67

4 4096 4096 4/4 215.27 428.94 3333.15
16 32 256 16/16 1250.78 1407.13 73.55

16 32 1024 16/16 1183.72 1218.97 79.22

16 32 4096 16/16 534.44 538.61 16987.97
16 256 256 16/16 1064.29 2121.04 335.62

16 256 1024 16/16 1098.77 1373.46 326.06

16 256 4096 16/16 515.95 548.20 26011.37
64 32 256 64/64 3092.98 3479.41 297.23

64 32 1024 64/64 1683.44 1734.74 6273.77
64 32 4096 64/64 661.13 666.29 149496.04
64 256 256 64/64 2145.20 4277.17 1312.21
64 256 1024 64/64 1573.19 1965.67 9675.59
64 256 4096 64/64 582.68 619.07 190070.41

Completed FEMREA RiBITERITSER:  FI % i 4R S brfim i K S B AR —2, H.

errors=0,

5.5 27 R S SEREXTEL

C Input Output Baseline Final Delta

1 32 256 92.34 91.77 -0.62%
1 32 1024 89.74 89.71 -0.03%
1 32 4096 80.13 80.13 -0.00%
1 256 256 90.69 90.43 -0.29%
1 256 1024 87.99 87.83 -0.18%
1 256 4096 79.08 78.87 -0.27%
1 4096 256 68.53 68.81 +0.42%
1 4096 1024 68.03 68.11 +0.11%




C Input Output Baseline Final Delta

1 4096 4096 62.81 62.84 +0.04%
4 32 256 348.04 343.03 -1.44%

4 32 1024 337.20 334.99 -0.65%

4 32 4096 300.38 297.52 -0.95%

4 256 256 332.65 328.53 -1.24%

4 256 1024 331.30 326.78 -1.36%

4 256 4096 293.85 292.31 -0.52%

4 4096 256 121.06 116.60 -3.69%
4 4096 1024 197.11 192.69 -2.24%

4 4096 4096 118.23 215.27 +82.08%
16 32 256 1273.52 1250.78 -1.79%
16 32 1024 1193.67 1183.72 -0.83%
16 32 4096 299.78 534.44 +78.28%
16 256 256 1090.00 1064.29 -2.36%
16 256 1024 1106.45 1098.77 -0.69%
16 256 4096 293.68 515.95 +75.69%
64 32 256 1443.47 3092.98 +114.27%
64 32 1024 1005.39 1683.44 +67.44%
64 32 4096 361.93 661.13 +82.67%

XL RO B T A IE AR, ARMER Ul ai 5. Horp C=1 S Lf-P-2{X -0.09%; C=4

B AN SO 28 50K i Kot N 5 h e i 204, {5 C4/i4096/04096 $27+ 82.08%.
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6.1 IEAHTEIIHE

« chunked prefill Hja] BE A (1) 2 P it i 2R A token;
estream_interval H&33FH4H:, AFE token;

* LENGTH £ kR B 25— token;;

e s K {6 completion event, 5285 — ¥k 1% decode;

* B 7R R ORI + B BERE I + errors=0" ZH AR A
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7. S0 A

7.1 R % im

export INFINILM_ENABLE_CHUNKED_PREFILL=1
export INFINILM_KV_SAFETY_BLOCKS=8
export INFINILM_LONG_PROMPT_KV_SAFETY_BLOCKS=64

python python/infinilm/server/inference_server.py \
——device nvidia \
——model /path/to/gqwen3-8b \
——port 8102 \
—tp 1\
——max—-new—tokens 4096 \
——num-blocks 384 \
——block-size 128 \
——max-batch-size 64 \
——stream-interval 16 \
——enable—-graph \
——enable—paged-attn \
——attn flash-attn \
——ignore-eos

7.2 ¥ P

python scripts/competition/official_client_bench.py \
——url http://127.0.0.1:8102/v1/chat/completions \
——model Qwen3-8B \
——tokenizer /path/to/qwen3-8b \
——num-prompts 64 \
——max—concurrency 64 \
——random-input-len 32 \
——random-output-len 4096 \
——seed 0@
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&Rz chunked prefill. KV admission 224K fii. SSE A IR e ik 2 iik, £1xf 24 8B
LIk K sde iR &mt. BI7 30 JAEM-2RR T, 27 AN IEEA RS U EEE T R
13.56%, K4t R Ko 4RIt 75.69% % 82.67%, [F] i/ MAAE AL -0.62% .



