VLLM Server: TTFT Yi-34B-Chat: GPTQ/Marlin/Marlin24 4/8 bit
A100 GPU, 256 prompt, 128 new tokens

W 16 gptq_8bit W marlin_8bit [l marlin_24_8bit [l gptq_4bit W marlin_4bit [l marlin_24_4bit
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VLLM Server: TTFT speedup for Yi-34B-Chat: GPTQ/Marlin/Marlin24 4/8 bit
A100 GPU, 256 prompt, 128 new tokens

W 16 gptq_8bit [ marlin_8bit [l marlin_24_8bit [l gptq_4bit W marlin_4bit [l marlin_24_4bit
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VLLM Server: TPOT Yi-34B-Chat: GPTQ/Marlin/Marlin24 4/8 bit
A100 GPU, 256 prompt, 128 new tokens

W e gptq_8bit [ marlin_8bit W marlin_24_8bit W gptq_4bit M mariin_4bit [ marlin_24_4bit
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VLLM Server: TPOT speedup for Yi-34B-Chat: GPTQ/Marlin/Marlin24 4/8 bit
A100 GPU, 256 prompt, 128 new tokens
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