
python3 vllm/entrypoints/openai/api_server.py --model /home/alexm/models/marlin_24/Yi-34B-Chat-GPTQ-marlin --max-model-len 2048 --disable-log-requests --tensor-parallel-size 1 --quantization marlin --dtype=float16
python benchmark_serving.py --backend vllm --host localhost --port 8000 --endpoint /v1/completions --model /home/alexm/models/marlin_24/Yi-34B-Chat-GPTQ-marlin --num-prompts 200 --save-result --dataset-name sonnet --dataset-path sonnet.txt --sonnet-input-len 256 --sonnet-prefix-len 128 --sonnet-output-len 128 --request-rate 2.5

Weight size: [GB] 33.7517 64.0573 33.5181 21.802
TTFT TTFT

Yi34B Chat fp16 gptq_8bit marlin_8bit marlin_24_8bit gptq_4bit marlin_4bit marlin_24_4bit fp16 gptq_8bit marlin_8bit marlin_24_8bit gptq_4bit marlin_4bit marlin_24_4bit
1 122 228.97 140.44 99.06 183.08 103.55 86.67 1 1 0.53 0.87 1.23 0.67 1.18 1.41 122

2.5 135.19 262.96 167.81 111.74 247.49 117.2 94.24 2.5 1 0.51 0.81 1.21 0.55 1.15 1.43 135.19
5 1354.83 317.13 288.94 146.05 296.69 159.91 118.41 5 1 4.27 4.69 9.28 4.57 8.47 11.44 1354.83

TPOT TTFT
fp16 gptq_8bit marlin_8bit marlin_24_8bit gptq_4bit marlin_4bit marlin_24_4bit fp16 gptq_8bit marlin_8bit marlin_24_8bit gptq_4bit marlin_4bit marlin_24_4bit

1 53.64 141.15 35.38 21.38 51.84 18.6 14.83 1 1 0.38 1.52 2.51 1.03 2.88 3.62 53.64
2.5 69.63 208.55 50 27.31 185.11 24.09 18.39 2.5 1 0.33 1.39 2.55 0.38 2.89 3.79 69.63

5 125.24 289.93 159.44 57.95 273.44 58.91 35.55 5 1 0.43 0.79 2.16 0.46 2.13 3.52 125.24

122122 135.19135.19

1354.831354.83

228.97228.97 262.96262.96
317.13317.13

140.44140.44 167.81167.81

288.94288.94

99.0699.06 111.74111.74 146.05146.05183.08183.08
247.49247.49

296.69296.69

103.55103.55 117.2117.2 159.91159.91
86.6786.67 94.2494.24 118.41118.41

Server QPS

m
s

0

500

1000

1500

fp16 gptq_8bit marlin_8bit marlin_24_8bit gptq_4bit marlin_4bit marlin_24_4bit

A100 GPU, 256 prompt, 128 new tokens
vLLM Server: TTFT Yi-34B-Chat: GPTQ/Marlin/Marlin24 4/8 bit
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A100 GPU, 256 prompt, 128 new tokens
vLLM Server: TTFT speedup for Yi-34B-Chat: GPTQ/Marlin/Marlin24 4/8 bit
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A100 GPU, 256 prompt, 128 new tokens
vLLM Server: TPOT speedup for Yi-34B-Chat: GPTQ/Marlin/Marlin24 4/8 bit
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